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Introduction

As a result of the growing availability of data and the advancement of hardware, machine
learning (ML) has established itself as a powerful approach to extract knowledge from data in
recent years [1]. Not only has it found use in industrial applications but it is also of increas-
ing interest across all areas of physics [2, 3]. In particular, ML has been extensively used to
study phase transitions and perform classi cation of samples into different phases [3]. These
are central topics of condensed matter physics research and are crucial for the understanding
of many physical systems [1, 4]. While a typical many-body system in condensed matter has
a huge number of degrees of freedoms, the system can often be successfully characterized by a
small set of carefully selected physical observables [4]. Hence, phase transitions are typically
studied by investigating properties such as the speci ¢ heat or identifying appropriate order
parameters [4, 5]. The identi cation of order parameters for previously unstudied phase tran-
sitions is, however, a complex task involving a large state space [2—4, 6, 7]. Consequently, as
ML methods can deal with large data sets their extensive use in this eld does not come as a
surprise [1, 3, 6]. Additionally, unsupervised ML methods do not require the input data to be
supplemented by a set of labels, here specifying the different phases, and therefore do not rely
on prior knowledge of the system being studied [1, 4].

In this work, we apply unsupervised ML methods to identify the phases of a given physical
system and characterize its phase transitions. In particular, we focus on the method proposed
in Ref. [8]. Itis based on a predictive model that is trained to infer the parameters of a physical
system given an input which characterizes the system state. The model predictions are most
susceptible near the phase boundaries, resulting in a maximal vector- eld divergence of the
deviations of the predicted system parameters from their true values. Consequently, maxima
in the divergence serve as an indicator of phase transitions which allows for an unsupervised
learning scheme to be established. For brevity, this scheme will be called prediction-based
method (P-method) in the following. The P-method has successfully been used to identify
phases in the one/two-dimensional Ising model and the dissipative Kuramoto-Hopf model in
Ref. [8], as well as to identify topological phases lacking local order parameters in Ref. [5].
The phase diagrams of these systems have, however, already been studied extensively and only
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consist of a handful of phases with well-known boundaries. In contrast, we here investigate
the ground-state phase diagram of the spinless Falicov-Kimball (FK) model in a 2D parame-
ter space which is known to be populated by a large number of different phases, making the
rigorous analysis a highly dif cult task [9]. Up to now, the phases of the spinless FK model
are classi ed manually based on the con guration samples, calling for an automated approach
based on ML. Automating the process of phase classi cation constitutes the rst major chal-
lenge which we aim to tackle in this work.

As physicists, however, our ultimate goal is to gain new insight into phases and correspond-
ing phase transitions. Apart from using the P-method to automate the preliminary phase clas-
si cation, we additionally aim to understand its predictions to support the subsequent analysis.
This constitutes the second major challenge addressed in this work. In particular, this requires
an interpretable predictive model. The predictive models are typically given by deep neural
networks (DNNSs) due to their high expressivity, i.e., capability to approximate arbitrary target
functions [10]. However, the direct interpretation of predictive models becomes increasingly
more dif cult with growing expressivity [3, 11]. Here, we try to obtain an interpretable predic-
tive model following two distinct state-of-the-art approaches, namely (1) attribution methods
[12, 13] and (2) linear surrogate models [11, 13].

To quantify the role of nite-size effects, we investigate the 2D ground-state phase diagram
of the spinless FK model for square lattices of three different linear sizes L /6,10,20. After a
discussion of the FK model in Chapter | and the main unsupervised learning methods used in
this work in Chapter II, we present an extensive analysis of the 2D ground-state phase diagram
for the L /6 lattice in Chapter Ill. In particular, we demonstrate a rigorous solution to both
aforementioned challenges. Additionally, we perform a benchmark with principal component
analysis (PCA) and k-means clustering, which constitutes a simple, alternative unsupervised
learning method. In Chapter IV, we show that our approach presented on the L /6 lattice can
be generalized to the larger lattice sizes L A10,20. The approach also works in the presence of
noise, which is shown in Chapter V. There, we derive the divergence signal in the P-method for
an ideal predictive model. Not only does this strengthen our understanding of the P-method but
also of phase transitions in general. Motivated by these nding, in Chapter VI we propose an
alternative unsupervised learning method, called the mean-based method (M-method), which
is capable of qualitatively reproducing the results of the P-method.
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Falicov-Kimball (FK) model

Inhomogeneous long-range charge orderings can be observed in many strongly correlated elec-
tron systems, such as rare-earth and transition-metal compounds [9, 14, 15]. These orderings
are of particular importance when studying phenomena, such as metal-insulator and valence
transitions or high temperature superconductivity, as well as transport properties [9, 14, 15]. In
strongly correlated electron systems, inhomogeneous long-range orderings are often observed
in combination with a separation into different phases and a multitude of different patterns
[15]. This general property renders such systems particularly interesting for performing phase
classi cation and studying phase transitions. Due to the complexity of correlated many-body
systems, one has to resort to the study of highly simpli ed models designed to capture some
of their fundamental properties [15]. Interestingly, even simple models based on short-range
couplings have been shown to give rise to long-range order [15]. Examples include the Hubbard
model, one of the most important models in theoretical physics, or the related FK model [16, 17].

To introduce the FK model, we rst discuss the fermionic spin- % Hubbard model of which
the FK model is a particular limiting case. In the Hubbard model, the system is described by

the following Hamiltonian
9 R X X

Hiuo £ tij€L,6, AU i, (1.1)
i|% i

where ¢, and é;r% denotes the annihilation and creation operator of an electron with spin Y42
{",#} at lattice site i, respectively, and ﬁi%/Eé;r%éi% is the corresponding number operator [16].
The hopping matrix element is given by  tjj, where we restrict ourselves to nearest-neighbour
hopping [18] 8
<t if i and j are nearestneighbours ,
tij /E, (1.2)
"0 otherwise .

The on-site Coulomb interaction strength is denoted by  U.
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Despite its apparent simplicity, there are only few mathematically rigorous results known
for the Hubbard model [16, 17]. Consequently, to study phenomena in strongly correlated elec-
tron systems we rather focus on the closely related FK model, which has the advantage of
being more accessible to analytical and numerical studies [9, 14, 16]. In particular, it allows
us to study larger lattices, which is critical for capturing phases showing inhomogeneous long-
range orderings. In fact, the FK model is perhaps the simplest model of correlated electrons on
a lattice which exhibits various different types of charge orderings [14].

Let us demonstrate, how the FK model is obtained as a limiting case of the Hubbard model.
Given the Hubbard Hamiltonian (Eqg. (I.1)), we assume that the corresponding hopping matrix
element tj; is spin-dependent [18]. Then, letting tj; approach zero for one of the two spin
species, for example spin-down ( #), yields the Hamiltonian [18]

~ X A A X
HAE t. ¢.c.AU Apf, (1.3)

T I B .

i i
As [ﬁ ,Aijx] A£08i, the eigenvalues of 4 are good quantum numbers and are denoted w; 2{0,1}
in the following [18]. Thus, we have to nd the eigenstates of the FK Hamiltonian for different
con gurations w Z{w;} of the localized electrons [18]. Finally, we obtain the FK Hamiltonian

by performing the following substitutions in Eq. (1.3) [18]

Ajg! wij, (1.4)
elr el
i i’
6i"| éi’
A= ! Aj.
This yields X X
ﬁFKﬁE tijéiTéJ.AU wifij. (1.5)
.

] |
Note that, when moving from the Hubbard to the FK model in such a manner, we effectively
loose the spin degree of freedom, making it a spinless FK model [14]. The spinless version of
the FK model is successful in describing charge ordering in strongly correlated systems [14].
Thus, we will consider this case for the present work. With this in mind, ¢, and CT in Eq. (1.5)
denote the annihilation and creation operator of a spinless, itinerant electron at lattice site i,
respectively [16]. Furthermore, w; 2 {0,1} can be considered a classical variable denoting the

absence (w; ZA0) or presence (w; A1) of a spinless, localized electron at lattice site i [16].



For simplicity, we have so far referred to the itinerant and localized particles as electrons.
However, there exist various interpretations of the FK model depending on the type of particles
that are considered [14]. Hubbard, for example, considered the itinerant and localized particles
as spin-up and spin-down electrons (or vice-versa), as was outlined above, to solve his original
model approximately [14]. When interpreting the itinerant particles as electrons and the local-
ized particles as ions, the FK model serves as a simple model for crystallization [14]. Since the
FK model was originally proposed to describe valence and metal-insulator transitions in rare-
earth compounds, the itinerant and localized particles are often considered to be conducting d
and valence f electrons, respectively [14]. Note that, this is the interpretation which we will
be referring to throughout this work. Finally, an alternative interpretation lends itself when
considering the itinerant particles as light, cold, fermionic atoms and the localized particles as
heavy, cold, fermionic atoms trapped in an optical lattice [19, 20].

While the FK model is simpler than the Hubbard model, its general solution is also not
known. Nevertheless, there still exist a larger number of rigorous results [16, 21]. For the
spinless FK model at half- lling (which refers to a situation where half of the lattice sites are
occupied by localized f electrons), for example, it has been proven that the ground-state con g-
uration of f electrons wg is given by a checkerboard pattern for any nite U on any bipartite
lattice in two dimensions or higher [15]. A bipartite lattice denotes a lattice whose sites can
be subdivided into two groups, such that the nearest neighbours of each lattice site of group
1 belong to group 2 and vice-versa. Also, note that wg is given by the con guration w which
results in the lowest system energy when populating the N4 lowest-lying one-electron levels
of the FK Hamiltonian in Eq. (1.5), where Ny /& n; is the number of conducting d electrons.
Furthermore, in the limit of U !'1 it has been proven that the ground-state con guration Wo
is given by a so-called segregated phase [15]. A segregated phase denotes a situation, where the
f electron con guration W is given by a single, connected cluster of f electrons. When instead
considering a moderate U and moving away from half- lling, much less is known about the FK
model [15, 16, 21]. For such cases, the ground state is characterized by a phase diagram con-
taining many different stable inhomogeneous charge orderings, including charge stripes and
phase coexistences of different orderings [15, 21]. Finally, note that most studies of the FK
model have been concerned with a one/two dimensional lattice or the limit of in nite dimen-
sions [14, 16, 21].
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I.1 Specics of this work

In this work, we restrict ourselves to square lattices of linear size L /6,10,20 in two dimensions
and consider periodic boundary conditions (BC). Note that, the energy of a given  f electron con-
guration is invariant under transformations of the symmetry group of the square lattice [22].

These are translations in both x- and y-directions considering periodic BC, rotations by mul-
tiples of 90° and re ections in the  x- or y-direction, as well as arbitrary combinations thereof.
For brevity, these will simply be referred to as symmetry transformations (STrafos) in this
work. Investigating three different lattice sizes allows us to assess the in uence of nite-size
effects. We note that the construction of phase diagrams in the thermodynamic limit is beyond

the scope of this work. While these lattices are still too small to allow for all possible stable
phases to be observed [14], they enable an estimation of the stability regions of the main phases.

We consider an equal number of localized f electrons N AEPiwi and itinerant d electrons
Ng /Epi n; to maintain the connection to the Hubbard model in the absence of a magnetic eld
[9]. In this case, we nd that the spinless FK model does not exhibit any symmetries which do
not belong to the symmetry group of the lattice. Furthermore, the hopping integral tis held x
throughout this work. We investigate the ground-state con gurations Wy of localized f elec-
trons for different xed values of p £E'U , Nf¢, resulting in a phase diagram in 2D parameter
space. To compare 2D phase diagrams for different lattice sizes, we typically display the f elec-
tron density %24EN;/L? in place of N;. We consider N values ranging from N 41 to half- lling
of the lattice Ny ZL2/2 in steps of ¢ N; £1. Table I.1 contains the U values analysed at each
lattice size, ranging from Umin to Umax in steps of ¢U, where U is given in units of the hopping
integral t. Note that, the choice of a xed ¢U and ¢ N results in a parameter space sampled
in an evenly-spaced, grid-like fashion.

0.1 80 0.1

10| 1.0 7.8 0.2
20| 1.0 80 0.2

Table 1.1: U analysed at each linear lattice size L ranging from Upmin to Umax in steps of ¢U.
Here, U is given in units of the hopping integral  t.

As mentioned previously, this system is particularly interesting for the task of phase clas-
si cation using unsupervised learning methods, as the ground-state phase diagram is quite
complex and exhibits many different stable phases [9]. Figure I.1(a) sketches the 2D ground-
state phase diagram with the stability regions of the three major phases highlighted. For each
of these three phases, Figure 1.1(b) shows a set of representative ground-state  f electron con-
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Figure I.1: (a) Sketch of the 2D ground-state phase diagram of the spinless FK model with
highlighted regions of stability for the three major phases. (b) Representative ground-state f
electron con gurations Wwq for each of the three major phases populating the phase diagram.

guration samples Wwg. The samples populating the major three phases exhibit a segregated,
checkerboard or axial stripe ordering, respectively. Each pixel (X,y) in these images corre-
sponds to a site on a 2D square lattice and takes on a value wgxy Z0 or woxy /1, denoting
the absence or presence of a localized f electron. Finally, note that the actual 2D ground-state
phase diagrams are populated by a large number of other phases and mixtures thereof which
do, however, have a smaller region of stability.

[.2 Sample generation

As the possible number of f electron con gurations scales as / 2L2, an exact diagonalization
of the FK Hamiltonian becomes intractable for large lattices [14]. As a consequence, numer-
ical studies rely on a reduction of the number of con gurations taken into consideration [14].

To achieve a suitable reduction of the number of con gurations, many studies rely on the re-
stricted phase diagram method [14]. In this method, one only considers periodic con gurations
with a unit cell with a smaller number of sites than a given threshold value, and all possible
mixtures thereof [14]. In our work, we follow a different approach. For a given U and Ny,
we determine the corresponding f electron ground-state con guration  Wg approximately using
simulated annealing [15, 23, 24]. Simulated annealing is an algorithm for global optimization

in a large search space based on an adaptation of the Metropolis-Hastings algorithm [15, 23,
24]. The simulated annealing algorithm is run n times for a given point in parameter space
p /E'U N ¢starting from random initial conditions, resulting in n, possibly distinct, f electron
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con gurations w. Clearly, the best estimate of the ground-state con guration Wy at a partic-
ular point p is then given by the con guration ~ w possessing the lowest energy. We determine
our best estimate at a point p /E'U Nt ¢ by comparing the energy of the n con gurations at p
and the con guration samples at all points in parameter space with the same value of Ns.

In this work, for the L 46,10 lattices a minimum of 10 independent simulated anneal-
ing runs yield the same estimated ground-state con guration sample (up to STrafos). Conse-
guently, for these lattices we can be fairly certain to have found the true ground-state con gu-
rations. Whereas for the L /20 lattice, we have not yet reached such a level of certainty.

[.3 Alternative representations of the system's state

While the f electron con gurations w offer a suf cient description of the state of the system, we
may want to explore alternative representations if they are more suitable for performing phase
classi cation or analysing phase transitions. Thus, such representations may also be useful
for inputs of predictive models, such as NNs. Here, we discuss the discrete Fourier transform
(dFT), order parameters, and correlation functions as alternative descriptions of the system's
state which can be derived from the f electron con gurations.

I.3.1 Discrete Fourier transform (dFT)
First, we consider the two-dimensional dFT  F (w) of the f electron con gurations W given as

NI L o
F (W) &£ Wy G& 2/4(uxAvy)/N, (1.6)

XAD yAD
where wyy 2 {0,1} denotes the absence (0) or presence (1) of a f electron at site (x,y) on the
2D square lattice [25]. The lattice sites in  x- and y-direction are labelled from 0to N j 1 with
N ANy ANy denoting the number of lattice sites in  x- and y-direction [25]. The corresponding
wavevectors are given as k /E ky, ky /£ 2 2% "125]. In practice, we calculate the dFT in Eq.
(1.7) using the fast Fourier transform algorithm [26]. Also, note that

NI L

F (W)go £ Wy AN . (1.7)
xAD yAD

While w can be displayed as a single black-and-white image, two greyscale images are used
to show F (w), corresponding to its magnitude and phase. Figure 1.2 shows different con gura-
tions w, as well as the magnitude and phase of the corresponding dFT F (w). In the following,
we discard the phase of F (w) and merely keep its magnitude. This is motivated by the fact
that for con gurations W which only differ up to translations (considering periodic BC) the
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Figure 1.2: Exemplary set of con guration samples  w related through (a) translations, (b) ro-
tations, and (c) re ections. For each con guration sample, the magnitude and phase of the
corresponding dFT are displayed on a linear greyscale.

dFT F (w) has the same magnitude and but a different phase (see Figure 1.2(a)). Discarding
the phase then renders such con gurations identical when being represented only by their dFT
magnitude. Recall that con gurations related through STrafos have the same energy. Hence,
while we have discarded part of the information about ~ w this representation still encodes the
same amount of useful physical information. In fact, analysing the dFT magnitude in place of
(or in combination with) the con gurations themselves is a common tool when studying the FK
model and its phase diagram, or periodic systems in general. This is because it provides an
easier visual comparison, as it accounts for the translational symmetries present in the con g-
urations. Furthermore, it allows for the identi cation of key signals which are characteristic
for certain patterns in the con gurations, i.e., certain phases. Finally, we note that con gura-
tions related through rotations or re ections do not generally have the same dFT magnitude,
as can be inferred from Figure 1.2(b,c). Moreover, the dFT magnitudes of con gurations related
through a rotation or re ection are generally themselves not related through the same rotation

or re ection.

1.3.2 Order parameters and correlation functions

While many-body systems in condensed matter physics possess many degrees of freedoms, we
can drastically simplify our analysis by considering a small set of collective variables, such as
order parameters or correlation functions [7, 22, 27]. Such observables help to quantify the
presence of short- and long-range order and speci c patterns, as well as identify associated
phase transitions [28]. Additionally, these quantities are (typically) invariant under STrafos of

the con gurations. Because of this property, order parameters and correlation functions also
constitute a promising alternative representation of the con gurations for the tasks of phase
classi cation and analysis of phase transitions using unsupervised learning methods.
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However, nding appropriate order parameters, i.e., parameters which best describe the
change of order in a system and whose values relates to the degree of order that is present, is a
dif cult task [7, 28]. Additionally, there often exists more than one sensible choice to character-
ize a particular ordering [7]. As the ground-state phase diagram is populated by many different
stable phases that are characterized by various patterns and orderings, these dif culties are
strongly ampli ed.

For the spinless FK model, only few examples of order parameters can be found in the lit-
erature. The most prominent one being an order parameter characteristic for the checkerboard
phase. It can be de ned as

Och Ajhwi1jh wizj, (1.8)

where hwi; denotes the average site occupation when looking at sites of the sublattice labelled
i 2{1,2} [15, 16, 21, 29-32]. The sublattices 1/2 are given by the sites which are unoccu-
pied/occupied when the con guration assumes a perfect checkerboard pattern. The order pa-
rameter Og, ranges from 0 for a random con guration to 1 for a perfect checkerboard pattern.
Alternatively, one can de ne order parameters by identi cation of prominent peaks in the dFT
magnitude [31] or structure factors [24, 33] and looking at the corresponding signal strength.
For the checkerboard phase, for example, the characteristic peak is located at  k A&(Y4Y).
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Unsupervised learning methods

In this chapter, we introduce the P-method as an unsupervised learning method which we use

in a rst step to automate the task of phase classi cation and analyse phase transitions. Fur-
thermore, we discuss DNNs as our primary choice of predictive models in detail. We then in-
troduce two approaches to obtain an interpretable predictive model, being attribution methods
and linear surrogate models. Finally, we discuss PCAand k-means clustering as an alternative
unsupervised learning method which is used to benchmark the P-method .

[I.L1 Prediction-based method (P-method)

Given f electron con guration samples at each point p /E'U , Nf¢, we can construct the corre-
sponding 2D phase diagram in an unsupervised manner using the P-method proposed in [8].
By “unsupervised” we mean that no prior knowledge of the system's phases or phase transi-
tions is required. In principle, the P-method works with any predictive model which is capable

of distinguishing between con guration samples of different phases. There are no restrictions

on the types of predictive models to be used, or on the resolution of the model within a given
phase. Having decided on a particular type of predictive model, it is trained to infer the system
parameters p from the system's state. As a description of the state of the system, i.e., as an
input to the model, we may directly use the f electron con guration samples w or an alterna-
tive representation as discussed in Section 1.3. More precisely, the model is trained to predict

P, such that p AP p is minimized on average. This can, for example, be achieved using a
mean-squared-error (MSE) loss function

L mse £k p K3, (I.1)

where hi denotes averaging over all inputs. Importantly, the loss function should serve as a
measure of the distance between the predicted and true parameter values.
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Single phase

Given we trained a predictive model in such a manner, let us discuss the case where it cannot
distinguish between any inputs, since they originate from within the same phase. The model
then yields identical predictions P /CEIU,Nf for all inputs. To minimize the MSE loss L mse
the model places its prediction in the center of mass of the parameter space, as it is not biased
towards any particular direction. This is illustrated in Figure Il.1(a). Speci cally, if we have

ny and ny, different values for U and N¢, respectively, the optimal predictions P can be
determined by minimizing the MSE loss

1 RRG -
L msge A——— U;j U A Nf’ji N¢ . (||.2)
Nu NNt @ jm
This results in the optimal predictions

.1 X
£E— U, (1.3)

nu im

. 1 R

Nt £ Nt j,
NNy jm

corresponding to the center of mass in parameter space.

Multiple phases

Now, consider the situation where there are multiple phases present. Let us assume, we have
a model which is able to distinguish between inputs belonging to different phases but not be-
tween inputs stemming from the same phase. In a similar fashion, we can then show that the
optimal predictions are placed in the center of masses of the corresponding phases. This is
illustrated in Figure 11.1(b). Considering the resulting vector eld p showing the deviation
of the predicted system parameters from its true values, we see that it contains informations
about the underlying phases and phase boundaries. When looking at a suitable quantity, such
as the vector- eld divergence

@Y . @N¢

rp¢p /EEA @\lf )

it will be maximal at the phase boundaries and can therefore serve as an indicator for a phase

(I1.4)

transition. Finally, note that if the model can distinguish between inputs within a phase to
some extent, its predictions at the boundaries of a phase will still be biased towards its center.
Consequently, we still observe a peak in the divergence of p at the phase boundary. This can
be attributed to the fact, that the model predictions are, in general, most susceptible to changes

in the system parameters in the vicinity of phase boundaries.
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Figure 11.1: Schematic illustration of the working principle of the P-method with (a) a single
phase and (b) multiple (three) phases indicated by different colors. This shows an idealized
situation where the predictive model has zero resolution within a phase but can perfectly dis-
tinguish between inputs of different phases. The white arrows denote the vector eld p whose
divergence exhibits a peak at the phase boundaries.

In practice, the partial derivatives in the divergence (see Eg. (I1.4)) are computed using the
symmetric difference quotient

- ¢ ¢
@Y=, *U'UAGU,N¢ i U U 6U,N;

, (11.5)
@ 5 . 2¢ 0 : ¢

@N¢=, +N¢'UN;ACN; | £N¢ U Ngj 6Ny

Ny , 2¢ Ny ’

requiring the parameter space to be sampled in an evenly-spaced, grid-like fashion. Conse-
guently, no reliable information about phase boundaries at the border of the sampled parame-

ter space can be obtained by looking at the divergence signal. Furthermore, the resolution of
phase boundaries is ultimately limited by the step sizes ¢U and ¢ N; which can be improved
by more dense sampling. Finally, note that while we have here considered the case of a 2D
parameter space, the P-method works in a similar fashion for a parameter space of arbitrary
dimension.
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I1.L1.1 Deep neural networks (DNNSs)

In this work, we rst analyse the system using DNNs as predictive models. After that, we
switch to linear models to ensure interpretability. Having no prior knowledge about the sys-

tem at hand, DNNs are particularly suited for this task due to their expressivity. Speci cally,

the universal approximation theorem guarantees that a simple feed-forward NN with a single
hidden layer can approximate any continuous function on a closed and bounded subset of R"
with arbitrary accuracy given enough hidden units [10]. However, DNNs with many hidden
layers are generally preferred over wide NNs with fewer hidden layers but a large number of
hidden units, as this architecture can substantially reduce the computational cost of training
while retaining a high expressivity [10].

If the NN input is image-like, such as  f electron con gurations or their dFT magnitudes,
we rst apply K different square Iters with the same linear size L as the input image [10].
Subsequently, we apply a recti ed linear unit ReLU (X) ££max (0, x) as an activation function
[10]. This results in an output feature map of size 1 £ 1£ K which is then attened to a feature
vector with K elements. In case of vector-like NN inputs, we skip this step. In both cases, we
feed the corresponding vectors into a series of fully-connected layers (FCLs), where ReLUs are
used as activation functions [10]. We note that the NN architecture remains to be optimized
systematically, however, when suf ciently parametrized such a DNN serves as an accurate pre-
dictive model.

For training, the inputs are standardized by means of the af ne transformation

0, Xii Xi
X FE 7 (11.6)
and the NN outputs are normalized as
0 Xi
Xi ﬁE%, (I.7)

where x; denotes the i-th input/output, X; and ¥; are the mean and standard deviation of the
distribution of the i-th input/output over the entire training data. Standardization ensures
that the distribution of each transformed input xi0 over the entire training data is character-
ized by l)??/EO,?/ﬁOAEl . Whereas normalization results in the distribution of each transformed
output xiO over the entire training data being characterized by ')??/Eii/% ,%?/El . Scaling of the
inputs, here by means of standardization, is common practice in the data pre-processing step

of ML tasks relying on gradient descent for optimization, as it generally yields a faster con-
vergence rate [34]. The additional normalization of the outputs improves the model accuracy
when training with a MSE loss function L msg, since it ensures that the outputs do not differ
in size or spread and are consequently treated on an equal footing during the optimization.
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In addition to the MSE term L msg, we may add a L » regularization term to our loss func-
tion
X 5
L AL MSEA, Hi - (”.8)
[

Here, the regularization rate controls the strength of our preference for smaller weights  ;,

B

where the sum runs over all weights in the NN [10]. Throughout this work, , Is set to zero

except where explicitly stated otherwise. In these cases, is chosen small enough, such that

the trained model yields the same predictions as a model trained to minimize L vse. This en-
sures that the discussion in Section 1.1, which is based on the assumption of a predictive model
minimizing L vsg, still holds. Since we typically over-parametrize our DNNs, the additional
restrictions posed on the model by the L, regularization term removes the remaining freedom

in its parameters. This is of particular importance when trying to interpret the model [11-13].

The DNNs are implemented in PyTorch [35], where the weights and biases are optimized
using Adam [36] to minimize L over a series of epochs. After each training epoch, the di-
vergence (see Eq. (11.4)) is calculated based on the predictions for each point p in parameter
space using the symmetric difference quotient (see Eq. (11.5)). If there are multiple inputs,
i.e., con gurations, per point p, the divergence is averaged over all inputs. The learning rate
is reduced by a xed factor if the loss does not drop below a certain relative threshold value
within a given number of epochs, referred to as “patience”, and gradients are calculated using
backpropagation. During training, weights and biases are updated batch-wise, i.e., during each
epoch the entire training data is randomly split into batches of equal size. For each batch, the
predictions and the resulting loss L are calculated and the NN parameters are then updated
accordingly. While it is typical in ML to split the entire data into two distinct training and test
sets as mentioned in Ref. [8], in this work over tting caused by memorization of individual
inputs does not pose a problem.

To incorporate con gurations related through STrafos we use online data augmentation,
i.e., each time a con guration is revisited during training a random STrafo is performed. Note
that, if we use the dFT magnitudes as inputs, we do not need to consider any translations. In
case of order parameters and correlation functions, we do not need to apply any STrafos to the
con gurations beforehand. Data augmentation is crucial, as all con gurations related through
STrafos have the same energy. Therefore, data augmentation aims at removing physically ir-
relevant differences between con guration samples and enforces the NN to pick up on patterns
in the input, which are equally present in all the transformed versions.
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[1.1.2 Attribution methods

To facilitate interpretability of highly non-linear DNNs whose inner workings remain opaque,
most approaches focus on post-hoc explanations [37, 38]. Given the trained model and a par-
ticular input, these attribution methods (also called saliency methods) assign each individual
input feature X; a score S;, quantifying its relevance or contribution to the nal model predic-
tion P [37, 38]. Consequently, while the weights of a linear model provide an overall expla-
nation of the model, the scores obtained from attribution methods are speci ¢ to a particular
input and only indirectly allow for conclusions on the overall workings of the model. Ideally,
input features characteristic of a particular phase or important for their distinction should
be highlighted, allowing for its core physical features to be extracted [12]. However, we note
that attribution methods are still a current topic of research in the ML community [3, 13,
37]. Broadly, attribution methods can be grouped into two classes, being gradient-based and
perturbation-based methods [37, 38].

Gradient-based methods

All gradient-based methods ultimately trace back to the following score assignment

S (x),cE@: , (11.9)
i pXx)
which is simply the rst-order, local derivative of the prediction p wr.t. the input feature x;.
This is simply referred to as the gradient method [39]. As a variation, we can also consider

Si (X) X @- , (11.10)
@i p(x)
which is simply the rst-order term in the Taylor expansion of the prediction p w.r.t. the input
feature x;. Consequently, this is referred to as gradient  input [40}- Clearly, these methods
@

merely address the local impact of x; on f. It might happen that @_ﬁ(x) vanishes locally, such
that S;(x) A0 for both methods. Large scale changes in the input feature  x; may, however,
still cause a signi cant change in  p. To overcome this issue, integrated gradients captures the

overall impact of x; on P by accounting for large changes in x; [41]. Here, we assign the score
as -
‘1@

i
Si(X)E Xii Xo,i
@i p(xoA®(Xi Xo))

de, (I1.11)

where Xg i is a baseline value which is chosen to represent the absence of the input feature  x;.
The proper choice of baseline is problem-dependent but crucial for the correct assignment of
the attribution score [41, 42]. In this work, as the NN inputs are standardized we choose a zero
baseline. In all gradient-based methods described above we can alleviate noise in the assigned
scores S by averaging over the ngg scores of inputs X with added independent and identically
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distributed noise 1 X
Si(x)E&— Sj(xAqg), (1.12)
NsG ¢

i ¢
with a noise vector g » N I0,%%G . This technique is known as SmoothGrad [43]. Here, we
choosengg A200 and ¥ A0.2.

Perturbation-based methods

The main idea of perturbation-based methods is to evaluate the predictions for inputs, where
a single/multiple input features are masked or altered. By comparing with the predictions for
the unperturbed inputs an attribution score can be assigned. In occlusion-1 [38, 44], the input
feature x; is replaced by a baseline value xp; and the difference in the resulting predictions is
taken as the score

Si (x) AEP(X)i B(Xi). (1.13)

Here, X denotes the altered input where the i-th input feature is replaced by its baseline value
Xi I Xo,i. However, generally the model is non-linear and the different input features do not
contribute to P independently. As a result, the assigned score would change depending on
whether the other input features are present or absent. To ensure that the assigned score is in-
dependent of the other input features we average over all possible orderings of the other input
features. Concretely, we add all input features one-by-one in a random order to a given base-
line Xo. For one run, the provisional score S; is assigned as the difference of the predictions p
before and after adding that particular input feature Xij. The nal score S; is then computed by
average over all provisional scores resulting from  ngy random orderings of the input features.
This method is called Shapely value sampling [45], based on the concept of Shapely values from
cooperative game theory. In this work, we set  ngy A200.

When given a score S;, we typically take its absolute value since we are not interested in
whether an increase in an input feature increases or decreases  f. If the inputs are image-like,
the scores can be visualized by a heat map, called attribution map. An example for a con gu-
ration and its corresponding attribution map are shown in Figure 11.2. Note that, given that
there are multiple predictions P Z&[pP1,P2,.... pn]" for an input X we compute corresponding
scores {S1,S>,...,Sp} for each individual prediction. When using attribution methods to anal-
yse and interpret DNNSs, it proofs to be useful to add an L, regularization term to the loss
function (see Eq. (11.8)). In particular, it was shown in Ref. [12] that without its addition
the DNN is likely to to pick up on meaningless, local characteristics. Conversely, when adding
an L, regularization term, the DNN identi es physically relevant features. For this work, we
use the implementation of the attribution algorithms provided in the Captum library built on
PyTorch [35].
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Figure 11.2: (a) Exemplary con guration sample and (b) its corresponding attribution map,
where the score S is displayed as a heat map on a linear color scale.

[1.1.3 Linear surrogate models

A second approach to obtain an interpretable model is to replace the DNN by a single or multi-
ple linear models. The predictions P of a linear model are given as

p Apx Ab, (I1.14)

with an input vector X, a weight matrix P and an vector of additive biases b. Evidently, a
linear model allows for a direct interpretation in terms of its weights. DNNs work well with
unprocessed inputs, such as the con gurations, as they can extract more relevant features

in their hidden layers through non-linear interactions [10]. Clearly, for linear models this is

not the case. Consequently, to compensate for its signi cantly lower expressivity, we likely
have to supply it with a suitable set of pre-processed inputs, as opposed to the con gurations
[11]. Only then can we expect to partially reproduce the output of the original DNN-based
model, allowing for parts of its predictions to be interpreted. In this work, we may choose
the values of a set of order parameters or correlation functions as suf ciently pre-processed
inputs for linear models, as motivated in Section 1.3. The linear model is trained to minimize

L in Eg. (11.8) using the scikit-learn implementation for Ridge regression with default settings

[46]. Data augmentation is performed of ine by applying NsTrafos fandom STrafos to each raw
con guration sample analogous to the online variant described in Section 11.1.1.
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1.2 Principal component analysis (PCA) and k-means cluster-
ing

In this section, we discuss PCA and k-means clustering as, perhaps the simplest but most

popular unsupervised learning method for phase classi cation and analysing phase transitions.

In this approach, PCA is used to perform a dimensionality reduction and subsequently the data

is clustered in this lower dimensional space using k-means clustering. ldeally, the resulting
clusters correspond to the individual phases of the system.

[1.2.1 Dimensionality reduction using PCA

For the subsequent discussion of dimensionality reduction and PCA we follow Ref. [47]. In
dimensionality reduction, we are concerned with projecting the input data into a lower dimen-
sional space for subsequent processing. While any dimensionality reduction necessarily leads
to information loss, one aims to discard only information in the input data which is irrelevant

to the problem at hand. PCA, a common method to perform dimensionality reduction, identi es
mutually orthogonal directions in the original space along which the linear correlation in the
data vanishes, called principal components (PCs). We rank each PC, based on the variance of
the data along that particular direction. To reduce the dimensionality of our space, we discard
the PCs along which the data shows the least variance. Clearly, a crucial assumption when
using PCA for dimensionality reduction is that the relevant information is encoded in the di-
rections along which the variance is largest.

Concretely, given N data points {X1,X2,...,XN} €ach living in a p-dimensional feature space
RP with zero mean X_AE% iNAEin /0, we consider the N £ p design matrix X A[X1,X2,....Xn]".
The symmetric p£ p covariance matrix is then given as § ﬁEﬁXTX. Here, the i-th diagonal
entry of the covariance matrix 8;; corresponds to the variance of the i-th feature over the entire
data and the off-diagonal entries  §;j correspond to the covariance between feature i and feature
j. The basis in which the correlations between features vanish corresponds to the eigenbasis of
§, where § appears diagonal. Consequently, the problem of nding directions along which the
linear correlation in the data vanishes reduces to diagonalizing §, i.e., nding its eigenvectors
(or PCs) {v1,V2,...,Vp} and eigenvalues {, 1,, 2,...,, p}. Note that, the eigenvalue , ; correspond
to the variance of the data along the direction given by  v;. We denote :j £, il ip/El . i asthera-
tio of explained variance contained inthe  j-th PC. Dimensionality reductions is then performed
by selecting the rst k PCs with the largest ratios of explained variance ., and projecting the
data into this space of reduced dimensionality. The projection is performed by the linear trans-
formation X XV, where V A[V1,Vo,...,vi] and X is the projected design matrix. Typically, we
choosek, the number of PCs to keep, as the minimal number of PCs such that KeLs s s thresh
where :thresh is the threshold explained variance ratio. Figure 11.3 illustrates the results of
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PCA as a dimensionality reduction method when applied to exemplary data living in a two-
dimensional feature space.

PCA is restricted to linear transformations of the input data. Consequently, the optimal set
of directions to perform dimensionality reduction may not be found using PCA. In particular,
real-world data often resides on a lower dimensional manifold within the original space which
cannot necessarily be parametrized by linear transformations of the original coordinates. In
such cases, a dimensionality reduction using PCA does not preserve the relative pairwise dis-
tance, or similarity, between data points. Note that, this is a desired property for any map that
performs dimensionality reduction. This problem is being tackled by more advanced dimen-
sionality reduction techniques, such as t-distributed stochastic neighbour embedding (t-SNE)
or uniform manifold approximation and projection (UMAP) [12]. For this work, we use the
scikit-learn implementation of PCA with default settings [46].

Figure 11.3: Schematic illustration of the working principle of PCA and k-means clustering
on exemplary data in two-dimensional feature space, which can be grouped into three different
clusters shown in different colors. PCA identi es the principal directions, PC 1 and 2. To reduce
the dimensionality, the two-dimensional space can be projected onto PC 1. The corresponding
projected data is shown below. In both the one- and two-dimensional space, k-means clustering
using k AE3 or the gap statistic yields a correct clustering of the data into three different groups,
where each cluster mean is denoted by a yellow star.
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I1.2.2 k-means clustering

Clustering is one of the most fundamental unsupervised learning methods used to group un-
labelled data into clusters of similar data points, where similarity is assessed by a distance
measure in the original space [47]. Note that, there exist many different clustering algorithms
suited for different types of data, with  k-means clustering being one of the simplest [47]. Con-
sider again N data points {X1,X2,...,Xn}, as well as k cluster centers (or means) { 1, 2,..., kh
each living in a p-dimensional feature space RP [47]. In k-means clustering, having xed k the
taskis to ndthe optimal clustermeans { 1, »2,..., k}andassign all data points to the individ-
ual cluster means by minimizing the variance within each cluster [47]. This can be formulated

by an objective function
X X i ¢,
L A& aijj Xji i, (11.15)
i jm
that is to be minimized. Here, ajj 2 {0,1} denotes whether the data point | is assigned to the
cluster i Iaij A1 or not 'aij /O [47].

Ina rst step, we initialize each of the  k cluster means. For this, we use the k-meansAA ini-
tialization scheme [48]. Here, the cluster means are not assigned to a point randomly selected
from the set of data points but each data point is selected as a new cluster mean with a proba-
bility proportional to the squared distance from the closest already-assigned cluster mean [48].
This choice improves both speed and accuracy of the k-means clustering algorithm compared
to a naive random initialization scheme [48].

After initialization, the  k-means clustering algorithm then consists of two steps [47]:

e assignment step: To minimize L given a set of cluster means { 1, 2,..., «k}, we assign
each data point to the nearest cluster mean
8 .
s o
<1 ifj Aargmin o Xj j0¢2,
ajj /£, (11.16)
* 0 otherwise.

* update step: Given a set of assignments {ajj}, the objective function L is minimized by
the following choice of cluster means

1 X

i A aijjXj, (1.17)

P ) . .
where N & IN/ELaij is the number of data points assigned to the cluster mean i

In practice, we repeat both steps until the resulting change in L falls below a certain
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threshold or a maximum number of iterations is reached [47]. The k-means clustering algo-
rithm is guaranteed to converge, as the assignment and update steps always decrease L which
is bounded from below [47]. As L is generally a non-convex function of the assignments  {aj;},
this only guarantees convergence towards some local minimum [47]. Consequently, in practice
we run the k-means algorithm 100 times with different initial cluster means and select the

nal assignments {aj;} resulting in the lowest value of the objective function L [47].

Figure 11.3 shows the results of k-means clustering when applied to exemplary data liv-
ing in a two-dimensional feature space, or a one-dimensional feature space as obtained by
dimensionality reduction using PCA. While  k-means clustering can be performed without di-
mensionality reduction as a pre-processing step, it may help in several aspects [4, 47]. Firstly,
k-means clustering relies on the Euclidean distance being a good measure of similarity [4].
While the distance between two different data points may not be particularly relevant, PCA
might allow for the identi cation of a more meaningful low-dimensional representation of the
data [4]. Consequently, the distance between data points in terms of these features will likely
be more meaningful [4]. Additionally, performing dimensionality reduction as a pre-processing
step helps to alleviate the problems of the curse of dimensionality experienced when clustering
data in high-dimensional spaces [47, 49]. Finally, identifying a low-dimensional representation
also helps to better visualize and understand the clustering obtained by k-means [4].

At this point, it is worth pointing out weaknesses and possible failures of the k-means
clustering algorithm. As k-means only takes into account the distance between the cluster
means and data points, it ignores the breadth, as well as size and shape of the clusters. This
can subsequently lead to incorrect cluster assignments [47, 50]. Furthermore, k-means assigns
each data point to precisely one cluster, and each data point only in uences the update of the
cluster mean it was assigned to [47, 50]. However, it is generally preferred to allow data points
on the border of two or more clusters to in uence the update of all cluster means they could
possibly be assigned to [47, 50]. In k-means clustering, the number of unique clusters  k needs to
be chosen before running the algorithm. This goes against the spirit of unsupervised learning,
as we would like the method itself to predict the optimal number of clusters. Consequently,
we here try to estimate the optimal number of clusters  k using the gap statistic [51], i.e., we
perform k-means clustering on the original data, as well as on reference data sets drawn from
a uniform distribution for a range of possible values of  k [51]. For each k, we here consider
10 different reference data sets. Comparing the nal value of the objective function L in Eq.
(I1.15) on both the original and reference data for different values of k then allows for the
optimal k to be estimated [51]. For this work, we use the scikit-learn implementation of k-
means clustering with default settings [46] and our own implementation of the gap statistic in
Ref. [51].



Chapter Il

Ground-state phase diagram for a
small lattice

In this chapter, we investigate the 2D ground-state phase diagram for the L /6 lattice in detail.
Due to the small lattice size, nite-size effects are expected. However, the key ndings of the
present section regarding the ML methods will still be applicable to systems of different lattice
size. In particular, while a larger lattice size results in an increased computational cost, the
working principle of the employed unsupervised learning methods remains unchanged. The
corresponding phase diagrams for L 410,20 lattices are discussed in Chapter IV.

1.1 P-method with DNNs

To start with, we train a DNN as a predictive model on the raw ground-state con gurations of
the L A6 lattice for 1300 epochs, as outlined in Section 1.1.1. The predictions of the trained
DNN are analysed as described in Section I11.1. Figure lll.1(a) depicts the evolution of the loss
as a function of the training epochs. Sharp decreases in the loss, e.g., around epoch 160, are
linked to sudden reductions of the learning rate triggered by the learning rate scheduler.

Figure 111.1(b) displays the predicted 2D phase diagram derived from the model predic-
tions after training. The color code shows the divergence r p¢p at each sampled point p in
2D parameter space, where blue/black/red color indicates a negative/zero/positive divergence,
respectively. As the red peaks in Figure Ill.1(b) are associated with a positive divergence, they
indicate the predicted phase boundaries. Conversely, the blue regions in-between red peaks
represent the bulk of the predicted phases. The white arrows depict the vector eld p Apip
whose divergence is computed. Evidently, p tends to point along lines of xed, integer values
of N¢. Therefore, the NN can easily infer Nt given the raw f electron con gurations Ww. This
is expected, as Nt can be computed by a summation over all lattice sites  N¢ /EP i wj. We also
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Figure Ill.1: Results for the DNN-based P-method for the L /6 lattice using (a-b) raw con-
gurations or (c-d) the associated dFT magnitude as inputs. (a,c) Loss L as a function of the
training epochs plotted in log-scale. (b,d) Heat map of the divergence of the vector eld p
(white arrows) indicating the predicted 2D ground-state phase diagram. The employed DNN
hyperparameters are collected in Table Al in Appendix A.

see that the NN generally cannot predict U arbitrarily well, resulting in a variable number of
segments along lines of integer N where p points towards each segment center, resulting in

a positive peak of the divergence at the boundary between two segments. Hence, each such
segment is a candidate for a phase. Consequently, the heat map should be understood as an
indication of phases and corresponding boundaries located along each of the horizontal lines
with integer Ny. As illustrated in Figure 1.1, the main phases of the 2D ground-state phase
diagram typically range over multiple values of Ny (or ¥3. As the NN can infer the correct Ny,
our approach is technically incapable of predicting phases ranging over multiple values of Ng¢.
However, when considering larger lattice sizes where %is sampled more densely (see Chap-
ter 1V), the divergence peaks along neighbouring horizontal lines with xed % will be close
enough to allow for visual identi cation of phases ranging across different values of Y
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As discussed in Section 1.3.1, the dFT magnitude of the con gurations may provide a more
suitable input to the NN, as it removes the need for performing random translations during
data augmentation. Figure Ill.1(c-d) show the results for a DNN trained using the dFT magni-
tude as input. In this case, the predictive model can predict N perfectly to distinguish between
con guration samples differingin ~ N. This can be attributed to the dFT magnitude at  k A(0, 0)
corresponding to N¢, resulting in the ground-truth Nt being directly fed into the NN. Hence,
the vector eld p exhibits non-trivial variations only along U. Furthermore, using the dFT
magnitude as input a better signal-to-noise ratio is achieved after fewer training epochs. Apart
from Nt being directly encoded as an input, this can also be attributed to the fact that the data
only needs to be augmented by rotations and re ections. Consequently, the NN re-encounters
a particular input after fewer training epochs such that a speedup of the training procedure
is observed. Despite all the mentioned bene ts of using the dFT magnitude as a NN input,
Figure 111.1(b) and (d) both display peaks in the divergence of p at identical locations. This
means that both approaches predict the same phases and phase boundaries. Overall, our re-
sults con rm the claim in Section 1.3.1 that the dFT magnitude is a better suited representation
of the system's state for our purposes compared to the con gurations themselves. Hence, for
the subsequent discussion we will use the dFT magnitude as an input to the predictive models,
as opposed to the raw con gurations.

Having the predicted phase diagrams in Figure Ill.1(b,d) at hand, the question remains
whether all phase boundaries are correctly identi ed. Indeed, by inspection of the con guration
samples we conclude that the model predicts a phase boundary whenever neighbouring con gu-
ration samples in U cannot be related through STrafos. This is illustrated in Figure 111.2 which
depicts the predicted phase diagram with two distinct phase boundaries being highlighted, for
which the raw con gurations in vicinity of the transition are shown. Note that, a peak in the
divergence always stretches over the two grid points at the phase boundary.

At this point, we have established a model which successfully predicts the 2D ground-state
phase diagram for the L /6 lattice based on the P-method. Since we analyse a ground-state
system we have only one unique (up to STrafos) con guration sample available at each sampled
point in parameter space. Interestingly, this allows us to derive an analytical expression of the
divergence of p , shedding light into the predicted phase diagram.
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Figure 111.2: Predicted 2D ground-state phase diagram for the L /6 lattice obtained from the
P-method using a DNN with dFT magnitudes as input (see Figure 111.1(d)). For the highlighted

two peaks in the divergence, i.e., predicted phase boundaries, the raw con guration samples in
vicinity of the corresponding transitions are depicted. The color of the samples corresponds to
the value of the divergence at these particular points in parameter space.

I11.1.1 Derivation of divergence signal

We assume to have a system with a tunable parameter p, which we sample on an equidistant
grid with a grid spacing ¢ p. At each grid point p, we generate a set of samples {x}. Further-
more, we assume that we have two distinct phases along p. Let the samples X be identical up
to STrafos at all points within a phase, i.e., there is a single set X 2 {x},x},..., X5} from which
the samples are drawn at each point p 2 {po,p1,.... Pn} Within phase I. Similarly, samples at
all points p 2{pnA1, PnA2,-.., Pm} Within phase Il are drawn from set ~ x 2{xg,x},...,x"} not re-
lated by STrafos to the set of phase I. This situation is illustrated in Figure 111.3. We train a
model f :x ! f (X)toinfer p from the samples {X} generated at p, i.e., to minimize a MSE loss
function

X X
(f (x)i p)*. (I11.2)

L mse A&
NpNs p X

Here, p runs over all N, sampled grid points and X runs over all Nssamples at p.

Let us pick a sample X: from the set of phase I. We can determine the optimal model pre-
diction fop X! by minimizing L ysg in Eq. (L) wrt.  fop X!, ie.,
3 3
@ wmsE 2 X

WﬁEm ) fopt Xli ip AEO. (|||2)
op i pp
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Figure 111.3: Schematic representation of two distinct phases, labelled | and 1l, in a 1D space
spanned by the parameter p which is sampled equidistantly with a spacing ¢ p. For all points
P 2{po. P1,..., Pn} in phase | samples are drawn from the same set X 2{Xy,X},....X}. Similarly,
for all points  p 2 {pnA1, PnA2, ..., Pm} in phase Il samples are drawn from  x 2 {xg,x!, .., x"}.
The points pp and ppa1 (red) make up the phase boundary and the center of mass of phase I/11

is denoted as hpiy; (blue), respectively.

Here, p runs over all N[') sampled grid points in phase |. Hence,
3 7 1 X
fopr X; £—  p/AIpi. (111.3)
Np p21
Repeating the minimization for all samples X, we nd that a optimal model  fopt which mini-
mizes L mse Will output hpij for any sample from phase j2{l,Il }. Note that, we cannot restrict
the form of f beyond this point. Following a similar procedure, one can show that this result
holds for a parameter space of arbitrary dimension with an arbitrary number of phases. Mean-
ing, that the optimal model yields predictions at the center of mass for all samples within a
given phase. Evidently, these results apply for any case where one samples from the same dis-
tinct set for all points within a given phase.

Given an optimal model fqpt, we now derive the values which the divergence takes in our
current setting, depicted in Figure 111.3. The divergence of +p at a point p; is calculated as

@p- , *p(piA¢p)i +p(pii ¢p)
@ pi 2¢p .

(111.4)
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P
Here, £p(p) £P(p)i p with p(p) ﬁEle x fopt (X), where the sum runs over all samples x at
point p. For any point p; within phase j 2 {l,Il } that is not directly located in vicinity of the
phase boundary, we have

i ¢ i ¢
tp(piACp)i tp(pii ¢p)Ahpiji pii ¢p i hpiji piAcp Ai2¢p. (11.5)

Hence, at those points the divergence is given as

@p-

@ . oL (111.6)

Conversely, for the two points at the phase boundary between phase | and Il we have

+p(piA¢p)i £p(pii ¢p)Ahpiyi pii ¢p)i (hpiii piAc¢p)Ahpiyihpi))i 2¢p. (1.7)

Consequently, we obtain -
—  hpiy jh pi
@p— , hpiy ih pi; 1, (IIL.8)

@ 2¢p

for the two points at the phase boundary. This shows that the value of the divergence peak

at a phase boundary serves as an indicator of the mean extent of the corresponding phases in
parameter space. This procedure can be generalizes straightforwardly to a parameter space of
arbitrary dimension with an arbitrary number of phases.

The ground-state con guration samples analysed in the previous section fall into the class
of samples for which the preceding derivation is applicable. To verify our derivation, we plot
the divergence as a function of U for a constant value of Ny for our predictive model trained
using the dFT magnitude as a NN input. The values of the vector- eld divergence match the
results in Eq. (I11.6) and (I11.8) almost perfectly. This con rms that our trained predictive
model is indeed optimal, i.e., minimizes L yse. Additionally, we now realize that the height of
a peak in the divergence serves as a direct indicator of the average size of the two phases whose
boundary is analysed (see Eg. (l11.8)). The size of a phase is, in turn, linked to its stability, i.e.,
its robustness against variations in the system parameters.

I11.1.2 Algorithm-based approaches

The derivation in Section 111.1.1 has strengthened our understanding of the P-method. While

we have so far relied on DNNs to approximate fqp, it opens up the possibility of writing algo-
rithms which yield the same predictions as  fqpt, Or equivalently reproduce the same predicted
phase diagram. To reproduce the ground-state phase diagram for the L /A6 lattice obtained
using the P-method, a model simply needs to be sensitive to any change in the samples (up to
STrafos). If a change is detected, a new phase is declared. Once all the points in parameter
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Figure 1ll.4: Divergence of p as a function of U fora xed N; A6 obtained analytically based
on Eqg. (lll.6) and (l11.8), as well as numerically using the results of the P-method for the

2D parameter space of the L A6 lattice using a DNN with the dFT magnitude as input (see
Figure 111.1(d)).

space are analysed, the full phase diagram is obtained. In what follows, we brie y describe two
different approaches to construct such an algorithm. Their implementation is, however, beyond
the scope of this work.

As a naive rst approach, one could compare the ground-state con guration samples of dif-
ferent points in parameter space. If a STrafo is found which relates the con guration samples,
the corresponding points belong to the same phase, otherwise a new phase is declared. Clearly,
the computational complexity of such an approach is reduced signi cantly by considering the
dFT magnitude to remove the need to consider translations.

As a second approach, we propose to use the system Hamiltonian as motivated by the sim-
ulated annealing procedure. For a given point in parameter space (point 1), we take the cor-
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responding con guration sample and calculate its energy using the system Hamiltonian of the

neighbouring point in parameter space (point 2). If the difference in energy between sample 1
and 2 is smaller than an appropriate threshold value, we may regard the two samples degen-
erate and assign them to the same phase. This is valid, since both samples are equally likely
to be generated using the simulated annealing procedure. Otherwise a new phase is declared.

[11.1.3 Remaining challenges

Having successfully predicted the ground-state phase diagram of the L /A6 lattice using the
P-method with a DNN, two challenges remain for the system at hand.

Coarse-graining and physical relevance

Currently, the model predicts a phase boundary whenever neighbouring con guration sam-
ples cannot simply be related through STrafos. We know, however, that not all such transitions
are of physical relevance. Consider, for example, the two transitions highlighted in Figure 111.2.
While transition 1 from an axial stripe phase to a segregated phase is physically relevant, tran-
sition 2 between two types of con gurations within the segregated phase is not. This is due to
the fact, that the difference in energy between such con gurations within the segregated phase
vanishes in the thermodynamic limit. Additionally, as both con guration samples are part of
the segregated phase they generally share the same physical properties, e.g., regarding trans-
port. Consequently, we would like to be able to obtain a more coarse-grained predicted phase
diagram, in which only the distinction between the most relevant phases remains. Note that,
the P-method does offer a ranking of phase boundaries based on the mean size of the two bor-
dering phases, which determines the height of the corresponding peak in the divergence (see
Eqg. (Ill.8)). We may, however, also judge the relevance of a phase or phase boundary based
on other physical properties, such as the magnitude of the change in order which occurs at the
phase boundary or the energy difference of the two bordering samples in the thermodynamic
limit.

Clearly, we cannot fault our current model for not providing such a coarse-grained predic-
tion as we neither encode any additional physical attributes based on which such a coarse-
graining shall be performed, nor does the current loss function enforce coarse-graining. One
may think of reducing the expressivity of the NN to enforce the disappearance of peaks in the
divergence, i.e., predicted phase boundaries. This could be achieved by typical regularization
techniques, such as adding L 1» penalization terms to the MSE loss function or using dropout.
Alternatively, a reduction of the number of hidden layers and nodes in the NN is thinkable.
However, in any case this introduces new hyperparameters that need to be properly tuned to
achieve the desired level of expressivity based on the desired number of peaks in the diver-
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gence. However, as the criteria determining what peaks remain/disappear are unclear and also
not physically motivated, such an approach does not seem of particular interest. In general,
the present model has already automated a signi cant portion of the task of analysing the 2D

ground-state phase diagram and one may also consider the possibility of a physicist discard-
ing parts of the peaks based on his physical intuition to obtain a coarse-grained phase diagram.

In this work, we consider two distinct approaches to achieve physically motivated coarse-
graining. In a rst approach demonstrated in Section I1.2, we use order parameters and corre-
lation functions as physical attributes to analyse and rank the phase transitions based on their
change in order. In Chapter V, we investigate a second approach which relies on noise washing
out parts of the phase boundaries present in the ground-state phase diagram.

Interpretability

A second challenge is posed by the fact that we rely on a DNN to approximate fopt. As the
approximation capabilities of the NN grow, a direct interpretation of the NN becomes increas-
ingly dif cult [3, 11]. Consequently, interpreting DNNSs is still a current topic of research and

we may gain interesting new insight when taking on this task. Clearly, replacing the DNN

by an algorithm as discussed in Section I11.1.2 would solve the issue of interpretability and
should be explored in future work. Here, we follow two distinct state-of-the-art approaches

to achieve interpretability of our predictive model, namely attribution methods introduced in
Section 111.3.1 and linear surrogate models discussed in Section I11.3.2. Finally, note that an
increased interpretability can also yield new physical insights and strengthen our current un-
derstanding of the FK model.

[11.2 Incorporating physical intuition

[11.2.1 Order parameters

While order parameters constitute a more meaningful representation (see Section 1.3.2) and
allow for an analysis of the system based on physical intuition, the key question is how to nd

a suitable set of order parameters to describe the system at hand. Clearly, nding order pa-
rameters for all possible phase transitions within the phase diagram defeats the purpose of
unsupervised learning. However, looking into the con guration samples one can identify some

of the main stable phases and write down suitable order parameters. Here, we construct order
parameters for the segregated, checkerboard, as well as axial and diagonal stripe phases. These
are arguably the main stable phases populating the ground-state phase diagram of the L /A6
lattice. Furthermore, inspection of the phases occupying smaller regions of parameter space re-
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veals that the associated patterns seem to be well described by a mixture of the checkerboard,
as well as axial and diagonal stripe patterns characterized by the corresponding order param-
eters.

To de ne the order parameters for the checkerboard (ch), as well as the axial (ax) and
diagonal (di) stripe phases, we introduce appropriate lters Fk, k 2 {ch,ax,di}. The values of the
order parameters are obtained by taking the Frobenius scalar product of the raw con guration
samples with the corresponding Iters. To account for con guration samples within the same
phase that are related through STrafos, we also subject the lters to the corresponding STrafos.
Ultimately, we take the maximum value over all symmetry-related lters {Fx} as the value of
the order parameter Oy for a particular con guration sample  w

1% X% _
Ok (W) Amax — (Fk  wW)jj, (1n.9)
Fk imjm
where = denotes the element-wise product. Figure III.5 displays a representative Iter F

of the L /A6 lattice for each of the three phases k 2 {ch,ax,di}, where all other Iters can be
obtained from these examples through STrafos. Note that, the lters have the same size as the
con guration samples they are applied to. The lters for lattices of different size can be de ned
analogously by retaining the same patterns as in Figure II.5. If necessary, order parameters
for other phases can be de ned in a similar manner.

Figure 111.5: Representative Iter  Fy for the checkerboard ( F¢y), axial stripe ( Fax) and diagonal
stripe phases ( Fgi) of the L A6 lattice. Here, black denotes 1 and white denotes -1.
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De ning an order parameter for the segregated (sg) phase is conceptually simple. It amounts
to determining whether the con guration sample contains a single, connected cluster of f elec-
trons. We implement this by a simple backtracking algorithm [52]. Hence, we de ne a binary
order parameter Ogg taking on the value 1 (0) if the con guration sample does (not) contains
a single, connected cluster of f electrons (as determined by the algorithm). Figure B1 in Ap-
pendix B displays the values of each of the four order parameters on the 2D parameter space
of the L /6 lattice. Clearly, all four order parameters share a common set of desired properties
[53]. In particular, the order parameters are invariant under STrafos of the input con guration
samples. Consequently, they take on the same value for all points in parameter space within
a given phase. Furthermore, the maximum value of the order parameters is max w Ok (W) A1
which is only achieved for samples belonging to the corresponding phase. Additionally, the
three order parameters de ned by means of Iters can take on values ranging from 0 to 1, in-
dicating the partial presence of the corresponding pattern.

In a next step, we employ these order parameters to analyse the predicted phase diagram

in Figure 111.6(a). We compute a difference signal ¢ O (p) at each point p /E'U ,N¢ inparameter
space as .

¢OiU,Nf¢/E°O iW iU A¢U,Nf¢¢i O iW iU i ¢U,Nf¢@, (11.20)
w (p) denotes the ground-state con guration sample at point  p. Here, O denotes a vector of
variable size, e.g., containing all four order parameters O AE[OSQ,,Och,OaX,Odi]T or a single or-
der parameter O &£[Oy], k 2 {sg,ch,ax,di}. Figure 11l.6(b-f) shows ¢ O(p) for each of the ve
choices on the 2D parameter space of the L /6 lattice. The difference signal ¢ O de ned in Eq.
(111.10) is zero within a given phase, as the samples only differ up to STrafos which leaves the
values of the order parameters unchanged. At the two points making up the phase boundary,
¢ O is non-zero and quanti es the magnitude of the change in the order parameters moving
from one phase to the other.

Clearly, the signal allows for a similar interpretation as the divergence in the P-method.
Hence, it allows for each of the phase boundaries observed in Figure Ill.6(a) to be ranked.
A coarse-grained phase diagram can be obtained after setting an appropriate threshold value
¢ Oihresh and discarding all phase boundaries for which ¢ O - ¢ Oesh . Furthermore, any phase
transition visible in Figure 111.6(a) located within the segregated phase can be excluded by
looking at ¢ O based on the order parameter for the segregated phase shown in Figure 111.6(c).
Note that, not all predicted phase boundaries in Figure Il.6(a) show up in Figure 111.6(b), as
the values of the four order parameters does not change across some phase boundaries. Fur-
thermore, while this approach allows for each phase boundary in Figure I11.6(a) to be ranked
in importance, this ranking is clearly biased towards the phases for which order parameters
were de ned. This issue can be resolved by considering correlation functions instead.
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Figure 111.6: (a) Predicted 2D ground-state phase diagram for the L /6 lattice obtained from
the P-method using a DNN with dFT magnitudes as input (see Figure Il1.1(d)). (b-f) Difference
signal ¢ O(p) de ned in Eq. (I1l.10), where (b) O AE[OSg,Och,OaX,Odi]T, (c) O A[Ogy], (d) O £
[Ocnl, (e) O A[Oa], and (f) O AOqil.

[11.2.2 Correlation functions

In Section 1.3.2, we motivated correlation functions alongside order parameters as meaningful
representations. Similarly to order parameters, the key task is to nd a suitable set of corre-
lation functions for the FK model. Here, we propose a minimal set of three different two-point
density-density correlation functions - ﬁ k 2 {sqg,ax,di}. In particular, these measure square
- 3, axial (- &), and diagonal correlations ( - &) over n lattice sites. Consequently, these cor-
relation functions take on the same values for con guration samples related through STrafos.
When analysing a square lattice, we expect that these three correlation functions and combi-
nations thereof are suf cient to describe most patterns and ordering. Therefore, they represent
an alternative, less-biased way of ranking each phase transition based on the magnitude of the
change in order. The three correlation functions can be de ned as
sq 1 X X X X _ Ci G ¢
"n (W)/EW . o ij®j,nAij—j,n| HeiAij2n 2Wiji 1 2wiaejA-i 1, (lll.11)
i/ jAEL®AEINT Ein

1 X X X X ¢

i ¢j

tieiAiTjn 2Wiji 1 2Wijaeja i 1,
4L iALjAL®2{; n,n} 2{j n,n}

p 1 X% X X X i ¢ ¢

n W) AE— FHeiAiTj2n 2Wiji 1 2wiae,jA-i 1 .
4L iALjAL®2{; n,n} 2{j n,n}



I11.2 Incorporating physical intuition 37

Figure II1.7: Schematic illustration of the computation of the two-point density-density corre-
lation functions de ned in Eq. (l11.11) for the L /6 lattice measuring square ( - 3"), axial (- &)
and diagonal correlations ( - ﬁ') over one (n /1), two (n A2) and three lattice sites ( n /A3).

Since we assume periodic boundary conditions, the largest unique n in given by n ZAL/2. Fig-
ure 111.7 illustrates the computation of each correlation function from Eq. (I11.11) for the L /6
lattice. Furthermore, Figure B2 in Appendix B displays the values of the minimal set of corre-
lation functions on the 2D parameter space of the L A6 lattice.

Also in case of the correlation functions, we may de ne a difference signal

i ¢ o i ¢ g ¢¢
¢ UN; £ W UACU, N; w Uj¢CU,N¢f (n.12)
where  A[- 37,5, L @ oax L didl LT, Figure 111.8 compares the predicted

phase diagram obtained using the P-method and the difference signal ¢ - on the 2D parameter
space of the L /6 lattice. Note that, when using correlation functions as opposed to order pa-
rameters for the difference signal, all peaks present in Figure 111.8(a) show up in Figure 111.8(b).
Hence, in the case of a ground-state system where one unique (up to STrafos) con guration
sample is present at each point in parameter space, computing the correlation functions and
analysing the difference signal ¢- corresponds to an alternative algorithm-based approach
which reproduces the results obtained by the P-method. Finally, in analogy to the order pa-
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Figure 111.8: (a) Predicted 2D ground-state phase diagram for the L /6 lattice obtained from
the P-method using a DNN with dFT magnitudes as input (see Figure 111.1(d)). (b) Difference
signal ¢- (p) de ned in Eq. (111.12).

rameters the difference signal ¢- allows us to rank each the phase transitions in importance,
where the importance is equivalent to the magnitude of the change of order as measured by the
correlation functions. By introducing an appropriate threshold value ¢ - thresh @ Coarse-grained
phase diagram can be obtained.

1.3 Interpretability

[11.3.1 Attribution methods

To interpret the DNN used as a predictive model in the P-method, we apply state-of-the-art
attribution methods introduced in Section 11.1.2. To get familiar with the outcome of these
methods and the potential insight we can gain, we rst apply them to a DNN using dFT mag-
nitudes as inputs trained on a linescan of constant N; A£11 from Upyj, &£0.1 to Upax A£6.2
(¢U A0.1), where a transition from a diagonal stripe to an axial stripe ordering occurs. To
remove the additional degrees of freedom resulting from overparametrizing the DNN, we add

a L » regularization term to the loss function as described in Section I1.1.1.

Figure 111.9 shows exemplary con guration samples from each of the two phases, as well as
the corresponding non-standardized and standardized dFT magnitudes. In particular, for the
attribution methods one should consider the standardized dFT magnitudes, since they serve as
the input to the DNN. The attribution maps in Figure [11.9 were obtained using gradient, gradi-
ent = input, and integrated gradients in combination with SmoothGrad, as well as, occlusion-1
and Shapely value sampling. For a given con guration sample, all ve methods produce quali-
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tatively similar results. However, we expect certain differences, in particular when comparing
gradient — inputs and integrated gradients to the other three methods, as the former two ad-
ditionally involve a multiplication with the input. Clearly, the attribution maps obtained by
these methods increasingly resemble the standardized input, which in turn makes them less
noisy. In fact, due to the additional regularization this holds true for all attribution maps. In
particular, all attribution maps are generally zero whenever the standardized input is zero.
One may conclude, that the model picks up on the most important features in the input. In this
example, the standardized input maps already show clear peaks and so we do not gain any new
information looking at the corresponding attribution maps. These results do, however, con rm
the intuition that features classi ed as important by eye are recognized as important features
by the DNN. Finally, note that even after regularization the model does not behave linearly, as
different attribution maps are returned for different inputs, whereas a linear model would be
characterized by a set of constant weights, i.e., a single attribution map.

Figure 111.9: Results obtained from applying attribution methods on a DNN with dFT mag-
nitudes as inputs trained on a linescan of constant N; A£11 from U, £0.1 to Unpax A6.2
(¢U A0.1) for the L /6 lattice. An exemplary con guration sample from each of the two phases
along the linescan, as well as the corresponding non-standardized and standardized dFT mag-
nitudes (linear color scale) are shown on the left. The two con gurations show (a) diagonal and

(b) axial stripe orderings, respectively. The attribution maps (linear color scale) obtained using

the attribution methods described in Section 11.1.2 are shown on the right. The employed DNN
hyperparameters are collected in Table Al in Appendix A.

As a next step, we retrain a DNN for the entire 2D parameter space of the L /6 lattice
using dFT magnitudes as inputs and L, regularization. Figure 111.10 shows two exemplary
con guration samples and the corresponding attribution maps for U and N¢. In general, we
nd that the attribution maps for U and Nf seem to be quite similar. This may be attributed
to the fact, that a change in Nf generally results in a change in U and vice-versa. In particu-
lar, both types of attribution maps, in particular the ones obtained using the gradient method,
seem to be highlighting the dFT magnitude at  k Z(0,0). This seems intuitive, as this input
element directly encodes N;. Furthermore, we nd that the attribution maps for con guration
samples from the checkerboard phase seem to strongly highlight the characteristic peak in the
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Figure 111.10: Results obtained from applying attribution methods on a DNN with dFT magni-
tudes as inputs trained on the 2D parameter space ofthe L 46 lattice. An exemplary con gura-
tion sample from two phases, as well as the corresponding non-standardized and standardized
dFT magnitudes (linear color scale) are shown on the left. The two con gurations show (a) di-
agonal stripe and (b) checkerboard orderings, respectively. The corresponding attribution maps
(linear color scale) for U and Nf are shown on the right. The employed DNN hyperparameters
are collected in Table Al in Appendix A.

dFT magnitude at k A(*%). Across the entire 2D parameter space, this signal seems to be
highlighted in all the attribution maps for N since it is characteristic for a particular region
in the parameter space, namely the checkerboard phase.

At this point, following Ref. [12] we may claim that we extracted the core physical features
of the phases and corresponding phase transition in our system using DNNs and attribution
methods. However, a comparison of the attribution maps for the con guration sample showing
a diagonal stripe ordering in Figure 111.9 and Figure 111.10, we see that they differ substantially.
This can partially be attributed to the fact, that the standardized inputs differ in the two cases.
In general, the same con gurations results in different standardized NN inputs depending on
what other phases are considered simultaneously. Here, we observe that what is important for
a DNN when distinguishing between con guration samples of two phases differs depending on
whether one considers a linescan along the corresponding transition or the entire 2D parameter
space. Consequently, we should to be careful when interpreting attribution maps. In particular,
we should be hesitant to conclude on characteristic physical features of a given phase from
attribution maps, as they differ depending on the task at hand an what other phases are also
considered.
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I11.3.2 P-method with linear surrogate models

A second approach to achieve interpretability is to train a linear model instead of a DNN, allow-
ing for a direct interpretation in terms of its weights. To make up for the loss in expressivity, we
use the values of two-point density-density correlation functions introduced in Section 111.2.2
as inputs to construct a linear model for U as

Uw)&E ¢ (w)Ab, (I1.13)

sq.sa. sd ax  ax  ax . di  di  diT
1072973717293 10720731

Here, pK are the weights associated with each of the correlation functions - K and b is an addi-

where [ 15" b B S g k' kg g T and A

- P
tive bias term. Note that, Nt (w) A ;w; can directly be determined from the input con gura-
tion sample via a summation and therefore be predicted perfectly.

Figure II1.11: Predicted 2D ground-state phase diagram for the L /6 lattice obtained from
the P-method using (a) a linear model and (b) a DNN with the values of the three correlation
functions as input. The white circle in (b) marks the location of the only phase boundary
which is not resolved by the present model compared to the DNN-based model using the dFT
magnitude as input (see Figure 11.2). The employed DNN hyperparameters are collected in
Table Al in Appendix A.

Figure 111.11(a) shows the predicted 2D ground-state phase diagram obtained from the pre-
dictions of the trained linear model in Eq. (111.13). When comparing to the DNN using the
dFT magnitude as input (see Figure 111.2), we see that only parts of the phase boundaries are
highlighted by a positive peak in the divergence. Another part is highlighted by a negative
value of the divergence differing from the background value. This is due to the model being
linear, thereby different inputs (W) generally yield a different prediction U. When assess-
ing the degree to which the linear model reproduces the predictions of the original DNN-based
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model, we should therefore not take into account such peaks. The large number of positive
peaks in the divergence of Figure lll.11(a) proves that the correlation functions represent a
meaningful representation of the raw con guration samples. The low expressivity of the linear
model prevents it from approximating  fopt more accurately, and thereby from showing more
positive divergence peaks. We can veri ed that the low expressivity is the limiting factor by
training a DNN with high expressivity using the correlation functions as inputs. The resulting

2D ground-state phase diagram obtained from the predictions of the trained DNN is depicted
in Figure 111.11(b). A DNN using the values of the minimal set of three correlation functions
as inputs is capable of reproducing the results of the DNN-based model using the dFT magni-
tude as input (see Figure 111.2), up to a single phase boundary. The missing phase boundary
can likely be resolved by a different choice of hyperparameters. Finally, we nd that the most
prominent positive peaks in Figure 1ll.11(a) do not correspond to the most prominent peaks in
Figure 111.2, 111.8(b) or 1ll.11(b). Consequently, as hypothesized in Section IIl.1.3 training a
linear model and thereby limiting the expressivity of the predictive model does not represent a
good way to generate a coarse-grained 2D phase diagram.

While we have so far analysed the entire 2D phase diagram simultaneously, as N¢ can be
predicted perfectly we now study the 2D phase diagram by analysing lines of constant Ng¢.
Repeating such an analysis for all N; under consideration, the corresponding 2D phase dia-
gram can be reconstructed. In this way, we reduce the complexity of the task of identifying
phase boundaries. In particular, a linear model may be expressive enough to correctly describe
a single phase transition along U. Hence, after having identi ed all phase transitions using
the P-method with a DNN-based predictive model or looking at the difference signal based on
correlation functions, we can analyse each transition separately by training a linear model on
that particular range in parameter space.

Figure 111.12(a) shows the results for a linear model using correlation functions as inputs
for a phase transition from a diagonal to an axial stripe ordering ( Umin Z£0.1,Umax A£6.2,¢U A
0.1;N; A11). Clearly, the phase transition is correctly resolved by the linear model and the
divergence signal matches the one of an optimal predictive model  fqop (see Section I111.1.1).
As the correlation functions are invariant under STrafos of the input con guration samples,
this is simply a special case of the situation discussed in Section 1ll.1.1 with a single, unique
input per phase. For such a case, a linear model is suf cient to model fopt perfectly. The two
linear equations specifying the optimal values of the weights and the bias term yielding the
predictions of fqy are given as

Wiy £ ¢ i Ab, (11.14)

where | and Il label the two phases under consideration. Evidently, the linear system of equa-
tions is underdetermined and the weights can take on a range of different values. Adding a
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Figure 111.12: Results of the P-method using a linear predictive model with correlation function
values as inputs trained on a line of xed Nj¢ ZA11 ranging from U nin 0.1 to Umax /6.2, where
a transition from a diagonal to an axial stripe ordering occurs. (a) Predictions U and divergence
of+U AU | U denoted as @Y %% as a function of U. For each gf the-two phases an exemplary
con guration sample is shown. (b) Normalized weights uiOﬁE M/ juj ofthe linear model which
correspond (up to scale) to the absolute difference of the correlation function values between
the two phases.

small L, regularization term ( , A10i /) to the loss function allows us to constrain the weights
while leaving the predictions and the divergence signal unchanged. As the L » regularization
term enforces small weights, the optimal weights opt are then up to scale given by the differ-
ence in each of the correlation functions between the two phases

opt! (i ), (11.15)

as shown in Figure 111.12(b). In any case, the prediction U of the linear model serves as an
order parameter characterizing the transition which takes on a value HJiyy for inputs within
phase I/ll, respectively. The order parameter is interpretable, as it is given by a linear com-
bination of the values of the set of correlation functions and an additive bias term. Physically
motivated values of the weights can be enforced by adding a small L, regularization term to
the loss function. Repeating this procedure, we can construct an order parameter for all phase
transitions in 2D parameter space and replace the original model used to detect the phase tran-
sitions by a list of interpretable order parameters.

Being able to analyse individual phase transitions using linear models when using correla-
tion functions as well-suited representations of the inputs opens up the possibility of perform-
ing a similar analysis using the dFT magnitude instead. This has the advantage of not relying
on any prior knowledge about the system, such as a minimal set of symmetry-invariant corre-
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lation functions. Furthermore, it takes us a step further in approaching the situation where
noise is present and samples within a given phase are not only related through STrafos. Fig-
ure I11.13(a) displays the results of such a linear model for the same phase transition. Again,
we are able to correctly resolve the phase transition and construct a physically relevant order
parameter. In fact, in Section 1.3.2 we mentioned that the identi cation of peaks in the dFT
magnitude or structure factors characteristic for a given phase is a common approach to de-
ne order parameters. For the system under consideration, the present method automates this
task. The addition of the small L regularization term ( , ZA10' /) to the loss function resulted
in a slight change in the predictions and divergence signal, however, the qualitative picture re-
mains unchanged. We can compute the average dFT magnitude within each of the two phases
by averaging over all possible con guration samples related through STrafos. The optimal
weights are then (up to scale) given by the difference in the average dFT magnitude of the two
phases, as shown in Figure 111.13(b).

Figure 111.13: Results of the P-method using a linear predictive model with dFT magnitudes as
inputs ( NsTrafos Z££100) trained on a line of xed Nt ZA11 ranging from U in Z£0.1 to Upax A6.2,
where a transition from a diagonal to an axial stripe ordering occurs. (a) Predictions U and
divergence of +U AU j U denoted as @t * %’ as a function of U. For each ofthe two phases
an exemplary con guration sample is shown. (b) Normalized weights uiOﬁE Wi/ juj of the
linear model (linear color scale) which correspond (up to scale) to the absolute difference in the
mean dFT magnitudes of the two phases.

At this point, one may ask how a linear model based on dFT magnitudes is capable of
approximating fop if different inputs generally result in different outputs. For a particular
point in parameter space, the nal prediction U is obtained by averaging the output of the
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