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Summary

Scientific machine learning denotes the integration of machine learning into traditional
scientific methods and has become a powerful tool in recent years. This thesis estab-
lishes innovative machine-learning methods that combine knowledge from physics,
numerical analysis, and computer science for the automated discovery of quantum
control schemes and phase diagrams.

Conceptually, it is straightforward to determine the time evolution of a quantum
system for a fixed initial state given its (time-dependent) Hamiltonian or Lindbladian.
Depending on the physical context, we will describe the dynamics by an ordinary or
stochastic di[erential equation. Controlling the (stochastic) dynamics of a quantum
system requires solving the inverse problem and is indispensable in fields such as
guantum metrology and information processing. However, solving the control problem
by deriving a performant control scheme from scratch is generally hard. In particular,
it is desirable to develop feedback controllers that can react to fluctuations in the
system, making them extremely powerful control systems. Up to now, there has
been no general ready-made approach for designing e [cieht control strategies because
existing approaches based on black-box reinforcement learning are di [culit to optimize.
In the first part of this thesis, we propose an automated control-scheme design based on
the di[erkntiable programming paradigm, which allows us to exploit prior knowledge
about the structure of the physical system. Specifically, we employ a controller in the
form of a neural network that selects the control drive to be applied in each timestep
based on the current quantum state or the observed measurement record. The neural
network parameters are optimized in a series of epochs based on gradient information
computed by (adjoint) sensitivity methods. We demonstrate our method in various
scenarios, such as state preparation and stabilization of a qubit subjected to homodyne
detection. The homodyne-detection signal contains only minimal information on the
actual state of the system, masked by unavoidable photon-number fluctuations.

In the second part, we develop two data-driven methods to automatically identify
phase boundaries in physical systems. The first method is based on training a pre-
dictive model such as a neural network to infer the parameters of a physical system
from its state. The deviation of the inferred parameters from the correct underlying
parameters will be most susceptible and point in opposite directions in the vicinity
of phase boundaries. Therefore, peaks in the vector-field divergence of the model’s
predictions reveal phase transitions. This prediction-based method is applicable to
phase diagrams of arbitrary parameter dimensions without prior information about
the phases. We apply the method to the two-dimensional Ising model, Wegner’s Ising
gauge theory, a generalized toric code, the Falicov-Kimball model, and the dissipative
Kuramoto-Hopf model.

As a second method, we introduce a physically motivated, computationally favor-
able, and interpretable approach based on an (appropriate) choice of input features.
The method relies on the dilerknce between mean input features as an indicator for
phase transitions and does not utilize predictive models. Crucially, this mean-based
method provides direct physical insights into the revealed phase diagram without prior
labeling or knowledge of its phases. As an example, we consider the physically rich



ground-state phase diagram of the Falicov-Kimball model. Note that the large number
of phases in this model renders the analysis of this phase diagram by standard meth-
ods a complex and tedious task. In particular, supervised machine-learning methods
are bound to fail because phase labels are not known in advance.
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Chapter 1

Introduction

Traditional scienti c computing is based on a priori de ned scienti c models encom-
passing acquired scienti ¢ knowledge. These models are a conceptual representation of
observed phenomena that enable the simulation of physical, biological, and chemical
systems and allow us to make predictions. For Kepler, Newton, and their contempo-
raries, the pioneers of classical mechanics as we still know it, observation of the night
sky was the cornerstone for model building. The basic principles for model building
are still the same today. ldeally, we want to build models in a data-e cient way from
a few observations. A model should be able to interpolate between measured data
points and extrapolate to new data. This property is usually con rmed by testing the
model in experiments for well-de ned hypotheses. In conformity withOccam's razor,
we also want models to be minimal, meaning that a model should be based on the
most relevant features, and predictions should be e cient, which may require e ective
theories and approximations of our original model. Mathematics forms the underly-
ing, universal language that describes the models. For example, to describe that the
growth of a population X is proportional to its current size, we use the di erential
equation (DE)

dX (t)

g X (1.1)

Similarly, mathematics o ers us the possibility to restrict models to physically
relevant subspaces. The governing DE must be linear if we require the guantum
mechanical superposition principle to hold. We can demand that the Hamiltonian of
a quantum system is Hermitian, enforce Lorentz covariance, build in group properties
to respect certain symmetries, integrate energy conservatioretc.

Given the re ned mathematical structure of scientic models, we can interpret,
extend, and transfer the models to other domains of interest. For instance, if we X
the proportionality constant in Eq. (1.1)

XO -y .
s X M)

then the parameter can be interpreted as the continuous growth (> 0) or decay
( < 0) rate. By adding other terms, the model can be extended to account for fur-
ther relevant contributions, e.g., noise processes. By varying the model's parameters,
we can probe other regimes of the model. Thus, scientic models can extrapolate
far beyond the available measured data. However, one central issue is evident. We
must rst know the underlying mechanism before we can engineer a model. Gaining
an understanding of the mechanism from data requires the identi cation of relevant
features and is highly non-trivial.

A contrario, machine learning (ML) models based on neural networks (NNs) spec-
ify a learnable black box that can approximate any nonlinear function given one nds
the right parameters. This feature is, of course, ingenious if we do not have a certain
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level of understanding of our system: We only need (a lot of) data, but no prior struc-
tural knowledge is required. For instance, a NN can learn to recommend products for a
customer based on previous products the customer (or other customers) bought in the
past. However, we likely do not know a scienti ¢ ansatz, like an e ective model, that is
similarly well suited for solving this task. Recent advances in ML have demonstrated
the surprising predictive power of deep NNs [Schmidhuber, 2015; LeCuet al., 2012;
Goodfellow et al., 2016]. These developments have generated considerable renewed
interest in the eld and substantiated the potential of ML algorithms to revolutionize
industry and academic disciplines. Breakthrough achievements responsible for this
optimism include unprecedented accuracy in image classi cation [Krizhevskyet al.,
2012], super-human skills at strategy games like Go and chess [Silvet al., 2016,
2017], or even the creation of art [Goodfellowet al., 2016]. Therefore, we predomi-
nantly focus on NN-based ML methods in this thesis. However, training NNs can be
challenging, and often, it is found that NNs extrapolate poorly.

The eld of scientic ML aims at combining the best of both worlds, viz., the
standard scienti c models with their interpretable mathematical descriptions and the
exible structures of ML. In the last years, the symbiosis between scienti c modeling
and ML has provided exciting new opportunities and insights on both sides. Under-
standing and improving deep learning through DEs and accelerating traditional sci-
enti c methods are central to this e ort. To give some examples: For the data-driven
discovery and solution of partial DEs with small data sets, researchers have exploited
physical laws governing the dynamics of a system as a regularization to constrain the
space of admissible solutions [Raisst al., 2019; Sirignano and Spiliopoulos, 2018;
Lu et al,, 2021]. Kochkovet al. [2021] have demonstrated that both accuracy and
speed can be improved by ML within traditional uid simulations. They have also
reported that their scientic ML approach, which incorporates physical constraints
directly into the formulation of the method, generalizes much better than black-box
ML baselines. By using a NN for the spatial discretization, Becket al. [2021] have
overcomethe curse of dimensionalityin solving the Kolmogorov partial DE (associ-
ated with stochastic DES). Li et al. [2017b] have approximated stochastic gradient
algorithms in the weak sense [Kloeden and Platen, 2013] by continuous-time stochas-
tic DEs, paving the way for a general methodology for the analysis and design of
stochastic gradient algorithms based on an accurate dynamical description. Haber
and Ruthotto [2017] have designed new stable deep NN architectures inspired by sys-
tems of ordinary DEs (ODEs) that lead to well-posed, numerically stable learning
problems and thus mitigate exploding or vanishing gradients. Furthermore, the use of
a scalable, sophisticated backpropagation algorithm (known as continuous-adjoint sen-
sitivity analysis in numerical analysis [Pontryagin, 1987], see Chapter 4) with limited
memory costs has been made tangible by the introduction of neural ODEs proposed
by Chen et al. [2018]. Thanks to the development of e cient, accurate, and adaptive
ODE solvers that provide guarantees on approximation errors, neural ODEs can be
(vaguely) viewed as residual NNs that adapt their depth to any input and for which
we can explicitly encode our numerical precision versus speed demands in the solver's
tolerances.

The central idea, employed in later chapters, amounts to approximating unknown
parts of scienti c models or algorithms by NNs. For the rest of this dissertation, NNs
can be viewed as a kind of sophisticated basis expansion being good for computation
but poor for interpretation. Thus, the task of nding specic functions is replaced
by the problem of nding parameters of a NN. A recent study by Rackauckaset al.
[2020b] con rms the intuition that both training and extrapolation capabilities can
be improved by imposing more mathematical structure, which allows us to constrain
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the NNs to the relevant physical subspaces. The workhorse enabling this e cient
combination of existing software for scienti c computation and ML is referred to as

di erentiable programming (@) [Raissi et al., 2019; Rackaucka®t al., 2020a; de Avila
Belbute-Pereset al., 2018] and expresses the ability to di erentiate arbitrary computer
program structures. Di erentiable frameworks have been demonstrated to provide
impressive accuracy and performance advantages over black-box ML approaches, in-
cluding but not limited to protein-folding [AlQuraishi, 2019; Ingraham et al., 2018],
uid dynamics [Schenck and Fox, 2018], and robotics [Degravet al., 2019].

In this thesis, we will develop methods for intrinsically challenging problemsyiz.,
inverse problemssuch as the automated discovery of quantum control schemes and
phase diagrams, which particularly bene t from the inclusion of exible ML struc-
tures. In the rst part, we will design closed-loop (feedback) controllers to prepare
and stabilize target quantum states of interest. These control systems are mighty,
but unfortunately, also tricky to optimize due to the exponentially growing search
space. Therefore, many (state-of-the-art) numerical approaches rely on an open-loop
control mechanism (without feedback) and discretize the time interval into a ( xed)
number of steps in which the control drive values are considered constant. Gradient
methods then optimize the pulse sequences. Widespread examples are the gradient
ascent pulse engineering (GRAPE) algorithm [Khanejaet al., 2005] and the class of
algorithms generally attributed to Krotov [1989]. Alternative approaches such as the
chopped random basis algorithm [Doriaet al., 2011; Canevaet al., 2011] do not rely
on computing gradients but instead map the problem to nding the extrema of a
multivariate function using direct search methods such as Simplex methods [Doria
et al., 2011]. A common feature of the state preparation methods listed above is their
sensitivity to the input state. If the input state changes, the control drive values are
generally no longer optimal. Furthermore, the found protocols often do not tolerate
other uncertainties, such as imprecisely identi ed parameters [Dahlelet al., 1990] or
time-varying noises in the Hamiltonian [Demiralp and Rabitz, 1998]. Extensions, such
as ensemble-based approaches [Chenal., 2014], d-GRAPE that incorporates exper-
imental data [Wu et al., 2018], or b-GRAPE that uses NNs [Wuet al., 2019], can only
partially resolve these issues and are still signi cantly less robust than closed-loop
optimal controllers.

In reinforcement learning (RL), one formulates control tasks in terms of Markov
decision processes which map an individual state to the associated control drive value
(called action). Therefore, these RL schemes are closed-loop controllers, and uncer-
tainties can be treated naturally, provided that the agent was exposed to su ciently
many training examples. Bukov [2018] and Bukovet al. [2018] have demonstrated
the use of RL for the autonomous preparation of Floquet-engineered states and the
optimal control of many-qubit systems, respectively.

More recently, RL has also been applied to open quantum systems [Porotét al.,
2021] including measurement-based quantum feedback, overcoming severe burdens
imposed by generalizations of traditional methods for controlling open quantum sys-
tems [Abdelhafezet al., 2019]. However, Porottiet al. [2021] use the entire density
matrix, which is not accessible in experiments systems, as input to the RL controller
in each time step. RL is uncannily exible in that it is directly applicable to any black-
box control problem, but RL-based models are also tough to optimize in challenging
scenarios. However, as physicists, we have accurate models describing the dynamics
of (many) quantum systems, and (even) RL applications are rarely executed outside
of computer simulations requiring a model. The precise form of the controller, ap-
proximated by a NN, is then the only unknown component and all structures are
di erentiable, which allows us to use gradient-based optimization routines.
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In this work, we will demonstrate that an accurate computation of gradients of the
loss function concerning the parameters via sensitivity analysis methods can stream-
line the optimal control design tremendously. In particular, we show that the controller
optimized by our @ method (that di erentiates through the time evolution governed
by the model) nds optimal protocols based on an (experimentally accessible) signal
alone.

Physicists have also begun to use ML models because of their ability to auto-
matically identify relevant patterns in data, such as in image recognition tasks to
detect phase transitions, where learning an appropriate representation from data of
the system is necessary. The ultimate goal is to engineer order parameters, which
for su ciently complicated systems becomes an art [Sethna, 2021](Ch. 8.3). With
the help of ML, we want to extract the most relevant features automatically. As
a convenient side e ect, this helps us avoid the tedious, but so far necessary, man-
ual inspection of data samples. Already rst attempts based on PCA andk-means
clustering by Wang [2016] have resulted in an unsupervised learning scheme for the
automated discovery of phase transitions, which was, however, found to be insu cient
for intricate phase diagrams featuring topological phase transitions [Rodriguez-Nieva
and Scheurer, 2019]. Currently, an active eld of research is the exploration of more
sophisticated unsupervised learning schemes, such as di usion maps [Scheurer and
Slager, 2020; Cheet al., 2020; Lidiak and Gong, 2020] to overcome the hurdles posed
by simple attempts based on PCA. However, this approach comes with the down-
side that tailored kernel functions are required [Scheurer and Slager, 2020]. Another
promising technique builds on features of interpretable predictive models such as sup-
port vector machines [Liu et al., 2019] which have limited predictive power.

NN-based approaches have been proven highly e cient in labeling phases of mat-
ter. Carrasquilla and Melko [2017] have trained a NN in a supervised manner, but
even without knowing the correct labels beforehand, phases of matter were successfully
distinguished [Van Nieuwenburget al., 2017; Broeckeret al., 2017]. The learning-by-
confusion scheme presented by Van Nieuwenburgt al. [2017] predicts phase transi-
tions by retraining a neural network on a system with tentative phase labels many
times to accept the particular partition where the network achieves the best labeling
accuracy as the prediction for the correct separation of phases. Liu and van Nieuwen-
burg [2018] generalize this approach to two-dimensional phase diagrams, where the
retraining procedure becomes signi cantly more costly. Huembelet al. [2018] have
proposed a method that can nd phase boundaries between two di erent phases, cir-
cumventing the cost of network retraining, by leveraging adversarial domain adaption
[Ganin et al., 2016] to make use of prior knowledge of correct phase labels in some
well-understood area of phase space.

In the second part of this thesis, we introduce and demonstrate new methods that
can naturally predict arbitrary-dimensional phase diagrams without any prior knowl-
edge about the phase of the system,e., neither phase labels nor the number of phases
must be provided. The rst method is economical in computational resources because
it only requires one training procedure, where any suitable predictive model is taught
to infer its system parameters from the state of a physical system. The second method
does not use any predictive model. Thus, the second method is computationally cheap
and directly interpretable. However, the method requires prior knowledge about the
physical system in the form of a carefully chosen input representation. Nevertheless,
the second method o ers invaluable, complementary insights into the phase diagram
because of its fundamentally di erent indicator for phase transitions.
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Overview of this thesis

Part I: Automated Design of Quantum Control Schemes by Di erentiable
Programming

Chapter 2 We will start by reviewing the optimal control terminology and the tools
that are necessary to understand the computations and discussions presented in
Chapters 5 and 6. Furthermore, we will introduce the theoretical framework for
describing the dynamics of a quantum system being controlled and monitored,
from unitary dynamics of closed quantum systems to continuously monitored
open guantum systems.

Chapter 3 Having introduced the quantum-control background, we will discuss a
general framework for scienti c machine learning relying heavily on automatic
di erentiation as a tool for computing derivatives of arbitrary computer program
structures, which we describe in detail. We focus on what makes NNs special,
the inverse problems for which we will use NNs, the optimization of NNs via
gradient descent, and how structural assumptions improve sampling e ciency
and the optimization procedure.

Chapter 4 In Chapter 3, we will nd that user-de ned rules and imposed constraints
can signi cantly improve the computation of derivatives and thus the learning
process. Based on these ideas, we will describe implicit learning models in
terms of nonlinear optimization problems. This formulation will allow us to
incorporate knowledge of the dynamical equations of a physical system into
the computation of derivatives. We will discuss (local) sensitivity analysis,i.e.,
the computation of gradients of the loss function associated with an inverse
problem involving the di erentiation of a dynamical system and the importance
of choosing the AD backend.

Chapter 5 We will investigate the automatized design of quantum control schemes
based on@ for three closed quantum systems, assuming perfect knowledge
of the state. We demonstrate the bene ts of the @ method as compared to
a standard RL approach for the preparation of an eigenstate of a spin qubit.
We also investigate the preparation of Greenberger, Horne, and Zeilinger (GHZ)
states in spin chains and the preparation of eigenstates of a quantum parametric
oscillator.

Chapter 6 Finally, we generalize our@ method to continuously measured quantum
systems. Specically, we aim to prepare and stabilize the excited state of a
qubit subjected to homodyne detection. Starting from the assumption that the
controller has direct access to the quantum state through a suitable Itering
procedure applied to the measurement record, we demonstrate the feasibility
of the approach in dierent control scenarios. As a nal step, we drop the
explicit ltering procedure and instead directly use the measurement record of
the homodyne current and the last control drive values as input to the NN
representing the controller. We show that the NN can learn to Iter the data
to extract information about the system's state and devise an e cient control
strategy.

Part 1l: Unsupervised Learning of Phase Boundaries

Chapter 7 In the second part of this thesis, we will develop data-driven methods to
detect phase boundaries using data sampled from physical systems. Chapter 7
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provides an introduction to the main concepts and terms that will be used in
Chapters 8 and 9 and motivates the use of ML to identify specic phases or
order parameters.

Chapter 8 In the light of Chapters 3 and 7, we propose the prediction-based method
for the automated detection of phase boundaries and explain its mechanism in
theory. We derive the expression of its optimal predictive model and discuss
how this analytical solution renders the prediction-based method and its cor-
responding phase classi cation interpretable. We will then review the physical
systems,viz., the Ising model, Wegner's Ising gauge theory, a generalized version
of the toric code, the Falicov-Kimball model, and the Kuramoto-Hopf model,
and apply the prediction-based method to them. Finally, we discuss challenges
and exciting directions for future developments.

Chapter 9 We introduce the mean-based method for generic phase diagrams and
inputs as an alternative indicator signal with respect to the prediction-based
method. We use the mean-based method to analyze the phase diagram of the
Falicov-Kimball model. In particular, we show how a physically informed repre-
sentation of the inputs, such as prevalent correlation functions, helps us reveal
the phase diagram unequivocally. In addition, we demonstrate its use with more
general types of inputs and compare the method with principal component anal-
ysis (PCA) and k-means clustering.

We will conclude this thesis in Chapter 10.
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Chapter 2

Quantum Optimal Control

In this chapter, we will start by considering di erent control schemes in Sec. 2.1.
Speci cally, we will discuss the di erences between open- and closed-loop controllers
as well as piecewise-constant and continuously updated control drive values and shed
light on the respective pros and cons in Sec. 2.1.1. In Sec. 2.1.2, we will explain the
concept of a loss function and introduce examples of relevant physically motivated
loss functions used in our later studies in Chapters 5 and 6. The following sections
are devoted to describing the dynamics of a quantum system being controlled and
monitored. To start with, we review the unitary dynamics of closed quantum systems
containing a controller in Sec. 2.2. Extracting information about the state of the
system is possible via continuous measurements. In Secs 2.2.2 to 2.2.5, we derive
the di erential equations governing the dynamics in the case of photon counting or
homodyne detection.

2.1 Basic concepts of control theory

2.1.1 Control schemes
Closed- and open-loop control

Fundamentally, we distinguish between two types of control loops: open-loop control
and closed-loop control, see Fig. 2.1(a). In an open-loop controller, the controller
C does not receive any feedback about the current state of the system being con-
trolled [DiStefano Il et al., 2014]. The control drive ( t) is chosen fully independent
of the state of the system and only depends on the current time

C:t7! (1t): (2.1)

Excluding a feedback mechanism renders the design of an open-loop control system
considerably simpler than other types of control systems. However, excluding state
information also results in several limitations. Open-loop control schemes are vul-
nerable to various kinds of noise. First, an open-loop control system cannot correct
any errors, including errors arising from imperfections or uctuations of the control
drive. Second, suppose the initial state of the system is altered. In this case, an
open-loop controller typically performs poorly. This situation arises, for instance, if
the initial state is not generally xed but drawn from a distribution over the state
space. Speci cally, this becomes problematic for chaotic systems where slight devia-
tions in the initial conditions or parameters may lead to (very) di erent trajectories.
Third, if extrinsic noise (e.g. due to a measurement process) in the time evolution is
present, the controller has no opportunity to adjust the control drive to speci ¢ noise
realizations.
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Figure 2.1: (a) Open-loop vs. closed-loop control. The output of an
open-loop controller is determined only by time, whereas the output of
a closed-loop controller depends on (partial) observations of the state
of the system X (t). (b) Piecewise-constant vs. continuously updated
control drive.

In closed-loop control, the output of the controller depends on (partial) observa-
tions of the state X at a given time

C: (X)) 7 ()= ( X():t): (2.2)

Thus, a closed-loop controller is integrated in a feedback loop that allows the controller
to apply a control drive with real-time decision making based on previously observed
measurement results of the state [Mayr, 1970]. Incorporating feedback to the controller
leads to a drastic increase of the search space, involving a doubly exponential growth
of the number of strategies as a function of the number of time steps. At the same
time, information about the state makes the controller more powerful. Closed-loop
control systems are inherently more robust to all noise sources listed above, as they
can react to any state changes and do not rely on a xed time series of control values.
The term closed-loop control shall not be confused with experimentally feasible or
in situ control leveraging data from experimental measurements directly, such that
no explicit model of the physical system is required [Ferrie and Moussa, 2015].

Piecewise-constant and continuously updated control drive

In many physical situations, the dynamics of the controller and the system occur on
di erent time scales. Let gsystem and conrol b€ the time scale of the physical sys-
tem and the controller, respectively. If the controller is not fast enough to follow
high-frequency changes in the physical systemi.e., if control system, the con-

trol drive value ( t) cannot be updated instantaneously (at every step). Thus a
piecewise-constant control drive emerges. Intuitively, it is clear that the larger the
ratio  control = system the worse the control capability. However, if the application of
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the controller is (computationally) expensive, engineering a piecewise-constant con-
trol drive may be preferred. Numerical implementations usually contain a period-
ically applied callback updating the control value. Bang-bang protocols are special
piecewise-constant control methods in which the drive value is assigned from a discrete
set; typically, the controller switches abruptly between two valuesf max; ming [Day

et al., 2019]. We neglect other delay mechanisms such as state delays [Shampine and
Gahinet, 2006].

In the opposite limit, control system, the controller is fast enough to update the
control drive between each update of the state of the physical system. Therefore, the
resulting control drive value is e ectively updated continuously. From a numerical
perspective, the controller is essentially inserted directly into the dynamical equa-
tions of the physical system. We show an example for a piecewise-constant and a
continuously updated control drive in Fig. 2.1(b).

2.1.2 Loss functions for quantum state preparation

For su ciently simple systems or objectives, we can craft the control function C by
hand. In general, however, the manual tailoring of control functions is very system-
dependent and therefore not readily generalizable. In most cases,g., for complex
many-body systems, we cannot manually design an optimal control function [Glaser
et al., 2015]. The way out is to cast the control problem into an optimization problem
for which we have system-independent recipes.

To start with, we introduce a ( exible) parametric ansatz for the controller. Let

denote the parameters of our controller ansatz. The control task and its boundary
conditions (or constraints) are typically speci ed by a so-calledloss (sometimes also
cost) function L = L (w), wherew denotes a random variable such as a randomly
sampled initial condition or a speci ¢ noise realization in a stochastic trajectory. Let
us leave aside the explicit parameter dependence for this section. A loss function is
conceptually simple: at its core, we introduce a quantity to evaluate if our controller
has performed well. If our objective is not satis ed, we will obtain a large value oL.
As we explore the loss landscape by varying the parameters the value of L signals
if the control policy is getting better or worse. Therefore, the optimization problem
isto nd 7 such that the expected value ofL is minimized. We come back to this in
Chapter 3.

The question naturally arises how to chooséd.. Multiple objectives can be passed
to the controller via loss functionsL that encode (case-)speci ¢ details of the control
task. Here, we consider the linear superposition [Leungt al., 2017; Canevaet al.,
2011; Abdelhafezet al., 2019; Schéaferet al., 2020b, 2021]

X
L= clL (2.3)

of the elementary loss functiond. . The controller will re ect the objectives (or con-
straints) L according to their relative importance given by the coe cients ¢ . Leung
et al. [2017] have optimized these coe cients empirically. Alternatively, hyperparam-
eter optimization algorithms can be employed (see Sec. 5.3). In the following, we
discuss the individual terms employed in later chapters.

A suitable distance measure for state preparation in the context of quantum opti-
mal control is given by the overlap

F(t)=jh (O tarii®; (2.4)
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primary goal P
target-state indelity Le= 3+ N T 1 jh (6)] tarii®

|
Len =1 jh (tn)] tardj?
constraints
control amplitudes L
LO

Py. .
T i
1 N - N\;
v i )]

Table 2.1: Elementary loss functions used in our numerical experi-
ments for state preparation by quantum optimal control.

where | i denotes the target state that we want to prepare andj (t)i denotes
the state of the physical system at timet. F(t) is called delity and measures the
similarity of two (pure) quantum states j (t)i andj wi. Thus, the delity represents
an excellent (main) objective to prepare or stabilize a given target state. Our goal is
to maximize the delity or minimize the in delity

IF(t)=1 jh (1] wij®: (2.5)

Equations (2.4) and (2.5) can be generalized to mixed states described by two density
matrices [Jozsa, 1994; Porottiet al., 2021].

The elementary loss functions used later in this work are listed in Tab. 2.1. To
enforce a large delity with respect to the target state over the whole control interval,
we include the average in delity of a set of states evaluated on a (uniform) time grid
with respect to the target state j i,

X\l i . . .. 2
Le= 5 " 1ih (6) wii® (2.6)
i=1
This loss function also leads to a time-optimal performance. The real, positive dis-
count factor allows us to weight the in uence of di erent time points in the sum.

To focus on speci ¢ time intervals, like the last steps in the simulation, the sum
in Eqg. (2.6) can be straightforwardly adjusted. For instance, we include a term

Len =1 jh (tN)] rarif % (2.7)

to enforce a large delity value at the end time ty .
Moreover, we add constraint terms, such as

X
L = N j ()i (2.8)
i=1
and
1 X
Lo = AR (2.9)
i=1

to the loss function to favor smaller amplitudes of the respective drive( tj). In
Sec. 6.4, we will nd that these terms are especially important to suppress the collapse
of the NN towards a strategy where a constant maximum pulse is applied during
the training. The squared amplitude in Eqg. (2.8) can be linked to the intensity of
the control eld, which in many cases is a more experimentally accessible quantity
than the amplitude itself. The L1 norm in Eqg. (2.9) is a common choice to improve
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generalization properties in ML models because it shifts minima in the loss function
landscape (close to zero) towards zero and thus enforces sparsity.

Contributions satisfying the Egs. (2.7), (2.8), and (2.9) are particularly appealing
in the case of eigenstate preparation, where the control elds can be turned o once
the target state is reached. Then the state remains unchanged (except for a com-
plex phase) during the further time evolution according to the drift Hamiltonian; see
Sec. 2.2 for an introduction to the dynamics of a closed quantum system. Of course,
other elementary loss functions can be added to Eg. (2.3), depending on the specic
requirements of the control task.

2.2 Dynamics of a controllable quantum system

Having covered di erent types of control schemes and loss functions, we now turn to
the description of the dynamics of the quantum systems to be controlled. In this and
the following sections, we will explicitly develop the transition from a closed quan-
tum system, i.e., a perfectly isolated quantum system that evolves according to a
unitary time-evolution operator, to an open quantum system,i.e., a quantum system
including a measurement apparatus and other potential interactions with its environ-
ment leading to non-unitary dynamics, from rst principles. Alternative derivations

of the resulting stochastic Schrodinger and master equation can be found in standard
textbooks [Breuer and Petruccione, 2002; Wiseman and Milburn, 2009; Carmichael,
2002].

2.2.1 Closed quantum system

Let a (closed) quantum system be described by the Hamiltonian

X
H(t)= Ho+ k(DHK; (2.10)
k=1

where Hg is a drift Hamiltonian that is (usually) time-independent and cannot be
manipulated. The second term is the controllable part, which consists of control
operatorsHy and control drive values (t). The total number of independent control
terms isK.

The dynamics of a quantum statej (t)i is governed by the Schrédinger equation,
which is a partial or ordinary di erential equation (ODE)

i@ (i =H(@®j (Vi (2.11)

given some initial statej (to)i j (t=0)i (we use~ = 1 throughout this thesis).
The goal of quantum control is to optimize the control drive values (t) over some
time interval [to;tn] according to a specic gure of merit, e.g, to maximize overlap
with some target statej i, see Sec. 2.1.2. In other words, we aim at discovering a
particular time evolution of the ODE (2.11) matching our objective.

A qubit in a magnetic eld

As an example, consider the Hamiltonian of a two-level quantum bit (qubit)

< (2.12)
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where is the qubit transition frequency and we allow for a rotation about the x-
axis. Note that the control drive ( t) is su cient to realize any rotation on the Bloch
sphere, becausey can be obtained as a commutator of x and .

Let jei and jgi be the excited and the ground state in thez-basis, respectively.
Suppose we aim at preparing the target statg i = jei launched from an arbitrary
initial state

i (to)i = cos g jei +sin g e jgi: (2.13)
with cos# 2 [ 1;1]and' 2 [0;2 ) uniformly sampled, such that the initial state is
uniformly distributed on the Bloch sphere. Since the initial state is not xed, open-
loop control schemes are not ideal for this task. Thus, we seek a closed-loop control
scheme leveraging information about the state.

To engineer a closed-loop control, we can in purely numerical studies integrate
the di erential equation, Eq. (2.11), with an ODE solver where ( t) = ( j (1)i;t),
such that the quantum state j (t)i at a given time is forwarded as input to the
controller. However, information about the quantum state is not readily available in
experiments, and a complete state reconstruction is costly. Fortunately, continuous
measurements, such as photon counting or homodyne detection, allow us to obtain
information on the state during an experiment. Hereafter, we derive the equation
of motion and corresponding measurement recordyiz., the homodyne current, for a
qubit subjected to homodyne detection, following Schéafeet al. [2021].

2.2.2 Photon counting

To avoid confusion, we will denote operators with a hat to distinguish them from
scalars throughout the derivation. Consider a two-level atom that interacts with a
free photon. In the case of discrete photon modes, the interaction is given by the
Hamiltonian Hiy; = ig(*+&4 ~ &) with & and & being the bosonic creation and
annihilation operators, respectively, satisfying the commutation relation[4;aY] = 1,
N o= ("x 1"y)=2 being the raising and lowering operators, andy being a coupling
constant with dimension of energy. This Hamiltonian results from the dipole inter-
action written in the form Hiy / (& + /)"y and application of the rotating wave
approximation. However, when decaying into the continuum, the photons are repre-
sented by quantum eld operators with commutation relation [& ;84 = (t s), thus
having units of square root of energy (or, equivalently, inverse square root of time).
The interaction Hamiltonian takes the form

B = 0 (hea A~ a); (2.14)

where is the decay rate, again with the dimension of the energy ag.
In the interaction picture, the eld propagator can be formally written as

h i
O =T e iR[“ Bint (s)ds .

where T is the time-ordering operator. ExpandingQ; for short times t, we nd
p 7Z t+t
0, =1 ("+8s ~ a)ds
z.\ (2.15)

5 (" Nadao+ N aal)dsdst
t
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Figure 2.2: Sketch of a two-level system monitored by two di erent
continuous measurement methods. (a) Direct detection of photons in
mode & by photon counting. Photons are leaking out of the cavity
(green) with a decay rate and transported via a waveguide (grey) to
the detector (black). Counting statistics are derived in Sec. 2.2.2. (b)
Homodyne detection setup. Same as in (a), however, the modé is
displaced by a local-oscillator laser on a beamsplitter before detection.
The homodyne current J(t) results from the di erence between the
photon counts in the two detectors.

The second-order terms in Eg. (2.15) give an importantO( t) contribution. Higher-
order terms only contribute asO( t 32) and can be safely neglected under the assump-
tion that t is short on the timescale of the internal qubit dynamics. Assuming the
free eld is initially in the vacuum state jOi, we can write

p—
0.joi= 1 %jehej joi+ t A jliy; (2.16)
where . Z
jli, = P aYdsjoi (2.17)
t

is a properly normalized state of the eld, andjei denotes the excited qubit state.

The simplest way to monitor the qubit state j i is to measure the intensity of the
outgoing eld continuously. This de nes a Poissonian process, as the probability to
detect a photon in a time interval t reads

n (0]

= t Trfr" j h jrvg= t jhe ij?; (2.18)

and the probability of no detection ispp =1 p;. Thus, we obtain the standard
unraveling (cf. Sec. 2.2.5) for the spontaneous decay process [Dalibaed al., 1992;
Dum et al., 1992; Mglmeret al., 1993; Plenio and Knight, 1998]

one photon emitted: P ji;

t (2.19)
no photons emitted: 1 7jehej j i
Since we directly detect photons by a measurement apparatus, see Fig. 2.2(a), this
continuous monitoring of the quantum state is called photon counting [Wiseman and
Milburn, 2009]. If we denote the number of detected photons up to time by N (1), it
follows from Eq. (2.18) and (2.19) that the stochastic incrementdN (t) of the Poisson
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process satis es

dN ()2 =dN(t); (2.20)
E[AN(D]= t byr iy (2.21)

whereE is a (classical) expected value. Altogether, the time evolution of the state of
the system, which is often called a quantum trajectory, is described by the stochastic
Schrédinger equation, the jump ODE [Wiseman and Milburn, 2009]

2 0 1 | 3

. . 4 A A h,\"'/\ l (t) A+A . 5 .o
dji ()i=4dN@t)@g——— 1A +dt it 5 (t)i:
A ® 2 2

(2.22)

2.2.3 Homodyne detection

An alternative to photon-counting detection is to mix the outgoing light with coherent
light from a local-oscillator laser on a beamsplitter and measure the intensities at both
output ports, see Fig. 2.2(b). To warm up, let us rst consider the situation where
the intensity of the local oscillator's eld is comparable to the intensity of the emitted
light. We denote this case asweak homodyning Let the single-photon state of the
B-mode at the other port be de ned identically to the mode &. We expand a coherent
state using only vacuum and single-photon states
E P2
n 1 JTJt o+ Pt (2.23)

Mixing the two states on a 50:50 beamsplitter results in
E -

pP—
OssO(jOi ~ t = 1 %jehej Hzt 0; 0
r
N % + P=a 1 Oi (2.24)
r —
+ % P—x jO; Li :

Introducing the photocurrent variable g = n m, which measures the intensity dif-
ference of the two outputs, we see that there are three possibilitiegj= 1;0;1. The
associated probabilities of the three outcomes are given by the norms of the three
di erent terms in Eq. (2.24),

P 1= 5 2 LM+ hiehei 029
peo =1 t 2 't higheji

After the measurement, the three possible states of the system are proportional to

g= 1: P=x ji;
jj2t (2.26)

> joi:

q=0: 1 %jehej
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By setting =0 (i.e., no mixing with a local-oscillator eld), we recover the previous
case where the qubit simply has a chance to decay

q= 1: P=r

joi; (2.27)
as well aspg=1 + Pg= 1 = P1 and pg=0 = p2. The only di erence is that the emitted
photon is randomly split between the two detectors, with the sign ofg containing no
information about the state of the qubit.

Consider now thestrong homodyningcase, where we mix the signal with a strong
coherent local-oscillator eldj j 1

2_ n
Zp—: (2.28)

R
ji=c()jni;c()=e
n!

n=0

Recall that here the Fock stategni = {%jOi are de ned by the creation operatorfy =

Rt+t " . L .
pl—T ¢ B ds, describing the eld impinging on the lower port of the beamsplitter

during the interval t, see Fig. 2.2(b). For the modesa and B to match, the local-
oscillator laser has to be in resonance with the drive laser because, in the lab
frame, the eld a; picks up the phase of* rotating at the frequency of the drive
laser.

When the modes match, the 50:50 beamsplitter transformation takes the form

ay, B
&y 2
Oss b T aph (2.29)
2
E
In particular, this implies Ogs jO; i = P3P , i.e., a coherent statej i of the mode

Bis split into two coherent states of half the intensity when mixed with the vacuum
state jOi of the mode & on a 50:50 beamsplitter. Using the last two expressions, we
can write down the overall state of the qubit, the spontaneously emitted radiation
and the homodyne laser eld after the beamsplitter. To do so, we compute

O = (-ALqubit 0BS)(Ot -ALIaser)jOij i
t ., . P— L
(Oss  fquor) 1 7Jehej+ t &N jo; i
r !
1 Ljehe+ @ B poips
2 2 203

(2.30)

which is the operator mapping the qubit state at timet to the qubit state and the two
detected modes at timet + t. We can further simplify this expression by observing
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that
2, X n 2, X np_——
&jize %ayjni:e =2 p= n+1jn+1i
n! n!
n=0 n=0
”_ n+l
—e 7 pm jn+1i
n=0 ' 2.31
2—2X n n. . 2—2X n n. . ( )
e - p———jni=e ~ p——jni
n=1 (n)! n=0 n!

. .
= —ji;

wheren = ‘¥4 is the photon number operator. Labeling the photon number operator
for the B mode asm = BB, we can then rewrite Eq. (2.30) in a very intuitive form

U= 1 ;jehej+ptn UL P5iPs (2.32)

Again, U j i directly gives us the state of the qubit and the detected modes, while
MmO =P Pumi o tinmi (2.33)

gives the conditional state of the qubit together with the probability to detect n and

m photons, respectively. In the measurement process, superpositions of states with
di erent photon numbers collapse such that the state after the measurement is a
classical statistical mixture of the possible outcomes,

R
Pum | t+ tiomh ot tjnm J nimhn;mj (2.34)
n;m=0
One easily sees from Eq. (2.32) thaj ¢+ tjnmi = | t+ tjn mi, i.e., only the

dierence (n m) of the photon counts contains information on the state of the
gubit, while the sum (n + m) only describes the shot noise of the local oscillator. It
is therefore su cient to keep the dierence g= n m and discard the sum, which
de nes the state 2

Pgj t+ tigh t+tigl J dhq ; (2.35)
o= 1
where
ps
Pq = Pnin+q: (2.36)
n=max(0 ; q)

In a slight abuse of notation, we can formally introduce the joint quantum state of
the qubit and the count dierence qasO ¢ i with

o E E % q___
0= 1 Ljeng+ € In -

where = i()a
g= 1
(2.37)
and §jgi = gjqgi, which gives rise to the same post-measurement state. Here, we have
employed

R P Po 2, o
o )= CG(= 2Giq(= 2)=e lg( ¥; (2.38)

n=max(0 ; q)
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wherel,(z) is the modi ed Bessel function of the rst kind.
Next, we use that the distribution of g on the right-hand side of Eq. (2.38) is well

approximated by theghormal distribution N (0; 2) in the limit 1. Therefore, we
replace the state = of an integer-valuedq in Eq. (2.37) with
Z, 1 qz 1=2
j i= . pzfexp( >2) laidg (2.39)

of a continuously valued and normally distributed g, and we also introduce a continu-
ously valued operatorg. In the regime of interest 1, the actual value of does not
play a role. To get rid of it, recall that 2= 1t is the intensity of the local-oscillator
laser in the time window t, so it is more convenient to work with the laser power ,
which is independent of the choice of the time windowt . Then, we can rescale the
photon count di erence to

] = I—q (2.40)

to eliminate the laser intensity. Equation (2.37) now reads

U= 1 %jehej+j‘/\ i (2.41)
where the initial state j i of the rescaledj can be obtained form Eqg. (2.39) and
satis es L .

Po(i) = jhij ii2= p——exp (2.42)
2t 2t
In addition, this allows us to de ne the homodyne current

as the photon count di erence per time. At this point note that Eq. (2.41) implies
the stochastic Schrodinger equation

n (0]
dji7i=dt i PR OLE Ik (2.44)

whereH is the Hamiltonian of the qubit inside the cavity in a rotating frame and j ~i
is an unnormalized qubit state [Wiseman and Milburn, 2009].

We now show how the measured value df is distributed. The marginal distribu-
tion of j after the measurement reads

. N2 y t .. A 2
PG)= HjO¢j«d = Hj 1 —-lehe + A jij

2

t
Po(j 1 —jehej+ |~ i
o(j) 5 Jehej + ] j ot (2.45)

. . t ... t ... o
Po(j)h ¢ 1 7J6hel+l"+ 1 TJeheHJ" jol

Po(j) 1+(j? t)ni +jhi
From P(j) one easily deduces the expected value and the variance jof

EG)= t Wi ;  Var(j)= t: (2.46)
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It has the form of a Wiener process [Kloeden and Platen, 2013] with drift
j= Nt + W (2.47)

where W is the increment of a Wiener process for a time intervalt (a normally dis-
tributed random variable with zero mean and variance t ). To describe the setup con-
sidered in Chapter 6, we include the Hamiltonian of the qubitf = (N 2+ (1))
and setdt = t suchthatl * dt .1 1to obtain

Oa= 1 in +i( On+ )T efr s
1, (2.48)
with ji= Po(j)jjidj:
1

2.2.4 Formal solution of the stochastic dynamics as a Iter

The expression just derived for the in nitesimal time evolution O4; can be composed
for all time intervals to de ne the evolution over a long period [0; t]

Oi= Og(t dt):::0g(dt)0q(0); (2.49)

where each time step manifests a new quantum system for the photon detection dif-
ference measured during the corresponding in nitesimal interval. The joint state of
the qubit and all values of the observed homodyne current fos 2 [0;t] at the nal
time t is

(@)
s o
( )AX 5NN (N )ds i sij oi:

Oij oi =T exp  ( "
(2.50)

Hence, for any xed values of the measured currentl(s) = js=ds we can nd the
(unnormalized) state of the qubit conditioned on these outcomes

O
hsiOtj of = cyDyj oi ; where
s z, (9 (2.51)
t=T exp ( iEAz iTAx §A+A + J(s)™ )ds
0

and ¢y = Qsh' s] sl is a scalar independent of the input statej oi. Thus, the state
of the qubit at time t conditioned on the homodyne detection record reads

j il Bij oi; (2.52)
and for mixed initial states 7 / Iﬁt"olﬁty. The expression of the operator
Z
_ 171t i i(s)+2J(s)
t=T expé . i(9) i ds (2.53)

can be thought of as a lIter relating the record of the drive elds { and the values
of the measured homodyne current]; to the map between the states of the qubit
at times 0 and t, represented here by a two-by-two complex matrix. In an actual
experiment, D can be computed, for example, by discretizing the integral.
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Notably, even if the initial state of the qubit is unknown, e.g, % = 31, the
quantum state
N _ "Dy

¢ =
Tr 61/\06%/

becomes pure after a certain characteristic time. This is because the stochastic dy-
namics essentially decouples the state of the system at time from its state in a
distant past. On the other hand, the measured homodyne currentl; reveals infor-
mation about the unknown initial state and we have just shown how to lIter this
information, as

(2.54)

P(thj oi) - klﬁt] 0ik2
P(Jtjj oi)  kDtj oik?
for any two initial states j oi andj oi.

(2.55)

2.2.5 Derivation of the norm-preserving stochastic Schrédinger equa-
tion

The stochastic Schrédinger equation (2.44) does not preserve the norm of the state
j (1)i as indicated by the tilde. Using

d~=jd7ih7j+ j~hd 7+ jd ~hd 7J; (2.56)
we can derive the corresponding stochastic quantum master equation

d-= (4 ddt+ D[* ]-dt+ "

J () N ~+~N dt (2.57)
which does not preserve the norm of the density matrix. Note that the last term in
Eq. (2.56) contains a contribution of orderdt sincedW? = dt. Thus, the term is in
fact relevant and cannot be neglected. The last term in Eg. (2.57) shows that the state
~ depends on the homodyne signal (t), but the norm of ~is not preserved during
the time evolution. This can be compensated by adding a correction term

P-adt dw) »n ~+-nv P

T o+ ~dW (2.58)
which cancels the last term in Eq. (2.57) without introducing any new, norm-violating
terms. On the level of the stochastic Schrédinger equation, this term can be generated
by adding a contribution
p_
Eh/\ +AL0N dt §hA +1,i2dt Th,\ +M,0dW i (2.59)

Using Equations (2.47) and (2.46), we obtain the normalized stochastic Schrédinger
equation

dii= RS M %h"xiz(t) jidt
) . (2.60)
_ .1

2

+ Pxi ¢y J 1dW(t);

which represents a stochastic di erential equation (SDE) in the It6 sense.

We close this derivation by a few additional comments:
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Balanced homodyne detection: Technically, we have derived in Sec. 2.2.3 the con-

ditional dynamics of a qubit subjected to balancedhomodyne detection by con-
sidering a beamsplitter with half transmittance. Alternatively, one could con-
sider a beamsplitter with full transmittance. This so-called unbalanced homo-
dyne detection scheme has, however, a few crucial disadvantages. While we can
cancel the shot noise of the local oscillator by considering only the di erence of
the photon counts between the two detectors in the balanced scheme, we cannot
avoid a large background eld/j j? in the unbalanced one. Fluctuations in the
background eld are indistinguishable from the actual signal (and can drown it
out). Remarkably, the relevant information on the quantum state's eld quadra-
ture is identical in the unbalanced and balanced homodyne detection scheme.
Therefore, Wiseman and Milburn [2009] only consider the more straightforward
unbalanced case.

Conditional dynamics: Our analysis assumes that the quantum system is com-

pletely surrounded by detectors {.e., other quantum systems) that track every
exchange to and from the system. In other words, we monitor all photons
within the solid angle of 4 of the cavity. The instantaneous state of the sys-
tem is thus always conditioned on the measurement outcome because the state
depends on a random sequence of previously recorded events. Recall that this
conditioned random evolution of the quantum state is called a quantum tra-
jectory, cf. Sec. 2.2.2. Further, it is easy to verify that the averaged dynamics
of an ensemble of quantum trajectories will satisfy a Lindblad quantum master
equation describing unconditioned dynamics. Therefore, one also speaks of an
unraveling of the quantum master equation [Wiseman and Milburn, 2009].

Dissipation and decoherence: In principle, we could include dissipation and de-

coherence e ects as non-monitored interactions with the environment by utiliz-
ing a stochastic quantum master equation [Eq. (2.57)] instead of a stochastic
Schrodinger equation [Wiseman and Milburn, 2009]. However, Dalibaraet al.
[1992]; Dumet al. [1992]; Mglmeret al. [1993]; Plenio and Knight [1998] have, in
fact, introduced the quantum trajectory approach to simulate dissipative quan-
tum system by assuming that all interactions are monitored. Computationally,
the quantum trajectory approach has smaller memory demands as one simulates
a state vector instead of a density matrix. Of course, it comes with the need to
compute an additional ensemble average. We refer the reader to the textbook
by Wiseman and Milburn [2009] as an accessible introduction to this topic and
for an extended discussion about the di erent origins of the respective quantum
trajectory according to an experimentally accessible detection or a non-physical,
purely numerical approach.
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Chapter 3

Framework for Scienti ¢ Machine
Learning

This chapter will introduce a general framework for scienti ¢ machine learning, which
is a mixture of scienti c computing and ML. Here, we focus on examples where NNs
are the basic building blocks for parametrizing unknown components of the model.
We refer the reader to other works for more introductory material regarding the ba-
sics of ML [Goodfellowet al., 2016; Mehta et al., 2019; Marquardt, 2021]. In this
chapter, we will lay the groundwork for the following chapters by focusing on what
makes NNs special, the contexts in which we will use them, optimize them, and how
structural assumptions improve sampling e ciency and the optimization procedure.
To do so, we discuss inverse problems, such as control and parameter-estimation tasks,
in Sec. 3.1. We will nd that the gradient of a loss function is the central component
for optimization and thus for the solution of an inverse problem. Therefore, we will
introduce automatic di erentiation in Sec. 3.2 as a tool to compute derivatives of ar-
bitrary computer program structures. Section 3.3 then establishes NNs as the central
building block of our studies. We discuss their properties as function approximators
and re-derive the gradient rule (the backprogagation algorithm) employed within
AD frameworks. Finally, we consider three examples where constraints that encode
additional structural or physical knowledge into an ML algorithm have immensely
boosted the algorithm's performance.

3.1 Solving inverse problems

Inverse problemsare among the most important mathematical problems in science
and arise in a variety of situations. Speci cally, in this thesis we consider optimal
control and parameter inference tasks. To understand what inverse problems are, let
us rst recapitulate in general terms what a forward problem is.

Forward problem

Scienti c models such as Newtonian physics, Maxwell's equations, or the quantum
master equation are simpli cations of complex phenomena that serve as surrogates
for the countless experiments by which the models have been validated. De ne the
state as the solution of the mathematical equations governing the model, such as or-
dinary, stochastic, or partial di erential equations, and the observation operator as
the operator that maps the state to an observable quantity. Furthermore, we de ne
the parameters as any features that can contribute to the de nition or classi ca-
tion of the particular physical system. Relevant examples are interaction strengths,
mass distributions, hopping integrals, control parameters, and magnetic eld values.
Solving the forward problem is (at least conceptually) straightforward:
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1. determine the state of the system given the physical parameters and (possible)
initial conditions.

2. apply the observation operator to the state to predict the observations.

This suggests the introduction of aforward operator f satisfying

g=1f (x); x  p(x); (3.1)

which maps inputsx drawn from a probability distribution p(x), such as initial condi-
tions, noise values, or measurement results, given a set of parametersto predictions
¥, according to the two-step procedure. We refer to this evaluation of the two-step
procedure asforward pass

Example: A qubit in a magnetic eld subjected to homodyne detection

Consider a qubit in a cavity subjected to homodyne detection, for which we have
derived the scienti ¢ laws describing its dynamics and the corresponding measurement
outcomes in Sec. 2.2.3. Then, the two steps of the forward pass (if done via a computer
simulation) can be explicitly stated as follows:

1. To x X, randomly sample a state on the Bloch sphere as initial condition
and scalar noise incrementsdW to construct the noise process. Then, solve
the SDE (2.60) forward in time to nd the quantum trajectory with xed
parameters of the controller but time- and state-dependent control drive (see
Ch. 6).

2. Reconstruct the measurement signal,e., the observed homodyne current, based
on Eq. (2.47).

Inverse problem

As the name implies, the inverse problem is to solve the inverse task. Given a model
and observational datay, how should be chosen so that the output off best ts the
data? The shooting method [Pres®t al., 2007] approaches this inverse problem based
on a user-de ned, case-speci c loss functior. that measures the similarity between
the model output and the data

L()= Ex ppo [L (Y ()i f ()] (3.2)

A common choice of thesample-speci c loss functionsL (x;y(x);f (X)) is the mean-
squared error (MSE) between the data and the predictions

L OGy();f (x) = jiy(x) f (x)ji®: (3.3)

We refer the reader to Secs. 2.1.2 and 8.2 for detailed descriptions of the sample-speci ¢
loss functions that we will employ. Note that in the context of optimal control, we
simply provide the datay, e.g, the target states, that the control must produce. The
resulting loss function [Eq. (3.2)] is optimized by generating new predictiond (x)
with (iteratively) updated

Example: A qubit in a magnetic eld subjected to homodyne detection

There are a variety of di erent inverse problems that can be devised. Take as an
example:
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~ Quantum control: Use the delity [Eq. (2.4)] in a loss function to nd optimal
parameters of the controller to prepare and stabilize a given target state.

" Parameter inference: infer and , for instance, from the experimentally mea-
sured homodyne current data.

Optimization of L

In most cases, we cannot calculate the classical expected value in Eqg. (3.2) exactly
but instead, we approximate it by drawing a batch of b samples from the distribution
of x

Xo
LC)  + L (xy(xi)if (xi); (3.4)
i=1
wherebis called the batch size
To minimize the loss functionL in Eq. (3.4) [or Eq. (3.2) if feasible], also known as
the training process, we generally distinguish between local and global optimization
methods:

Global methods can be required in loss-function landscapes without a clear domi-
nant gradient pro le and non-convex problems. However, global methods [Neu-
maier, 2004] are computationally extremely expensive, as they aim at nding the
global minimum, for which the whole parameter space must be explored. In ad-
dition, they often do not perform optimally over large connected domains within
the total optimization space, as recent benchmarks [Liet al., 2013; Arnoud
et al., 2019] indicate. Furthermore, global methods, such as controlled random
search with local mutation [Kaelo and Ali, 2006] or the particle swarm opti-
mizer [Bonyadi and Michalewicz, 2017], tend to employ a lot of heuristics [Pearl,
1984] that are not guaranteed to nd the solution. At the same time, global opti-
mizers have the bene t that they (typically) do not require f to be di erentiable.
Exceptions are global optimizers that utilize a gradient-based sub-routine. As
an example for such a routine, one might randomly sample the space and then
use gradient descent as a local optimizer (see below).

Local methods nd local minima of Eq. (3.4). For our purposes (and most practical
applications) nding the global minima is desirable but not essential, because
any su ciently good parameter estimate is valuable and usually an improvement
over what is possible without numerical optimization. Therefore, there is little
harm in doing an incomplete local search. Most local optimizers use a derivative
information to nd a local minimum. In the (batch) gradient descent method,
we iteratively update the parameters using

dL
(k+1) = (k) (k)di(k) : (3.9)

where () > 0is commonly referred to adearning rate. Both xed-step size and
adaptively adjusted values for () are used in practice. For example, the Optim
package [Mogensen and Riseth, 2018] utilizes the Hager Zhang backtracking-line
search [Hager and Zhang, 2006]. Intuitively, Eq. (3.5) implies that we must
follow the direction of the negative gradient in each iteration (k). Instead of
using the whole batch of data in Eqg. (3.4), we can also usaiinibatches with
fewer samples. In this case, one speaks efochastic gradient descent. The
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iterations over the entire batch will also be calledepochsor training epochs in
the following.

Solving the root nding problem g—L = 0 can be accomplished using higher-order

derivative information by the Newton-Raphson method, which translates to the
update scheme

dL

- 1 :

k+1) = @ HCw) 57— (3.6)
d (9

where the Hessian matrixH ( )j = ddlz—d'-l is used. However, computing the

full Hessian matrix is typically infeasible, and thus many optimization tech-
niques attempt to avoid the Hessian. A commonly used intermediate method
is the Broyden Fletcher Goldfarb Shanno (BFGS) method: a gradient-based,
guasi-Newton optimization method that attempts to approximate the Hessian
along the iterations to change the method's step behavior. It uses the history
of previously computed iterations to build a fast Hessian approximation. |If
we keep only a limited, constant length of the history, for example, ten iter-
ations, we obtain the L-BFGS method, one of the most frequently employed
optimization methods. Many other improvements on the basic gradient descent
algorithm [Eq. (3.5)] have been proposed. We will speci cally use the Adam
optimizer [Kingma and Ba, 2014] which computes running averages of both the
gradients and the second moments of the gradients in the update step. The
idea of the average of the gradient is to add only a tiny fraction of the current
gradient but mostly keep moving in the previous direction, as a patrticle with
momentum would do. This direction is rescaled by the second moment of the
gradient to account for varying gradient sizes.

Convergence of gradient descent

Let us have a look at the convergence properties of gradient descent. Suppose the loss
function L : R" ! R is convex and di erentiable, and that its gradient is Lipschitz

continuous with constant > 0, i.e., i~  §5ii? i1 22 forany 1, o.
Then, one can show [Wolfe, 1969; Nesterov, 2003] that if we run gradient descent for
K iterations with xed step size ( = 1 it will result in a solution L( (K))
satisfying
i o i
L) L) —F— (3.7)

where L( ?) is the optimal value at . Therefore, gradient descent is guaranteed to
converge with a rateO(Ki). However, Eq. (3.7) only holds if the assumption Lis
satis ed. This brief analysis thus shows that we must be careful not to choose too
large (but also not too small) in practice.

Batch or stochastic gradient descent?

Furthermore, the choice of batch size is important [Goodfellowet al., 2016]. In batch
gradient descent, we compute the gradient over the entire batch, averaging a vast
amount of information. Besides a large memory consumption (which in principle
could be managed), one nds that batch gradient descent often terminates in narrow
local minima (with poor ability to generalize) or gets stuck in saddle points [Keskar

et al.,, 2016]. In stochastic gradient descent, based on a tiny number of samples,
one nds that the gradient is very noisy and points in a di erent direction than the
batch gradient, which impedes convergence. However, we can tune the noisiness and
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accuracy by the batch size. At the sweet spot, we have su cient stochasticity to avoid
bad local minima while still having su ciently accurate and computationally e cient
gradient information.

Hyperparameter optimization

We have seen that the optimization of hyperparameters, such as the batch size and
the learning rate, can be an essential ingredient. From the extensive portfolio of
state-of-the-art numerical hyperparameter optimization techniques, Bayesian opti-
mization [Brochu et al., 2010] and bandit-based techniques [Let al., 2017a] form
two main branches that have a fundamentally di erent working principle. On the one
hand, Bayesian optimization methods propose in each iteration new hyperparameter
con gurations based on a probabilistic model and an acquisition function [Brochu
et al., 2010]. On the other hand, bandit-based techniques perform a random search
in the hyperparameter space. For example, the popular Hyperband method [Lét al.,
2017a] starts with a random con guration for a given budget, e.g., the number of
training epochs, then ranks these con gurations, and continues with a subset of them
for larger budgets, until the maximum budget is reached, where the best con guration
is returned. Later in this thesis, we will use the Bayesian optimization and hyper-
band method (BOHB) [Falkner et al., 2018] which attempts to combine Bayesian
optimization with hyperband. We refer the reader to Ch. 5 and the associated refer-
ences [Brochuet al., 2010; Liet al., 2017a; Falkneret al., 2018] for more details.

An exciting research direction is to determine the optimal batch size and the asso-
ciated learning rate based on tools from statistical physics. For example, Yaida [2018]
has derived uctuation-dissipation relations in a discrete-time setting that link hyper-
parameters and measurable quantities in the stochastic gradient descent algorithm.
Earlier attempts considered a continuous-time version where the stochastic gradient
descent is mapped onto a stochastic di erential equations [Mandet al., 2015].

Besides theoretical results and numerical optimization techniques, hands-on expe-
rience can play a key role, speci cally when NNs are involved. As an example, LeCun
[2018] puts it this way:

Training with large minibatches is bad for your health. More importantly,
it's bad for your test error. Friends don't let friends use minibatches larger
than 32 [Masters and Luschi, 2018].

Gradients of L

The most central quantity used in local optimizers is the gradientg—'- of the loss
function L with respect to the parameters . Note that

de 1% dL (y(i)if () .

d b, d

(3.8)

so we can (typically) average the derivative of all samples. Clearlysymbolic di eren-
tiation may quickly become infeasible for computing the gradient because symbolic
di erentiation can easily generate exponentially large symbolic expressions [Baydin
et al., 2017]. Recall the de nition of the derivative with respect to the j th parameter
in terms of a nite-di erence quotient

L+ L,
37"_ = lim ———; (3.9)
;T
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which gives rise to another family of di erentiation tools. Equation (3.9) lies at
the core of numerical di erentiation algorithms. The simplest algorithm is obtained
by inserting a small but nite into Eqg. (3.9). Alternatively, one often symmetrizes
Eq. (3.9) by using a two-point stencil,! which results in the symmetric nite-di erence

quotient . .
do _ L+ P
a, = 5 ; (3.10)
or higher-order stencils such as the ve-point stencil [Sauer, 2012]. Since we evaluate
these expressions using oating point arithmetic, the choice of is important in prac-
tice. On the one hand, if is chosen too small, the subtraction will result in a large
round-o error that goes as O(1=). On the other hand, if is chosen too large, the
estimate of the slope of the tangent by using the secant becomes worse. Given the
truncation used in Eq. (3.10), this second error, the truncation error, is of the order
of O( ?). In standard numerical analysis textbooks [Sauer, 2012], one nds optimal
values for balancing the round-o error against the truncation error for di erent
numerical di erentiation algorithms. However, even when is chosen perfectly, we
cannot expect machine precision for the derivative approximation. Also, note that
the computational complexity of numerical di erentiation scales multiplicatively with
the number of states and the number of parameters, which is particularly bad in most
ML approaches containing millions of parameters. Therefore, we are aiming for a
more sophisticated approach.

3.2 Automatic di erentiation

Automatic di erentiation (AD) denotes a family of techniques for e ciently and ac-
curately computing derivatives of numeric functions expressed as computer programs
at machine precision [Baydinet al., 2017]. In a nutshell, AD reduces the problem of
computing derivatives down to simple(r) parts, for which we have implemented di er-
entiation rules by hand, and then AD combines those rules via the chain rule. Hence,
it is intuitively clear that knowing rules for more complicated functions speeds up the
AD process by not breaking computations down as much. It is noteworthy that, as
far as computational complexity is concerned, it is guaranteed that the computational
e ort, compared to the forward pass, increases only by a small constant factor despite
the additional demands for AD arithmetic and bookkeeping [Griewank and Walther,
2008].

3.2.1 Wengert trace

Wengert [1964] introduced theevaluation trace also known asWengert trace or tape,
which is one of the key concepts in AD. The resulting visualization of the dependencies
of the Wengert trace, the computational graph [Bauer, 1974F is a directed acyclic
graph representing the sequence of elementary operations that a computer program
applies to its input values to compute its output values, i.e., following the forward
pass. The nodes of the computational graph represent the elementary computational
steps of the program calledprimitives. The outcome of each primitive operation,
called anintermediate variable is evaluated in the forward pass through the graph.

1A stencil is de ned as a geometric arrangement of a set of points related to the point of interest
(here ;) using a numerical approximation routine.
20ther authors also use the terms computation graph or compute graph
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Let us follow the notation of Griewank and Walther [2008], where a functionf is
decomposed using intermediate variables; such that

" X=V n,i =1;:::0;n are the input variables,
" v, i =1;:::;1 are the intermediate variables, and
"y = Vi, i =1;:::;m are the output variables.

The variables can be multifaceted. They can be scalars, vectors, or other higher-
dimensional objects.

Example: Chain topology

The simplest possible graph has a chain topology and an example of such a graph is
shown in Fig. 3.1(a). Starting from the input variable vp, one computes an interme-
diate results, vy, before reaching the output variablesv,. The forward pass therefore
simply traverses the chain graph in sequential order and reads

Vo! vi! vy (3.11)

An example computation of a functionf that can be represented on such a computa-
tion graph is

f (x) = sin(x)?; (3.12)
where the variablesv are given as
Vo= X
v1 = sin(vp) (3.13)
Vo = V2

For a given input value x = -, we obtain the numerical values

Vo= X = <

2
vi =sin(vp) = 1 (3.14)
Vo= vi=1:

Example: More general directed acyclic graph

Evidently, not all functions can be represented by a simple chain topology. Consider
the function f : R2! R?

sin(x)?
cosy)

which has a slightly more sophisticated graph structure with two inputs and outputs,
as sketched Fig. 3.1(b). The unravelling in terms ofv is given as

f(xy)= ; (3.15)

V1= X
Vo=Y
vy =sin(v 1) (3.16)
V2=V 1Vo
V3 = V2

V4 = COS(V2) :
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Figure 3.1: (a) Simple chain graph according to a computer program
evaluating Eqg. (3.12). (b) More general directed acyclic graph accord-
ing to a computer program evaluating Eqg. (3.15). (c) Solving the ODE
of a qubit in a magnetic eld [Eqg. (3.23)] by the explicit Euler scheme.

At a point (5;2), we obtain

V 1=X= E

Vo=y=2

vy =sin(v 1) =1 (3.17)
Vo =V 1Vo =

va= vZ=1

Vg =cos(vp) = 1:

Example: A qubit in a magnetic eld

Beyond these toy examples, we can also construct the computation graph for more
involved examples. Suppose the outpuy of our program is computed by solving an
ODE with parameters in a time interval [to;t1], i.e.,

y = solve(yo; to; t1; ) (3.18)
with q
Y _ ot
a - Fest) (3.19)

whereyp denotes the initial condition. For instance, we may want to computedyd(—“).
Let us consider as an example the Schrédinger equation [Eq. (2.11)] with Hamil-

tonian [Eq. (2.12)] for a qubit in a magnetic eld with constant drive value  for an

initial state prepared in jei, = %(jei + jgi) with the explicit matrix representation in
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the z-basis:
o= 1
=9
iz O
T (3.20)
1 0 '
70 1
01
X710

Anticipating the problems of major AD packages with complex numbers, we map
all complex-valued vectors and operators to their real-valued counter-parts, by the
isomorphisn?

Pl joei = ) R
J iml (3.21)
T Im[8] Re[0]
which for a general qubit statej (t)i = cejei + cgjai implies®
0 1
Refce]
ji= %0 i = BRel
Cg . 1ISO Im[Ce]
Im[cg]
(3.22)
| e = z 0
A Z;1SO 0 ,
| iem = X 0 :
X - X;1S0 0 X ’
such that the Schrédinger equation is transformed as
where the right-hand side contains only real-valued quantities and
Hi = Im[H] ReH] _ O z 0 X (3.24)

ReH] Im[H] 2 ;2 0 2 x O

For the sake of simplicity, suppose we solve the ODE (3.23) with a standard explicit
Euler scheme,
j (t+dt)i=j ()i+dj i (3.25)

3In principle, we can derive AD rules for complex-valued computations, see the ChainRules docs
for instructions [White et al., 2021].

4We do not use the normalized form of Eq. (2.13) to make the generalization to other systems
straightforward.
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for only one step with constant step sizedt.®> The computational graph resulting from
this task for one step of the ODE solver is visualized in Fig. 3.1(c).
We can write the forward pass again in terms of the intermediate variables

V 5=
V 4=
Vv 3= Re[ce]
v 2 = Re[gg]
v 1 =1Im[ cg]
Vo = Im[ ¢g]
w=Ys 0 2 Ve 0 « (3.26)
2 z 2 x O
0 1
V 3
szaz§
1
Vo
V3 = vivodt
Vg = V2 + V3]

where we have already eliminated constants from the input variables. Note that for
several Euler steps it would continue as follows

Vg = V1V4dt
Vg = V4 + Vs (3.27)

and input arrays, such as the initial condition, are decomposed into their scalar enti-
ties, seev 3 to vg.

5Of course, the Euler scheme is a terrible choice for integrating most dynamical systems. Friends
don't let friends use the Euler solver for ODE integration. Itis a rst-order scheme with very limited
stability. The stability region of an ODE solver can be determined by a stability analysis of the test
problem y%t) = y (t) [Wanner and Hairer, 1996; Butcher, 2016], and indicates, e.g., the maximum
step size at which the numerical scheme is stable. For example, we can answer the question whether
or not a computed result remains bounded. In the case of the Euler scheme, the stability region is
given asfz 2 Cjjl+ zj < 1g, where z is determined by the eigenvalues of and the step size [Butcher,
2016].



3.2. Automatic di erentiation 33

Evaluated for =20 ; =10 ;dt = £, we obtain

V5—20
v 4=10
Vs po
TP
Vo= pe
2P
v 1=0
Vvo=0
0 1 0 1
0 01 O 0 0 0 1
_ 0 0O 1§ %o 0 1$
V1‘10%1000+5o 10
0 10 O 1 0 00
01
1 (3.28)
vo= po 8L
23
0
0 1
0
0
vs=B1 5 53
10 > 0
L B+5 2
0 2 1
"
P
Vg = 1 p_
v P5 5
A _
15 p%+52

Armed with a basic understanding of a Wengert trace, we can now describe how to
compute a derivative recursively. The central observation will be that AD is like a
compiler trick where a code that computesf (x) is transformed into a code that
computes both f (x) and f {x). On a mathematical level, this boils down to the
computation of Jacobian-vector products and Jacobian-transpose-vector products for
forward and reverse mode, respectively [Rackauckas, 2021]. Fundamentally, this trans-
formation procedure relies on the local property of the derivative computation: We
only need to know the input valuex of a function and its derivative rule f °to compute
the value of the derivative f {x).

3.2.2 Forward-mode automatic di erentiation

In forward-mode AD, we associate with each intermediate variable; the value of the
derivative (typically called the tangent)

@y
+ T @x

with respect to a particular (scalar) input x; of interest. Applying the chain rule to
each primitive operation in the forward pass then generates the corresponding tangent

(3.29)
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(derivative) trace. Importantly, this tangent trace of vj; 6 values is run in lockstep with
the primal trace of the forward pass to avoid storing all intermediate variables. In
other words, forward-mode AD starts at the beginning and di erentiates each step of
the computation.

Given a programx; ! y; taking a scalar input x; and computing a scalar output
y; written as a composition of functions

f=f fL 1 fi (3.30)
with an intermediate step of the form of

vi = fi(vi v o250); (3.31)
di erential calculus tells us that in nitesimal perturbations can be expressed by the

total derivative @f @f
@y 1de 1+ @y zdv,- o+ il (3.32)

If the in nitesimal perturbation is due to a variation in input x;, we have

@f @i, @f @va_ ...

de =

Vi = A 3.33
@y @x @y @x (3:33)
which illustrates how the derivatives are pushed forwards through the graph.
Example: Chain topology
Application of the forward-mode AD procedure results in
VO:XZE Vooo=Xx=1
vy =sin(vp) = 1 V1,0 = COS(Vo)Vpo = 1 (3.34)
o= v2=1 V20 = 2V1V30 = 25

where the tangent trace is shown on the right-hand side, which can be easily veri ed
with respect to the analytical derivative for Eq. (3.12)

f X)ix=, =2€08(X)jx=, =2 (3.35)

The value x =1 in Eq. (3.34) is called theseed The procedure generalizes naturally
to computing the Jacobian of a functionf : R" ! R™. In this case, with each forward
pass we obtain the derivatives of allm outputs. However, we must seed each of the
input variables individually.

Example: More general directed acyclic graph

For the second example [Eg. (3.15)], the Jacobian is given as

@i @i
j= @ @ = 20k 0 (3.36)
@ oy sin(xy)y sin(xy)x

®One often denes vii = v; to simplify the notation because a particular seed associated with
input i is held xed which we will see in the following. For pedagogical reasons, we usevj; to make
the input dependence explicit.
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which evaluated ata = (Xx;y) = ( 5;2) yields

.20
Jja = 00 (3.37)
Seeding the rstinput x =1,y =0, we nd
V1=X=§ Vii1=x=1
Vo = y:2 Vo 1= 120
=gj = Vi; 1=C0S(V 1)V 1; 1=1
vi=sin(v 1) =1 Vi 1 (V )V 11 (3.38)
Vo=V 1Vg = V2. 1=V 1 1Vo+ V 1Vp 1=2
V3:V%:1 \13;1:2!1;1:2
Vs =cos(vo) = 1 Va; 1= sin(v2)vp; 1=0:
Seeding the second inpuk =0;y =1, we nd
ViEX= 5 V 1;0=x=0
Vo=y=2 Voo=y=1
— o _ V1,0 = €oS(V 1)V 1,0=0
vy =sin(v 1) =1 ] ) (3.39)
Vo =V 1Vg = V2.0 =V 10V0t V 1Vp0 = 5
V3=V%=1 \13;0=2¥1;0:0
Vg =cos(vz) = 1 Vao = sin(v2)vp,0 =0

In more general terms, we discover that by seeding with théth unit vector, i.e.,
Xj = €, we can reconstruct the values of theith column of the Jacobian matrix
evaluated at a specic point. Therefore, we can reconstruct the full Jacobian by
n seeds or, equivalently,n augmented forward passes. Note also that if we seed
Xj = ri with a vector r, we will compute a Jacobian vector product in a single
forward pass. This contains the special case of a multivariate function with a single
output f : R" ! R, where we aim for computing the directional derivative alongr.
Furthermore, all derivatives for functions satisfyingf : R'! R™ are thus obtained
after a single forward pass.

Let us consider our program again as a composition of functions [Eq. (3.30)]. We
observe that forward-mode AD is based on propagating the actions of the Jacobians
forward, e ectively starting from the vector r at every step of the program:

Jr = JL(JL 1(2 ::(Jlr))) ; (340)

where Jj is the Jacobian of the functionf;. Therefore, Jacobian vector products are
the primitive operations of forward-mode AD!

Example: A qubit in a magnetic eld

To be equipped for Ch. 4, in which we deal with sensitivity analysis of DEsj.e., how
the output of the DE solver changes when the input changes by a small amount we
write down the tangent trace for the computational graph of the qubit program.

In this case, we have intermediate computations [Eq. (3.31)] requiring array rules
for the pushforward operation. In the special case of matrix addition

Vi =V 1tV o2+ il (3.41)
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it follows from Eqg. (3.32) that
dvj =dvj 1+dv; 2+ i (3.42)

and thus
Vi SV it oot (3.43)

Also matrix multiplication is easily handled. If

Vi =V o1y 2t (3.44)

then
dvi =dvj 1vj 2 +Vv 1dy; 2+ (3.45)

and
Vi =V Vi 2tV oY 2 + (3.46)

We can, for example, pushforwardv s. 5 = 1 through the graph to investigate
how the state changes with respect to variations of :

v 5=20
v 4=10 Vis=1
1 V4 5=0
V 3= p—
3 % Vas=0
Vo= pe V2 5=0
2 Vi1 5=0
v1=0 Vo. 5=0
V0=0
% 0o 10 st 0 1
0 0 5 1 0O 01 O
vlzg) _1Bo0 00 1
10 5 O 0 Vi: 5= =
2 1 00 O
5 10 O 0
01 0O 1 0 O
1 0.1 (3.47)
v—pl— L 0
2 2 V2, 5=
0
0
0 . 1 0 L
0
0 o 0
sTBG P 5p2 V3 5=% ZO;QZE
N _
10 %+5 2 20 2
0 1 0 1
L 0
oL % 0 §
2 Vg, 5=
V4:%1 p@ 5p§ ﬁ%
10 > b
1 54573 e
0 5+

The tangent traces of the other inputs are obtained analogously.
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Selected implementation aspects

AD in forward mode is almost always implemented byoperator overloadingand dual
number arithmetic. A dual number is a multidimensional number containing the
primal value of the computation v; as the rst and the sensitivity v;; as the second
portion, respectively:

Vi Vi (3.48)

where is a nilpotent number, i.e., 60 and 2=0, conceptually connected with an
in nitesimal perturbation of the value v;.” This comes in handy because the nilpotent
algebra mirrors symbolic di erentiation rules

(Vi + Vi )+ (Vvjo+ vioi )=(V) + Vjo) + (Vi + Vjoi) (3.49)
(Vi + Vi ) (vjot vjoi ) =(Vjvjo) +(VjVie + Vi Vjo) ; (3.50)

such that we can infer the derivative of a functionf at a point x by applying f to the
dual number x + and extracting the derivative from the term, see Baydinet al.
[2017] for more details.

In operator overloading, this procedure is implemented based on a new type. We
may de ne a Dual type in Julia code as

struct Dual{T}
primal::T  # primal value
sense::T # sensitivity value
end

and then overload base operations for this type:

Base.:*(f::Dual, g::Dual)
= Dual(f.primal*g.primal, f.sense*g.primal + f.primal*g.sense)

An example of such an operator overloading forward-mode AD package is Forward-
Di [Revels et al., 2016]. Source code transformationapproaches are an alternative,
where based on a given source code, the derivative function will be directly generated.
To the best of the author's knowledge, only a few packages currently exist; examples
are Tapenade [Hascoet and Pascual, 2013] or Di ractor (work in progress) [Fischer,
2020].

One of the main challenges in forward-mode AD software suits is to handlgertur-
bation confusion [Siskind and Pearlmutter, 2005; Manzyuket al., 2019]. Perturbation
confusion denotes the failure to distinguish distinct perturbations introduced by dif-
ferent di erentiation operations and prevents one from doing general, higher-order
AD correctly. For example, a naive implementation will fail for

I

@
=~ =1
< f Y

x=1

@
@x

and yield a value of 2 instead [Siskind and Pearlmutter, 2005].

3.2.3 Reverse-mode automatic di erentiation

The drawback of forward-mode AD is that computing the gradients of a function
f : R"™ I R requiresn individual forward passes. Typically, we will thus prefer
reverse-mode AD for functionsf : R" ! R™ with n m.

"For higher-dimensional forward-mode AD implementations, several independent  directions with
i j =0 are used as perturbations.
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In reverse-mode AD, we associate with each intermediate variablg the value of
an adjoint process or cotangent

- Oy
@y

with respect to a particular (scalar) output y; of interest. vji denotes the sensitivity
of the output y; with respect to changes of the intermediate variablev;, which we
will pullback through the graph. This gives rise to a complication: While we could
compute v;; in forward-mode AD in lockstep with the primal trace, in reverse-mode
AD we must know the previous intermediate values. Thus, reverse-mode AD requires
a forward-backward-pass work ow. In the forward pass, we populate the intermediate
variablesv; and record all dependencies of the computational graph. In a subsequent
backward pass, we backpropagate the sensitivities from the outputs to the inputs. We
discuss implementation options in the last part of the present section. Let us rst see
what this looks like for the simple chain topology.

Viii (3.51)

Example: Chain topology

We initialize the adjoint trace of the backward pass by seedingvo2 = 1 (y = vo).
Application of the reverse-mode AD rule in Eqg. (3.51) to the function [Eg. (3.12)]

provides
@y_ @y@y@y

= —— = 3.52
@x @yQ@yQ@y (3.52)
through the chain rule. Thus, we obtain
_ ., @y _ _
Vo= X = E Vo2 = Vl;Z@iy = ZCOS(Vo) =2
vy =sin(vp) =1 - @y _ _ (3.53)

V1.2 = Vo.o—— 2V1 =2
Vo= vi=1 @y
2m Vo2 =1

where the adjoint trace shown on the right-hand side is evaluated from bottom to top.
We thus nd vp2 = Vo0 = 2 in agreement with our analytical result, Eq. (3.35).

Example: More general directed acyclic graph

Again, we nd that the procedure generalizes naturally to computing the Jacobian of
a function f : R" ! R™. In this case, we will obtain with each reverse pass tha
derivatives (the gradient) with respect to a particular output. This implies that we
must seed each of than output variables individually, as now shown? Seeding the

8Again, it is common to write vii = v; because we will always consider the sensitivity of one
output at a time.
°Here, we are not concerned with multi-seeding implementations.
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rst output vz3z =1, we nd

@y
V 1.3= Vl;g@Vl = 2COS(V 1) =2

V1= X= E
Vo=y=2 Vo3 =0
o - @
vy =sin(v 1)=1 Vg = V3;3@7§( =2@y=2 (3.54)
Vo =V 1Vg = 0 Y
V . =
V3= vZ=1 23
vzz =1
vs=cos(vp)= 1 ’
Vg3 =0
Seeding the second output/s4 = 1, we nd
@y
V14 = Vaag = 2vo=0
Vi=X= = Vi
2 : @y _ _
vy =sin(v 1) =1 V14=0 (355)
Vo =V 1Vg = @V .
Voa = Vaa—— = Sin(v2) =0
vaz V21 24 = Vaa gy (v2)
vs=cos(vo)= 1 v34 =0

Vg4 = 1:

Example: A qubit in a magnetic eld

For more sophisticated graph structures, we need to accumulate all incoming messages
from the child nodes for computing the adjoint [Liao et al., 2019]
X @v .

Vj;i = Vi —=— - (3.56)
k: child of j @V

As an example, consider the intermediate variable, corresponding to the initial state
of the qubit. The variable v, changes the nal statev, via vz and via v, directly. Thus,
to compute the adjoint we must sum the contributions from v, and vs.
White et al. [2021] and Giles [2008] derive a general recipe to compute pullback
operations for arrays. Take again a decomposition of the form

Xi 7V (v Vo iy 1) 7h vy Ty (3.57)

The main observation is that we can express any derivativ% of an output y; with
respect to an input x; as
@y_ X -
— = miivmiiF (3.58)
@x

whereh; ig denotes the Frobenius (component-wise) inner product. Because Eq. (3.58)
holds at any step, we also have

@y_
@x

Setting Egs. (3.58) and (3.59) equal allows us to solve for eadhy; knowing vp; .

Wi s Vi T F - (3.59)
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For example, the adjoint/pullback of a matrix multiplication
Vi =V 1Y 2, (3.60)
is given as [White et al., 2021]

S = y . o =y .

As a nal example, let us pullback the sensitivity of the third component of the
nal state (denoted as Va;m(c.])-

\' 5—20 ) @y ) 1 5 b
vV 4=10 V 5im[cg] = V1;|m[cg]@7\/5 = 10 PE +5 2
1
V 3= p= _ @y _ 1 5 p_
12 V' 4im[cg] = Vl;lm[cg]@i\/4 = 10 FFE +5 2
= 1
Ve pE V 3im[cg] = 5
vi1=0 V 2imlc] = 1
Vo=0 _
o o o 10 st timieel =2
Vo =1
o % O 0 5 1o§ 0:imic] 0 1
1@ 10 5 0 0 oy 1 8 8 8 0
$1%° 0 ° vim = vemeigy” P80 0 0 o
1 i 11 00 01
Ve = %%oﬁ 3
_ Qy @y _ % 1 §
0 0 1 V2;Im[cg] - V4;Im[cg]@, + V3;Im[cg]@ = 0
0 1
o g 01
v3= B 1 5
3 o P 5p2 ) v RO
& P5+5 2 Vaimicg] = Vaimicl gy =
0 1 1
P 01
0
pL
_ 2 ) 0
by S b B
P35 1
L B+5 2

(3.62)

In general terms, we can reconstruct the values of théth row of the Jacobian
matrix (the gradient) evaluated at a speci ¢ point by pulling back the partial derivative
of the ith output (seed). Therefore, we can reconstruct the full Jacobian bym seeds
or, equivalently, m backward passes. Note also that if we seed with a vectar, we
will compute a vector-transpose-Jacobian product in a single backward pass
and that we obtain the full gradient for functions satisfying f : R" ! R after a single
backward pass. Thus, reverse-mode AD is the main workhorse in ML, where we often
encounter highly parametrized functions and optimize a scalar-valued loss function.

As in the case of forward-mode AD, it is instructive to consider our program as
a composition of functions (3.30). We observe that reverse-mode AD is based on the
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backward propagation of the actions of the Jacobians with respect to the vector at
every step of the program:

rrd=((rrI)de 1):)da; (3.63)

Therefore, vector-transpose-Jacobian products are the primitive operations of reverse-
mode AD!

Selected implementation aspects

A crucial distinction that is sometimes neglected in standard machine-learning con-
siderations is the di erence between reverse-mode AD frameworks based etatic or
dynamic computational graphs [Baydin et al., 2017]°

In the case of a static computational graph, the computational graph structure is
rst constructed before any code is executed. After assembling the elementary build-
ing blocks, di erent inputs to the program are processed while the graph structure is
kept xed. This restriction requires users to de ne variables and operations within
the graph language,i.e., the domain-speci ¢ mini-language of the AD framework em-
bedded in Python, Julia, etc. However, the restriction also comes with one major
advantage: performance. The reason is simple. Enforcing a controlled code structure
allows for many code optimizations and parallelizations. Tensor ow [Abadiet al.,
2016] is a modern example relying on a static computational graph. This graph struc-
ture can be particularly appealing when di erentiating standard machine-learning
structures such as NNs. The two major drawbacks are:

" Composability with existing code, including support of custom types.

" Adaptive control ow.

Speci cally, when we aim at di erentiating scienti ¢ simulations using AD, we may
run into problems because scienti ¢ software tends to rely on many (complex) features
of a general-purpose programming language. In general, there is, therefore, a need
to allow users to implement or use their existing code within the host programming
language. Take adaptive DE solvers as an example. Since the operations will depend
on the employed tolerances, the initial condition, the time span, and the parameters,
the respective computational graph will change with each input. Thus, a static graph
is of (alImost) no practical use.

These issues are addressed by reverse-mode AD implementation basedraging,
where the program structure is transformed into a list of functions that is built at
runtime dynamically. Essentially, we cache the primal values and the pullback oper-
ations at every step. On top of this bookkeeping procedure, an AD developer adds
value_and_pullback rules backpropagating the adjoint value.!* Popular libraries in
this category are Tracker [Innes, 2018b], ReverseDi [Revels, 2018], PyTorch [Paszke
et al., 2017, 2019], and Tensor ow Eager [Agrawakt al., 2019]. However, the in-
creased exibility limits the performance of the code. Paszkeet al. [2017] conclude
that optimizations cost more than they would save since the graph is built at runtime
and is value-dependentj.e., each new value can build a new trace.

To achieve the highest performance and support arbitrary control ow structure,
source-to-source codeAD systems are developed. Using a source-to-source formula-
tion, we can compile and heavily optimize the reverse pass, such that one gradient

The term dynamic computational graph is rather loose (but de facto standard) and is nowadays
often seen as misleading [White and Laberinto, 2021]. We will distinguish between static graphs on
the one side and tracing or source-to-source approaches on the other side.

1 Code examples can be found in the ChainRules documentation [White et al., 2021].
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code can be used for all input values [Rackauckast al., 2020a]. Crucially, control
ow is maintained. That is, while the size of the trace for a loop scales as (size of the
loop body) (number of iterations), loops are handled e ciently by source-to-source
code AD systems [Innes, 2018a]. Examples of such AD packages are ADIFOR [Bischof
et al., 1992], Tapenade [Hascoet and Pascual, 2013], Zygote [Innetsal., 2019a], En-
zyme [Moses and Churavy, 2020], and Di ractor [Fischer, 2020}? Schéaferet al. [2021]
present a summary of the current state of AD packages in Julia as of September 2021.

3.3 Neural networks as predictive models

The modern mathematical formulation of the backpropagation algorithm in terms of
a constrained nonlinear program presented in this section is based on:

Implicit features of implicit models
M. Poli, S. Massaroli, F. Schafer, Y. Ma, C. Rackauckas
manuscript in preparation (2022).

Having AD available to compute gradients makes our lives much easier because it
allows us to perform gradient descent on loss functions de ned over arbitrary (di eren-
tiable) computer programs'® to solve inverse problems! Let us go back to the inverse
problem [Eg. (3.2)] of Sec 3.1. As a trick to derive adjoint rules, the optimization
problem can more formally be written as a constrained nonlinear program

?:a'rgmln Ex po [L (XY 9] (3.64)
subjectto f (x;9)=0

where the constraintf (x;¥) = 0 contains the inference modef (x), i.e., the para-

metric forward passy = f (x) encodes the conditions that outputsy have to satisfy

given inputs x distributed according to p(x).

The parameters of the forward operatorf must be tuned to exhibit a desired be-
havior (e.g. reproducing observed data or preparing a target state). From mathemat-
ical optimization, we know the necessary conditions for the program [Eqg. (3.64)] to be
optimal, provided that some regularity conditions are satis ed. These are the Karush
Kuhn Tucker (KKT) conditions of optimality [Bertsekas, 1997; Boyd et al., 2004]. The
KKT conditions are obtained from the Lagrangian L = L (X;y;¥) (G :

forward: o="f (x;¢9)
adjoint: O=ryL (y;9)  Tref (¥ (3.65)
optimality (zero grad): O=r L Xxy;) “r fx¥P

which have to hold for each inputx  p(x). Here, denotes the Lagrange multipliers.
In some cases, we will be able to write down a precise, mathematical model fof
linking inputs x to outputs . However, we often lack intuition for at least some com-
ponents of the model €.g. the optimal functional form of the controller introduced in
Sec. 2.1.2). In the following, we introduce neural networks (NN) as universal function
approximators that can approximate any su ciently smooth function f arbitrarily

12The dominance of Julia packages is no coincidence. An analysis by Google's software engineers
highlights Swift and Julia because of their internal graph structures [Tensor ow Swift, 2018].

BBAD is also applied to non-di erentiable programs. Lee et al. [2020] analyze the correctness of
AD when applied to a class of non-di erentiable functions.
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well. Thus, the NNs can be used as building blocks to model the unknown compo-
nents. The breakthrough of ML in the last decade has been the collection of numerous
examples con rming that excellent empirical results can be obtained by nding local
solutions to Eqg. (3.64) for deep, tailored NN architectures using stochastic gradient
descent. In what follows, we neglect an explicit data dependencee., we dropy which
can occur via the loss function [Eq. (3.64)]. To simplify the notation, we substitute
¢!y for the rest of this chapter.

3.3.1 Neural networks and backpropagation

All biological motivations aside, a (dense, feed-forward) arti cial NN is a sequential
concatenation of functions

NN (x)= (o 202 20 1x)) ii); (3.66)

whereL is the number of layers, ; are the parameters of theith layer in augmented
notation of weights and biases, andx is the (augmented) input. The ' notation
indicates element-wise application of the so-called activation functions;. Training a
NN amounts to the process of nding parameters that minimize the loss function. The
number of parameters is typically very large. Thus, we always employ reverse-mode
AD for computing gradients of a NN.

Let us do a modern derivation of the backpropagation algorithm [Rumelhartet al.,
1986; LeCunet al., 1988],i.e., the adjoint equations of reverse-mode AD through a
NN, by means of the KKT conditions. We can describe multi-layer NN architectures as
sets of constraints grouped to formf , where the "-th constraint depends on both the
“-th activation and the previous (" 1)-th constraint, following the sequential layered

structure of the NN. Let the number of layers beL, the activations bey = (yo;:::;yL),
and the parameters be =( o;:::; L) with yo= ¢:( oX) = x and let
b
L = OG5y ) (3.67)

where | is some elementary loss function. Then, the constraint nonlinear program
reads ,)
“=argmin L
_g ) . (3.68)
subjectto 0= y-4; “(y-; ») for " =0;:::;L 1
The KKT rst-order conditions of optimality can be derived from the de nition of

the associated Lagrangian

L (y)=1L (xy) ~f(xy)
S Xt (3.69)
= (Y ) Sy oy )
. ‘=0
where we have introduced the Lagrange multiplier = ( o;:::; L). L vyields the
following adjoint model:

O=ryL (x;y) “ryf (xy)=ryL

@: > .
o 0= =Xy - Tyt =ryL for “=1;:::;L;

: @(y‘i 9)
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where the second row follows from looking at individual components. The adjoint
model thus determines an iterative rule to compute all - exactly in terms of the
activations y-. It can easily be veri ed that the constraint f is satis ed by computing

r L ,ie.,

rLOgy)=(r oL (y)nr (L (xy)
where r L (X;y)= ¥Y'+1 “(ys; ¢) for =1;:::5;L 1:

Similarly, based on the optimality condition r L (x;y) = 0, we can derive the total
derivative of the objective function to be used in the gradient descent iteration. We
obtain

V= %(x;y‘; D+ ?%

resulting in the gradient descent iteration

0 (y; )=r1 L (xy) for =1;:::;L:

k1) = Wr (k) %(X;Y‘; )+ ?%(Y‘; ;)

@\+1 > @\+1
X Vor1s (o 41)F el —— (V1) (s
@yq( Yrls (k)r+1) 1 @y (Y+1: r+1)

Y1 = (Y @)

* of the model,i.e., for ° going from L toward 0, as can be seen from the second row
and the appearance of + 1 on the right-hand side. This algorithmic property gives
the namebackpropagationto the gradient computation in NNs and corresponds to the
pullback operation of adjoint variables described in Sec. 3.2. Here, we have re-derived
the well-known backpropagation algorithm within the framework of a more formal but
also more general mathematical formalism. We will apply this formalism in Ch. 4 to
derive adjoint algorithms for more complicated casese.g., when the inference model
is described by an ODE.

3.3.2 Universal function approximation theorems

The use of function approximators allows us to reduce the problem of nding any
missing black-box function, e.g., a controller, to the problem of nding the parame-
ters of a function approximator such as a NN, which is a well-de ned mathematical
optimization problem. Universal function approximation theorems establish the ap-
proximation capabilities of the employed function approximators. In layman's words,
the theorems regarding NNs state that a NN with enough layers or whose weight ma-
trices are large enough can approximate any su ciently smooth function arbitrarily
well.

To understand the importance of NNs, we rst consider other universal function
approximators. Recall the Taylor series
X f(n)(o)xn _ X

n

f (x)=

n! nX
n=0 n
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of an analytic, continuous, one-dimensional functionf , where f (") (xq) denotes the
nth derivative of f evaluated at the point xo = 0, and the Fourier series

X 2
f ()= 0 €Xp(i5nX);
n= N

where , are the coe cients of the Fourier series. Its periodP corresponds to the
considered interval length. These series expansions imply that we can use a polynomial
(x™) or a Fourier basis[sin(nx), cos(x)] to express the functionf (x) if N '1 . Note
that both expansions are linear superpositions of nonlinear functions ,(x)

X
f(x)= n n(X):

n

While these expansions can work well in one dimension, issues arise in higher di-
mensionst* A tensor product can be used to construct the corresponding higher-
dimensional universal function approximators. This construction comes with two
major downsides:

" Due to the number of possible combinations, we encounter an exponential growth
of terms. For example, we obtain

f(GY)= o+ 1X+ 2y+ axy+ axPy+ sxy?+ exy?+ i

in the case of a polynomial basis for a 2D functiorf (x;y).

~

The construction of a higher-dimensional universal function approximator from
lower-dimensional universal function approximators is anisotropic (non-uniform)
because it is tied to a xed basis. As an example, while we can e ciently
representsin(x) cos(y) or sin(x)?, there is no e cient way to represent sin(xy)
based on the tensor product of two one-dimensional Fourier bases.

Increasing the dimension of the space can therefore lead to an exponentially larger
number of terms needed to support the functionf . This phenomenon is known as the
curse of dimensionality Thus, our aim is to nd a universal function approximator
that exhibits better scaling properties.

Let us now consider NNs. The rst proofs date back to Cybenko [1989], who
considered NNs with sigmoidal activation functions and a single hidden layer. In
this case, Cybenko [1989] showed that given any functiofi in the space of continuous
functions on the N -dimensional unit cubely, there is an architecture of the form

f(x)= 2 1:(1x) (3.71)

that satis es
jif X)) fX)ji< 8x2Iy: (3.72)

However, it turns out that still an exponentially large hidden layer may be required.
Luckily, there are multiple generalizations of this proof towards deep NNs (containing
several layers) with di erent activation functions and bounded width [Lu et al., 2017].
Recent studies have shown exciting features of deep NN:

Overcome curse of dimensionality: Deep NNs exhibit only a polynomial instead
of an exponential growth of the NN with the dimension [Grohset al., 2019].

¥ Even in small dimensions, it is often preferable to discretize the space, i.e, x, and nd piecewise
approximations in each region.
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Essentially, the idea of the proof by Grohset al. [2019] is that if one nds an

e cient discrete approximation scheme for a function without the curse of di-

mensionality, and if there is a NN that approximates this approximation scheme
without the curse of dimensionality, then it follows that the NN can approximate

the original function and grows at most polynomially. Therefore, NNs are par-
ticularly well suited for high-dimensional spaces in contrast to other universal
function approximators.

Local minima are global:  In Sec. 3.1, we have discussed that global optimization
is much more expensive than local optimization. For deep linear NNs (under
speci ¢ conditions), it turns out that all local minima are global minima [Lau-
rent and Brecht, 2018]. In addition, Kawaguchi and Kaelbling [2020] derived a
procedure that allows one to eliminate local minima by adding speci ¢ output
neurons. On top of these results, it is instructive to consider the ratio of the
number of local minima, maxima or saddle points in a high-dimensional param-
eter space. Since local minima and maxima require a completely positive and
negative curvature in all directions, respectively, while saddle points have pos-
itive and negative curvature in di erent directions, local minima and maxima
are exponentially suppressed in high-dimensional parameter spaces and thus
in deep NNs.

Software implementations: A plethora of full- edged software libraries exists that
o er high performance and interoperability. Combinations with sparse and sym-
bolic regression tools are gaining interest [Bruntoret al., 2016; Boninsegnaet al.,
2018; Kaiseret al., 2018; Cranmeret al., 2020], because they allow for the re-
placement of a trained (black-box, non-interpretable) NN by a symbolic de-
scription based on a pre-de ned library of operators. This can become very
convenient to separate a hard task into two easier ones. Since NNs are com-
parably easy to optimize (overcome curse of dimensionality, local minima are
global), one can rsttrain a NN and then nd a sparse representation of the NN,
instead of the (potentially) harder task to infer parameters of a model directly,
because said model is either not fully known or the optimization is prone to
local minima.

Customizability: ~ We can easily code di erent constraints or assumptions into the
NN layers or the entire training. By and large, this is done in an explicit
manner, i.e., we directly write the code to generate some speci ¢ behaviour. As
an example, we can use a softmax layer to output a valid probability distribution
over the outputs or square all outputs to make them non-negative.

Despite these features, the training of NNs is not a sure- re success. In the follow-
ing, we will describe a few basic approaches that encode structure into a ML algorithm
or model, which form the basis of some of the most impactful contributions of ML in
science and industry.

3.3.3 Encoding structure in ML algorithms

Generally speaking, encoding structure in ML algorithms limits their exibility. This
limitation may seem negative at rst glance. However, we can understand this struc-
ture as aphysical (often also calledinductive) bias based on prior knowledge. The
main bene ts are extrapolation capabilities, improved data e ciency, interpretability,
and compliance with physical principles.
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Incorporating symmetries of the input data via architecture design

Certain relationships between inputs and outputs are often a hard requirement for
the learning problem. As an easy example, consider the task of image recognition,
where the NN should be translationally invariant and the importance of local struc-
ture should be enhanced. In other words, the label of the image should not change
when the position of an object changes and nearby pixels matter more for the identi -
cation of objects. Mathematically, the forward KKT condition of optimality to ensure
translational invariance reads

forward: 0= «(Tyi; 1)y 1)

3.73
0=vyi+1 1y 1) (3.73)

given the translation operator T : Tax = X + a moving X by a. However, the forward
propagation rule as speci ed does not guarantea priori satisfaction of all forward
constraints. Instead, these constraints can be directly implemented by designing a
NN architecture consisting of convolutional stencil operations that are pulled over the
input image. In 1D, the convolutional operation performed in each layer is

0 1

X
yj= @ w(i  j9xjo+ A ;

% 19<d

where the functionw(j 9 is called the kernel, which is set to zero beyond a certain
distance,jj jY > d. These convolutional layers bring some additional advantages,
such as a greatly reduced number of NN parameters. Since 2012, the resulting convo-
lutional NNs have led the way in image recognition.

Guiding the update step in policy-based reinforcement learning methods

The last few years have seen astonishing applications of (deep) reinforcement learning
(RL) [Sutton and Barto, 2018]: a NN can learn to play video games by merely ob-
serving the screen and the score [Mnilet al., 2015], or it can learn to play challenging
board games like Go, becoming better at it than the best human experts [Silvest al.,
2016, 2017]. Several good learning resources cover all the basics of RL [Sutton and
Barto, 2018; Achiam, 2018; Marquardt, 2021]. Here, we will only recapitulate the
basic terminology for our later comparison within the context of quantum control and
explore an improvement to the most standard policy-optimization RL technique.

The general RL setting is a control problem formulated in terms of a Markov deci-
sion process. For example, imagine a controller interacting with a quantum system by
adjusting the amplitude or frequency of a laser, see Sec. 5.3 for a concrete example. In
RL jargon, the controller is an agent and the quantum system is theenvironment. In
a closed-loop control scheme, the agent can (partially or fully) observe its environment
and choose its subsequent actions depending on these observations. The (stochastic or
deterministic) mapping from the observed state of the environment to the next action
of the agent is (typically) implemented by a NN and is called thepolicy. Therefore,
the policy encodes the strategy of the agent. We write the policy as

(atst) ;

where a;js; is the action conditioned on the observation of the system's state at time
t. The policy is optimized iteratively based on the agent's past interactions with the
environment. The goal of the control game is de ned viarewards, which are provided
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at each time step, depending on the state and the action taken. The sum of the
rewards is called thereturn. We do not introduce a new symbol for rewards or the
return because of their close similarity to loss functions but note that rewards are
maximized while the loss is minimized. Let0 i 1be adiscount factor,N be the
total number of system-environment interactions, and = (k1) (k) denote the
parameter change in iterationk. We aim at maximizing the expected return

W #

L =E iL(si;a;t) =E © [L ()]; (3.74)
i=1

averaged over all trajectories = (ag; Sp; a1;S1;:::) sampled according to the current
policy , via the constrained optimization problem

(k+1) =argmax L +gqy

2

3.75
subject to jj jiZ : (3.73)

where " 2 #
dL dlog ,, (aijsi)
O = W — (o A AT iL(si;a;ti) (3.76)

d () W d ()

is the gradient of the expected return with respect to the parameters in iteration
k [Achiam, 2018] andjjxjj;; = X~ Mx. The constraint in Eq. (3.75) ensures that an
update of the parameters of the policy does not change the overall policy too much,
such that the updated policy stays within some trust-region of size ? of the previous
policy, measured by the metricM .
The simplest possible metric igM = 1, which implies that we bound the maximum

change of the parameters by 2. To solve Eq. (3.75) by the methods of Lagrangian
duality [Boyd et al., 2004], we rst de ne the Lagrangian as

L=L +g4y @+ (i iZ A

Eliminating the Lagrange multiplier  yields the vanilla policy gradient or REIN-
FORCE algorithm update rule [Williams, 1992]

(k+1) = (0 ¥ == QK
Y0 %)

where from Eq. (3.75) now appears as a stepsize. Thus, the general idea of policy
gradient methods is to increase the probability ofall actions performed, weighted by
the reward signal of the trajectory, cf. Eq. (3.76). Averaged over many trajectories,
this reinforces actions that lead to a large reward signal. The REINFORCE algorithm
is very versatile, but it faces some challenges, including poor sample e ciency and
poor convergence.

Note that small changes in parameter space do not necessarily propagate to small
changes in policy. In fact, we know a better metricM to measure the similarity of

two policies. The Kullback-Leibler divergenceDx. (., ii ) is @ measure for the

di erence between two probability distributions ., and . Therefore, if we
Taylor expand the averaged Kullback-Leibler divergence de ned as [Achiam, 2018]
h i

DL ( eyl ) = E Dre (g i )

(k)
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we obtain

. 1
DL ( ey i (k)) E( k+1) kD) MEC ey )

where Mg denotes the Fisher information. We insert the Fisher information as a
new metric into the constrained optimization problem de ned in Eq. (3.75), which
can again be solved analytically. One recovers the natural policy gradient algo-
rithm [Kakade, 2001]

— 1 .
ke1) = (k) ¥ F——=M "
YioME "9

Upon addition of a backtracking line search withQ j 1to ensure the Kullback-
Leibler constraint, the celebrated trust-region policy optimization method

— 1
k) = (0t —=——F—=Me 0k
YioMEe ")

is recovered, which is the method of choice in many RL applications.

Make neural networks satisfy physical constraints

As a nal example, let us encode scienti ¢ information in a ML algorithm. Physics-
informed neural networks denote the solution of a DE with a NN by using the DE as
a regularizer in the loss function. Such a regularizer allows us to incorporate physical
equations to guide the training of the employed NN. More precisely, assume that we

have a DE
dx

E=f(x;p;t)

with initial condition xp = X(t = 0). Our goal is to solve the DE by a NN ansatz
satisfyingf (t) = xo+ tNN (t)  x(t), such that the initial condition is automatically
ful lled. In principle, we could directly optimize the loss function

X
L haive = it (ti) X(ti)jjz; (3.77)

given data x(tj). However, NNs trained by minimization of Lnaie require a large
amount of data and usually extrapolate poorly. Note that if f (t) is the true solution,
then it must hold that dt (0
= f(f p; :
G = ipiy) 8t
Based on this observation, Lagariset al. [1998] have introduced a smarter, physics-
informed choice of the loss function
X df (4 2
L physics informed = di ) f(f (ti);p;ti) ; (3.78)

which enforces the physical constraint automatically. Physics-informed neural net-
works trained via Eq. (3.78) are found to be essential when data is missing or extrap-
olation is bad [Raissiet al., 2019].

Compare the naive loss function in Eq. (3.77) to the physics-informed loss function
in Eq. (3.78). The naive loss function only requires sampling at xed times, whereas
the physics-informed loss function requires knowledge ¢f. We want to constrain the
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inference model by modeling it via a DE instead of enforcing the constraint in the loss
function for our later use cases. In the (perhaps) simplest scenario, this amounts to
encoding the right-hand side of an ODE

dy

at - f(y:t)

directly by a NN. For our quantum control problems, it will eventually come down to,
e.g, forward models of the form

dj (b)i
dt

=90 ML+ (G ()it

with known functions g and unknown, parametrized (control) functions f that we
want to optimize via gradient descent. However, user-de ned adjoint rules are required
for di erentiating the forward model (e ciently). These rules can be derived based
on the presented formalism at the beginning of this section and will be the subject of
the next chapter.
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Chapter 4

From Implicit Models to
Sensitivity Analysis

The derivation of the continuous-adjoint sensitivity equations and the investigation
of the AD performance on di erent problems presented in this chapter are compiled
from the papers:

Implicit features of implicit models
M. Poli, S. Massaroli, F. Schéafer, Y. Ma, C. Rackauckas
manuscript in preparation (2022).

AbstractDi erentiation.jl: Backend-Agnostic Di erentiable Programming in Julia
F. Schafer, M. Tarek, L. White, C. Rackauckas
NeurlPS 2021 workshop: Di erentiable Programming, arXiv: 2109.12449 (2021).

Compared to typical big-data researchers working on machine learning, many
physicists work with much smaller data sets but greater computational complexity.
Recent results, such as the physics-informed neural networks discussed in the previous
chapter, suggest that data-e cient machine learning for scienti ¢ applications can be
found at the intersection of machine learning and scienti c computing. So far, we have
introduced the key building blocks of a paradigm called di erentiable programming
(@), viz., local optimization methods to optimize a loss function representing the
objective, AD as a tool to compute the gradient of the loss function with respect to
the parameters to be optimized, and NNs as highly parameterized, universal function
approximators to be used as learnable building blocks. Two central observations were
that custom rules inside the AD system can speed up the derivative computation,
and imposing constraints allows us to improve the learning process signi cantly. We
have discussed convolutional neural networks representing translationally invariant
NNs constructed by an explicit design of the NN layers, modi ed gradient descent up-
date rules that improve convergence, and smartly chosen loss functions incorporating
knowledge about the governing DEs. In this chapter, we will focus ommplicit learn-
ing models based on our formulation in terms of a nonlinear constraint optimization
problem developed in Ch. 3 and explore primitive operations within the AD backend
for these models. In Sec. 4.1, we show how domain knowledge about the dynamical
equations of a physical system can be incorporated into the learning process. We
will discuss (local) sensitivity analysis, i.e., the computation of gradients of the re-
sulting learning problems involving di erentiation of a dynamical system in Sec. 4.2.
Finally, we compare the performance of di erent reverse-mode AD systems using two
representative examples.



52 4. From Implicit Models to Sensitivity Analysis

4.1 Implicit learning models
Recall the constrained nonlinear optimization program:

?=argmin Ey p L (Xy; 9]

i 4.1)
subjectto f (x;¢)= 0:

The implicit learning framework comprises classes of models where outpussatisfying
the constraint f (x; ¥) = 0 cannot generally be computecexplicitly, but rather require
the adoption of some numerical method.

As the most important case for our studies, let us consider Universal DE [Rack-
auckaset al., 2020b] containing the special cases of neural ODEs [Chext al., 2018]
and neural SDEs [Liet al., 2020] that can be de ned upon the constraints

0=dy f (9;t)dt 8t (4.2)

and
0=dy K (§;t)dt M (9;t)dW; 8t; (4.3)

respectively, with initial condition $(t =0) = x.
If we apply an Euler discretization to the neural ODE constraint [Eq. (4.2)], the
iterative updates take the form

Yn+1 =Y + £ (P, O)dt;

closely resembling residual NNs [Goodfellovet al., 2016]. The original motivation
of Chen et al. [2018] to introduce neural ODEs was to have such a continuous-time
version of residual neural networks. Notably, instead of explicitly specifying how to
compute the layer's output from the input, we only specify the conditions we want the
layer's output to satisfy. Most fundamentally, this implicit framework thus separates
the procedure of solving forf from the de nition of f itself. Instead of the simple
Euler discretization, we can choose any discretization methode.g., a Runge-Kutta
scheme. This level of modularity is necessary to tackle DEs because depending on the
DE (think of sti or non-sti DEs [Wanner and Hairer, 1996]), we will need to employ
di erent solvers. Moreover, the KKT conditions of optimality will allow us to derive
adjoint rules to improve memory consumption and numerical accuracy in some cases.
Besides developing a (perhaps) better NN architecture, the constraint also hints at
guantum control by @P. Suppose we have some forward modél available (note that
this can be very rough, with potentially completely unknown interaction terms!). In
that case, we can use that model to constrain the ML algorithm by adding scienti c
knowledge and deriving gradients based on the mathematically imposed structure.

Example: A qubit in a magnetic eld

Based on the Schrddinger equation [Eq. (2.11)] and Hamiltonian [Eq. (2.12)], the
constraint reads

(1)

2

O=dj i+i - .+ « ] idt 8t

where we parametrize the unknown feedback controller by a NN

(=NN (G (i)
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mapping the statej (t)i attime t to a control drive value ( t). Thatis, Eq. (4.1) can
be understood as putting the learnable structure (the NN) into the expected physical
structure (the DEs) and optimizing the loss functions computed on the forward pass
solution by gradient descent.

4.2 Local sensitivity analysis of di erential equations

We have now arrived at a re ned learning problem that requires the di erentiation of
a DE solution containing a NN that approximates a black box that we wish to learn.
This di erentiation can be achieved by local sensitivity analysis methods discussed
below.

4.2.1 Discrete sensitivity analysis

By now, we already know that the most naive way to obtain the loss function's gradi-
ents, i.e., solving the dynamics for a set of parameter values in the neighborhood
of each point and using nite di erence quotients, is unfeasible because it scales
poorly with the number of parameters and su ers from oating-point errors. Dis-
crete sensitivity analysis denotes the use of AD on the solver operations to compute
the sensitivities.

Discrete-forward sensitivity analysis uses forward-mode AD on the solver oper-
ations to compute the gradients of the loss function with respect to the NN
parameters. Recall that this requires as many forward passes as there are pa-
rameters to be optimized. Therefore, discrete-forward sensitivity analysis is an
appropriate choice only if the number of parameters is small. However, some-
times it is advantageous to incorporate the sensitivities calculated in forward
mode into an outer gradient calculation in reverse mode. Consider a forward
passf of a parametrized controller with a large humber of parameters that
determines a single drive value employed in a DE to compute an output of
dimensionm

f:R"! R!' R™:

If n is much larger than m, we want to perform the gradient calculation by
reverse-mode AD. However, the intermediate computatiorR ! R™ might be
calculated more e ciently by forward-mode AD. In Ch. 3, we have seen that
forward-mode AD propagates Jacobian-vector products while reverse-mode AD
backpropagates vector-transpose-Jacobian products. Hence, the Jacobian is the
link between the two modes: We can use forward-mode AD to construct the Ja-
cobian column by column, and then de ne the vector-transpose-Jacobian prod-
uct for the backpropagation of the cotangents based on the computed Jaco-
bian [Schaferet al., 2021].

Discrete-adjoint sensitivity analysis uses reverse-mode AD on the solver opera-
tions. We only need a single reverse pass to compute the entire gradient to be
used in the optimization routine. However, using reverse-mode AD, we need
to store intermediate variables. The memory consumption of reverse-mode AD
grows rapidly with the number of time stepsL and ODEsN [O(LN )]. Depend-
ing on the physical system, tape-based or source-to-source translation reverse-
mode AD implementations o er di erent computational trade-o s, which will
be discussed later in this chapter.
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In Sec. 3.2, we have already gained insight into discrete-forward and discrete-adjoint
sensitivity analysis for the toy example of a qubit in a magnetic eld solved by the
Euler scheme. This general procedure is also maintained for more complicated sce-
narios where, for example, the Euler solver is replaced by a more sophisticated solver,
and a NN appears in the graph to update the control value.

It is instructive to take a step back and re ect upon the work ow of discrete sensi-
tivity analyses. We have a model for which we want to compute sensitivities. To do so,
we rst approximate the solution to the model using a humerical routine, such as an
ODE solver. In a second step, which can happen simultaneously as in forward-mode
AD or as a subsequent backward pass as in reverse-mode AD, we compute (numer-
ically) exact gradients for this approximation. This discretize-then-optimize [Onken
and Ruthotto, 2020] paradigm thus computes the gradient of the approximation.

4.2.2 Continuous sensitivity analysis

We can also do the opposite: We can rst solve the optimization problem and then
compute an approximation of the gradient by means of a numerical routine. This is
called the optimize-then-discretize paradigm [Onken and Ruthotto, 2020].

Continuous-forward sensitivity analysis
Recall the de nition of an ODE

d
Tt i Y(t=0)= x; (4.4)
and letv = f'j—y be the sensitivities of interest. Di erentiation of Eq. (4.4) with respect
to provides

dv _ df df

- = + — .

at  dy ' d (4.5)
where %v is a Jacobian-vector product that can be computed e ciently by forward-
mode AD without forming the Jacobian. Equation (4.5) can be appended to the
original ODE, Eq. (4.4), to obtain both the forward solution as well as the corre-
sponding sensitivities. Note that if adaptive solvers are used, the stepping behaviour
will necessarily be dierent for solutions of Eq. (4.4) and the combined version of
Egs. (4.4) and (4.5).

Continuous-adjoint sensitivity analysis

Let the objective be modelled by a loss function
Z S
L (xy)= (y;)dt+  (ys;S); (4.6)
r

consisting of elemenary loss functions and acting on the entire trajectory and the
end point, respectively. Note that we have omitted explicit data dependence for sim-
plicity and therefore replacey! vy, asin Ch. 3. We now derive the continuous-adjoint
sensitivity equations based on the KKT conditions of optimality for the constrained
nonlinear program according to Eq. (4.1) for ODEs and SDEs.

Deterministic case ODEs: Consider the Lagrangian
Z S
L =L (xy) { [y f (Gyd)dt]: (4.7)
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Taking the total variation of the Lagrangian, we obtain

L %y(s V) ys+ —(s o)
. %y(t:yt)dw i%(t yodt v,
. (‘é’p(t;yt)olt+ i%(t yo)dt
Plye f(Gy)d] 7 dy:

r r

Applying a line integration by parts and using y, = % , we get
Z

S > > > @y >
r t dyr= ¢ Ys ey rthti
By rearranging the terms, we thus obtain
@ > @ . > @y
L = @(S;YS) s Ys*t 7(3,)/5)"' @
Zs @ @f
+ d {+ —(typdt+ ¢ t;y¢)dt
. t @y( yt) C @y —(ty)dt vy
S
+ @—(t;yt)dt+ i@ (t;yr)dt
Z @

S

T [dy;  f (ty)dt]:

r

The KKT conditions are fullled if and only if r L =0, ryL = 0;r L =
0. Thus, the conditions can be imposed by settinghr L ; i =0; hryL ;yi =
Ohr L; i=0,i.e.,
hr L ; i=0, 0=dy; f (typdt 8t 2 [r; s]
hryL ;yi=0, 0=d + @—(t;yt)dt+ >@—(t y¢)dt 8t 2 [r;s]
@y @y
. @ > @y * @ > @f
hr L ; i=0, 0= —(s;ys)+ —+ —(t; yp)dt + t;y¢)dt
@(yS) I’@ ] @(yt) t@(Yt)
(4.8)

Alternatively, the third condition can be satis ed by solving an ODE backward in
time, i.e.,
> @y

hrL, |:0 y O: |'+ r@!

(4.9)

where is the solution of the boundary value problem

>@

d= @@;(t;yt)dt + (t yodt, ¢ = %(s;ys) 8t 2 [r;s]: (4.10)

The central problem is then to solve the adjoint ODE

> @f

0=d + @C;y(t;yt)dw oyl (9= @C;y(s;ys);
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in reverse, but the vector-transpose-Jacobian product
f
> &0 t;
@y( Yt)

requires the value of the forward pasg/(t). Thus, we need to be able to retrieve the
value of y(t) on-demand to solve the adjoint ODE. Basically, we arrive at di erent
methods depending on how this is achieved.

Quadrature adjoint: ~ We store a continuous solutiony(t) from the forward pass.
Then, at each time step taken by the ODE solver for the adjoint ODE problem,
we can interpolate the continuous solution to compute the vector-transpose-
Jacobian product. Thereby, we generate a continuous interpolatable solution

(t). The integration to compute r L in Eq (4.8) is then performed by a
quadrature (numerical integration, such as the Gauss-Kronrod quadrature) rou-
tine based on the two continuous solutions. This approach can be very fast but
iS memory intensive.

Interpolating adjoint: The simplest version of an interpolating adjoint algorithm
employs the ODE integration formulation according to Eq (4.9) instead of the
integration of Eq (4.8) for computing r L , and thus requires a smaller amount
of memory by avoiding a continuous solution of (t). However, every time a
value y(t) is needed during the reverse pass, we must also re-solve the forward
ODE to compute y(t). If the ODE is re-solved every time a value is needed,
the memory requirement is reduced, but it becomes incredibly time-consuming
quickly. Instead, within a checkpointed-interpolating adjoint algorithm, we use
checkpoints, i.e., saved solutionsy(tj) at nitely many time points ft;g during
the forward pass. Then, we re-solve the ODE between these checkpoints to com-
pute a continuous solutiony(t) within the respective interval. The continuous
solution is updated once the backward integration of the adjoint ODE enters
the previous interval. This approach tends to be time- and memory-e cient
and stable.

Backsolve adjoint: Mathematically, the preferred option is to solve the original
ODE of the forward model f backward in time to recalculate the valuesy(t).
Computation-wise, this implies that we construct an augmented state consisting
of y(t), (1), and (t) to compute all quantities at once by a single time- and
memory-e cient reverse pass. However, while ODEs are reversible, ODE solvers
do not necessarily produce the same trajectories in reverse. Therefore, reverse
integration of ODEs is not guaranteed to be stable, and this method must be
used with special caution. Checkpoints resetting the integration at saved time
points ftjg can be employed to improve stability to some extend.

Stochastic case SDEs Consider the Lagrangian

ZSZ 3

Xw )
L =L (xy) {4dyr K (typ)dt M (ty) dw{>; (4.11)
r le
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where ny denotes the number of Wiener processes andindicates the Stratonovich
sense [Kloederet al., 2012]. Taking the total variation of the Lagrangian yields

L = @—(s V) ys + @—(s ve)

Z ¥@ K Rw @M. .3
r4 JLydde ?@(t;yt)dw ?j:l @y‘ (tyy) dw/d y,
2 3
’ 4@ Gyodi+ 7 2wyt + X em,

r -
z 2 R - 3 z

+

+

(tyt) thj 5

S S

CA4dy: K (tyr) M (tyt) dw/ dt5 ¢ dyr:
r J=1 r

Similar to the deterministic case, we can simplify the above equation to

@ > @ > @y
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Note that the third condition in Eq. (4.12) can be alternatively obtained by solving
an ODE backward in time, i.e.,

hr L; i=0 , 0= ,+ f@@y (4.13)
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where is the solutions of the boundary value problem

R . .
d = @—(t;yt)dt+ t>7f(t;Yt)dt { @M‘(t;yt) dw/ 8t2[rs];
@ . @
o= L

(4.14)

In the same spirit as for ODEs, the valuesy(t) of the forward pass are embedded
within the backward pass, so we again de ne backsolve- and interpolating-adjoint
procedures with di erent numerical characteristics, as described above.

No single sensitivity method is the optimal choice for all problems, and we will use
di erent methods for di erent control scenarios in Chapters 5 and 6. Maet al. [2021]
present a detailed analysis for the di erent sensitivity options on di erent systems.
The universal DE paper [Rackauckaset al., 2020b] contains a detailed summary of
the speed versus computational e ciency trade-o for discrete and continuous ap-
proaches. As an aside, both approaches can fail in chaotic dynamical systems [Wang
et al., 2014], where the results of conventional sensitivity methods may be several
orders of magnitude too large when the derivative of a long-time-averaged quantity is
computed. This failure is known to be due to the ill-conditioned initial value prob-
lems, which leads to anO(1) error in the trajectory, such that one cannot trust the
derivative computation. The Lyapunov exponent of the chaotic system determines
the rate at which the tangent space diverges. Thus the Lyapunov exponent provides
a measure by which conventional sensitivity calculations diverge, creating a close link
between numerical errors and chaos. We discuss the solution via a well-conditioned
optimization problem based on the shading lemma elsewhere [Schéfer, 2021].

4.2.3 AD performance can be problem specic

We have seen that for a functionf : R" ! R™ with n independent input variables
and m dependent output variables, forward-mode AD is preferred to build the Jaco-
bian whenm n. In contrast, reverse-mode AD is preferred whem m. As one
increases the number of inputs within a given problem, reverse-mode AD mode will
eventually overtake forward-mode AD in performance. Maet al. [2021] have inves-
tigated this m vs. n dependence in-depth for di erential equations when applied to
models relevant to biopharmacology, alongside analytical, as well as various forward
and adjoint techniques. In their work, Ma et al. [2021] show that on a su ciently
small system of ODEs (<100 ODEs + parameters), forward-mode AD is the most
e cient method. When increasing the number of state variables and parameters in
a sti partial dierential equation, vector-transpose-Jacobian products mixed with

a specially tailored adjoint method were shown to be most e cient, outperforming
discrete-forward sensitivity analysis.

If applicable, continuous-adjoint sensitivity analysis o ers a smaller memory con-
sumption and thus faster runtimes for systems with many input variables. Recall from
the previous section that all continuous-adjoint sensitivity analysis methods require
the computation of a vector-transpose-Jacobian product. In the following, we demon-
strate that the choice of the speci c reverse-mode AD package employed to compute
this vector-transpose-Jacobian product can signi cantly a ect the performance, see
also Srajeret al. [2018] who have studied the performance of AD packages in a di erent
context. We study two examples based on the following reverse-mode AD packages:
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1. ReverseDi [Revels, 2018], an operator-overloading-based, reverse-mode AD im-
plementation, featuring several tape-based optimizations, such as precompila-
tion of the Wengert trace.

2. Zygote [Inneset al., 2019a], a reverse-mode AD implementation that does source-
to-source code transformation to generate the derivative's code from the func-
tion's code, operating at the level of Julia's intermediate representation. Zygote
is therefore able to handle arbitrary Julia code. However, Zygote is unable to
handle mutation (i.e., changes of the values of an object instead of reallocation).

3. Enzyme [Moses and Churavy, 2020], a reverse-mode AD implementation that
runs by source-to-source code transformation at the LLVM level, with excel-
lent performance on scalar operations, but currently lower performance on large
matrix operations.

4. Tracker [Innes, 2018b], an operator overloading reverse-mode AD package, which
was used in previous versions of the Flux ML package and is still used in several
places in the Julia ecosystem due to its feature maturity.

Both examples together will show that di erent AD systems are most optimal de-
pending on the dynamics to be di erentiated. This study establishes that the optimal
choice of the AD mechanism can be rather complex for users and package developers.
So, reducing the cost of running such benchmarks is bene cial for many researchers,
which eventually led us to develop AbstractDi erentiation [Schafer et al., 2021], see
Appendix A. AbstractDi erentiation is a Julia package that helps AD users optimally
combine or switch between AD packages.

Example 1: Lotka Volterra model

Suppose that we have an instantaneous objective

(tyr) = ya(t) + ya(t) (4.15)
for the Lotka Volterra model

Yi= 1y1  2YiY2; (4.16)

Y2 = 3Y1y2 a2, (4.17)

with initial conditions y;(t=0)=1 andy,(t =0) =1, wheye denotes the parame-
ters of the model. We are interested in the sensitivities@—@ i (ti;yy) with respect
to an equally spaced time grid between 0 and 10 with a grid spacing of 0.1.

Figure 4.1 shows a violin plot for the runtimes for four choices of the internally
used AD system. From this it can be seen that the vector-Jacobian products which
use static compilation of the ODE function, ReverseDi with compilation enabled
and Enzyme, perform signi cantly better than the other choices for small ODEs with
a lot of scalar indexing, which is a common feature in many nonlinear physical and
biochemical models. In particular, this example con rms that in many scalar indexing
cases the popular Zygote AD system can perform rather poorly. Note that Maet al.
[2021] have shown that all adjoint techniques were outperformed by ForwardDi on
this example based on the Lotka-Volterra model.
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Figure 4.1: Benchmark 1: Lotka Volterra model. We use a check-
pointed interpolating adjoint method [Rackauckas et al., 2020b] to
compute the local sensitivities, see Sec. 4.2, and compare the run-
times of three di erent AD packages. ‘false' and “true' indicate if the
Wengert tape in ReverseDi is precompiled.

Example 2: Spiral neural ODE model

The second example we study is the spiral neural ODE selected from the neural
ordinary di erential equations manuscript [Chen et al., 2018]. It is an ODE de ned
as a NN applied to the cubed states of the system:

y = NN(y?) (4.18)

where NN(y) is a multilayer perceptron with one hidden layer of size 50 and @anh
activation function, and y 2 R2. Figure 4.2 shows a violin plot for the runtimes for four
choices of the internally used AD system. The results show that ReverseDi VJP with
a compiled tape is the most e cient method for di erentiation on CPUs. However, this
has many caveats. Among others, ReverseDi 's tape-compiled form is only applicable
if the code has no branching and thus would be incompatible with activation functions
like recti ed linear units (ReLUs) satisfying

ReLU(x) = max(0;Xx): (4.19)

We also tested di erent sizes of hidden layers. We have found that an RTX 2080
Super GPU outperforms a Ryzen 9 5950x CPU when the hidden layer size reached
7,500. Note that the crossover point could be a lot smaller in many scenarios if
the NN is deeper since the rst and last layer sizes are 2, which corresponds to the
dimensionality of y. At around this NN size, the Zygote and Tracker strategies on
GPUs become more e cient than the one of ReverseDi, which is restricted to CPUs.

In addition to prior research [Srajer et al., 2018; Maet al., 2021], these two ex-
amples show that the internal AD system must be carefully selected based on the
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Figure 4.2: Benchmark 2: Spiral neural ODE model. We use a
checkpointed interpolating adjoint method [Rackauckaset al., 2020b]
to compute the local sensitivities, see Sec. 4.2, and compare the run-
times of three di erent AD packages. ‘false' and “true' indicate if the
Wengert tape in ReverseDi is precompiled.

scienti ¢ problem, computational features, and hardware resources at hand. While
ReverseDi performs better than Enzyme in the compiled mode under certain circum-
stances, ReverseDi is not compatible with GPUs and is not performance-competitive
on other scienti c computing applications. In these cases, Zygote and Tracker are thus
the most e cient.

The results and gures presented in the last section of this chapter have been
published in Schaferet al. [2021].
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Chapter 5

Control of Closed Quantum
Systems

The results presented in this chapter have been published in:

A di erentiable programming method for quantum control
F. Schafer, M. Kloc, C. Bruder, and N. Lorch
Mach. Learn.: Sci. Technol.1, 035009 (2020).

5.1 Motivation

In many applications, such as quantum information processing or metrology, e ec-
tive manipulation of the physical system requires an optimization procedure to nd
a suitable control scheme. Since classical intuition often fails for quantum mechani-
cal systems, devising optimal control strategies is particularly challenging [Dong and
Petersen, 2010]. A wide range of traditional optimization methods compute the op-
timal control pulse sequences by a gradient-based maximization of a certain, task-
speci ¢ objective [Glaseret al., 2015; Krotov, 1989; Khanejaet al., 2005; Chenet al.,
2014, 2015; Morzhin and Pechen, 2019]. AD has proven to be a powerful tool to
compute the required gradients automatically. Speci cally, incorporating additional
constraints besides the main objective only requires to de ne further loss function
contributions [Leung et al., 2017].

In recent years, astonishing advances in RL have initiated great opportunities for
control optimization. In contrast to standard optimal control algorithms, perturba-
tions of the initial state are naturally captured when using RL due to its formulation
in terms of a Markov Decision Process, see also Ch. 3. The potential robustness of the
method concerning noise in the input is highly desirable for practical purposes. In the
RL framework, the controller (or agent) optimizes its strategy (the policy) based on
the loss function (the rewards) obtained from repetitive interactions with the system
to be controlled. While in model-free RL, no explicit representation of the system is
necessary [Sutton and Barto, 2018], in model-based RL, an explicit representation of
the system, i.e., a function, which explicitly models state transitions and rewards, is
learned simultaneously with a value function or policy. However, the environmental
model is usually built from the (potentially sparse) reward signals, which is compu-
tationally intensive. Nonetheless, model-based RL (if feasible) has the potential to
learn optimal policies from a smaller number of environmental interactions and also
to handle changing targets e ciently [Atkeson and Santamaria, 1997; Kurutachet al.,
2018].

Successful demonstrations of model-free RL in physics include,.g., the manip-
ulation of a quantum-spin chain [Bukov et al., 2018], the inversion of the quantum
Kapitza oscillator [Bukov, 2018], and quantum gate-control optimization [Niu et al.,
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2019]. Bukov et al. [2018] also show that the performance is comparable to stan-
dard optimal control algorithms. By implementing physical knowledge through a so-
phisticated reward scheme, a student/teacher network could discover quantum error
correction strategies from scratch [Foseét al., 2018].

RL is a black-box setting, i.e., the agent has no prior knowledge on the structure
of the system it interacts with and has to develop its policy (explore the space of con-
trol parameters) solely based on its past interactions with the system. This black-box
setting makes RL very versatile, but at the same time, a large number of training
episodes is required to nd a good strategy. However, optimal control design is rarely
done on an (unknown) systemin situ. Typically, one trains the controller on a phys-
ical model of the system. This means that instead of learning how to interact with
an unknown environment, one starts with a lot of prior scienti ¢ knowledge about
the system, namely its precise dynamical model. Using these equations, we imple-
ment a computer simulation of the environment. Then, gradients are computed as
stochastic score-function estimates avoiding a di erentiation through the unknown
environment dynamics.

However, if the environment is implemented in a computer simulation, AD allows
us to backpropagate directly through the time trajectory. We thus e ectively switch
from model-free to model-based RL [Innest al., 2019b; Chenet al., 2018]. Given such
an end-to-end di erentiable simulation, a tremendous speed-up in the optimization
process was demonstrated [Degravet al., 2019; de Avila Belbute-Pereset al., 2018].
This programming paradigm is called di erentiable programming (@) and denotes
the ability to di erentiate arbitrary computer program structures [Innes et al., 2019a;
Rackauckaset al., 2020b]. The learnable structuresge.g., NNs, are then embedded in
a standard procedural computer code to obtain the resulting program. Among the
rst examples, it was shown that @ allows one to nd optimal strategies much faster
than model-free RL for standard classical problems [Innest al., 2019b,a].

This chapter is structured as follows: We introduce the closed-loop feedback con-
trol scheme of our@ method in Sec. 5.2. In Sec. 5.3, we apply the method to three
physical systems. We demonstrate the bene ts of the@ method with respect to
a standard RL approach for the preparation of an eigenstate of a spin qubit. We
also investigate the preparation of GHZ states in spin chains and the preparation of
eigenstates of a quantum parametric oscillator. We conclude in Sec. 5.5.

5.2 Feedback control overview

We consider the quantum optimal control problem as de ned in Ch. 2 for a closed
guantum system. Our @ method consists of three main building blocks: a controller,
a forward implementation of a physical system in the form of an ODE solver, and
a set of loss functions. The connection between these building blocks is depicted in
Fig. 5.1.

5.2.1 Forward pass

As elaborated in Sec. 3.1, we de ne the forward pass as the description of the forward
computer simulation of the closed-loop control scheme. In this chapter, we focus on
engineering a piecewise-constant control drive on a uniform time grid, see Sec. 2.1.1.
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Figure 5.1: Sketch of our @ method for quantum control in a closed
quantum system. In the forward pass, starting from an initial state,

j (to)i (and vanishing control), at specic time stepsi =0;1;:::;N,
the controller maps the quantum statej (tj)i to the associated opti-
mal control drive values ( tj). These control values determine the time
evolution of the physical system fromj (t;)i toj (tj+1)i, as computed
by an ODE solver. Both the state j (tij+; )i and the control drive val-
ues ( tj) contribute to the loss function L(t;). In the backward pass,
AD allows us to compute the gradient of L(t;) with respect to the pa-
rameters of the controller by direct di erentiation through the ODE
solver. We use this gradient to optimize the controller's parameters by
gradient descent in a series of epochs. To ensure a su ciently smooth
control drive and to achieve faster learning progress, we additionally
enter the last chosen drive values( t; 1) as input to the controller.
This end-to-end @ method incorporates physical knowledge about the
system into the training process and is compared to model-blind gra-
dient estimation, such as REINFORCE [Williams, 1992], in Sec. 5.3.1.

Controller

We employ NNs for the parametrized ansatz of the controller. Starting from some

receives the current quantum state,j (tj)i, as well as the last control drive values,
( ti 1), as aninput. The controller maps these inputs to the next control drive values
( t;) that are applied over the time interval t = [t;;t;+1). According to our experience,
providing the last control values helps the controller nd good control strategies more
easily and often provides overall smoother control signals.

Figure 5.2 shows the architecture of the controller. We use arti cial NNs with
linear (fully-connected) layers and RelLUs [EqQ. (4.19)] as the activation functions.
The full controller is made of three separate NNs:

1. A state-awareneural network NNg that takes the current quantum state, j (t;)i 2
CP, and computes a map

NNs(j (t)i):CP ! RE; (5.1)

whereD is the Hilbert space dimension andB is the number of output features
in the nal layer of the state-aware network.
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Figure 5.2:  Controller architecture using three NNs as predictive
models. All NNs consist of fully connected layers and have recti ed
linear units as activation functions. The last layer of the combination-

aware network uses a soft-sign activation functionsoftsign(x) = ﬁxj

The number of NN weights and layers used throughout all numerical
experiments in this chapter is given in Tab. B.1 in B.1.

2. An action-aware neural network NN, that takes the last control drive value,
( t; 1) 2 RK, and computes a map

NNa(( ti 1)): R RB: (5.2)
whereK is the total number of control operators andB is identical as above.

3. A combination-aware neural network NN that post-processes the sum of the
two maps NNg(j (tj)i)+ NN o(( ti 1)), and predicts the next control elds

NNc(NNs( (t)i) +NNa(( ti 1)): RB 1 RK; (5.3)

with B and K as above.

Here, we combinedNNg and NN, by simple addition, but other combinations such as
concatenation are also conceivable. Which of the combinations is most e cient in a
given situation will depend on the particular physical system and the number of model
parameters. Instead of the control values, the controller can also be reformulated to
return the corresponding derivative %t. In this case, the maximum uctuations of
the control values between subsequent time steps can be controlled in a natural way,

which may be necessary for experimental platforms.

Physical system

The dynamics of a closed quantum system is determined by its Hamiltonian and the
Schrddinger equation. Solving this ODE of the physical system lets us propagate a
statej (t;)i forward in time based on the applied control values( t;) from time t; to
ti+1. Recall that we are using a piecewise-constant control drive in this chapteii,e.,

( t) is constant over all sub-steps of the ODE integration.
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All our examples are implemented in PyTorch [Paszkeet al., 2017] which has
limited complex tensor support. Therefore, we map the Schrédinger equation via the
isomorphism

Re()i _  Him(t) Hge(t) | re(t)i
m®i = Hre® Hm® | moi &Y

to real-valued vectors and matrices, see also Eq. (3.23). The subscrip®e=Im de-
note the real and imaginary part, respectively. Similarly, j (tj)i is mapped onto

I re(ti)i;j |m(ti)i]T as the input for the state-aware network. To compute the time
evolution of the physical system, as described by the ODE problem (5.4), we use
Heun's method [SUli and Mayers, 2003] to propagate the system between updates of
the control values.

@ Mi= HEO| @ @j

Loss function

we compute a scalar-valued loss function. We employ the set of loss functions ex-
plained in detail in Sec. 2.1.2. Speci cally, recall that the total loss function is given
by a linear combination of elementary loss contributionsL that have a well de ned
physical meaning. Their relative importance can be controlled by the weighte . We
choose the weightsc by means of a hyperparameter optimization technique, called
Bayesian optimization and Hyperband (BOHB). BOHB is a combination of random
search (bandit-based method) with Bayesian optimization [Falkneret al., 2018].

5.2.2 Reverse pass and optimization

Importantly, the gradient of the loss function with respect to the networks' weights
can be computed at any point in time because the entire code including the time
evolution of the physical system is implemented in PyTorch. Since all operations
are di erentiable, and the associated primitives are implemented within PyTorch's
tracing-based reverse-mode AD backend, torch.autograd [Torch Contributors, 2019],
we can di erentiate backwards through the computational graph to compute the gra-
dients with respect to inputs of the program such as the initial state or parameters.
Let us note here that the assumption of a piecewise-constant control drive is crucial
because the memory consumption scales (mainly) with the number of points in the
grid N, where the NNs are called, instead of the actual number of steps of the solver.
We will drop this assumption in Ch. 6 and consider continuously updated control
drive values and discuss alternative sensitivity options.

Among the many di erent options for rst-order gradient descent optimizers, we
choose the popular Adam optimizer [Kingma and Ba, 2014] to train the model in a
series of epochs, runnindp simulations in parallel per epoch, see Fig. 5.2. The initial
learning rate of Adam is tuned by BOHB for xed b. In what follows, we refer tob as
the batch size.

5.3 Applications

In this section, we will apply the @ method to three physical systems. The qubit
in Sec. 5.3.1 serves as a test bed to compa@ with respect to vanilla policy-based
RL. In the subsequent sections, we aim at preparing the GHZ state in spin chains of
various lengths and the ground state in a quantum parametric oscillator.
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Figure 5.3: Preparation of the eigenstatejei of the drift term of the
Hamiltonian [Eq. (2.12)]. The rst row shows the results when the loss
function L [Eq. (2.3)] contains only one non-zero coe cientc:. The
second row shows the optimized results for three contributing coe -
cientsce, cen , and ¢ . In the rst column, the evolution of L during
the training phase is shown. The second column shows the mean value
of the nal state in delity as a function of the epochs. The third and
fourth columns show the model's performance when it is applied to a
test set of size 512. The red curve/blue shaded region indicates the
mean/standard deviation of the delity and the applied control drive
values, respectively. The black dashed line highlights the special case
with the initial state given as j (to)i = jgi. All hyperparameters can
be found in Tab. B.1 in B.1.

5.3.1 Qubit
Di erentiable programming

Consider a qubit in a magnetic eld, as introduced in the example of Sec. 2.2. The
qubit can be controlled via a rotation about the x-axis according to the Hamiltonian
de ned in Eq. (2.12). Starting from an arbitrary initial state [Eq. (2.13)], sampled
uniformly from the Bloch sphere, our task is to prepare the excited statg i = jei
in the shortest possible time. In contrast to the typical quantum optimal control
setup, where the initial state has xed values for# and ' , the feedback controller has
to learn the optimal drive for all states in the Hilbert space of the qubit.

The controller is constructed as in Fig. 5.2 and the number of weights and biases
are constant for all (numerical) qubit experiments, see Tab. B.1 in B.1. The results
of the control task with optimized hyperparameters are shown in Fig. 5.3. The two
rows compare dierent choices of the number of independent contributions to the
loss function [EqQ. (2.3)]. While we only include the main objective,i.e., the average
indelity Lg, in the upper row, the lower row results from an optimization including
a term for the nal state indelity Lgyn and drive amplitude L . The rst two
columns visualize the loss and the mean of the nal state in delity as a function of
the training epochs. Smaller nal in delities are reached when several loss functions
are combined. We applied the trained model to a test set of 512 random con gurations
for the third and fourth columns. The mean and standard deviation of the delity as
a function of time and applied control values exhibit di erent behaviors for di erent
choices of hyperparameters in the loss function. Remarkably, the terrh  pushes the
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actions towards zero and hence helps to achieve a shorter control sequence. When
the initial state is chosen as the ground statggi of the drift term of the Hamiltonian

in Eq. (2.12), the control strategy found by @ closely resembles the corresponding
open-loop control results reported by Leunget al. [2017].

BOHB for hyperparameter optimization

To compare the results with RL, where hyperparameter optimization is needed, we
have employed BOHB to optimize the hyperparameters in the present case of the qubit
control task. BOHB is based on the well-known Hyperband approach [Let al., 2017a]
to determine how many hyperparameter con gurations are evaluated at a specic
budget, cf. pseudocode of Falkneet al. [2018]. In our case, the budget is identical to
the number of epochs used to train the controller. Unlike Hyperband, BOHB replaces
the random selection of con gurations at the beginning of each iteration with a model-
based search. We have tuned the number of parallel simulation, the learning rate
of the Adam optimizer, and the coe cients cr; cey and ¢ of the loss function L
[Eg. (2.3)] using BOHB. The objective for BOHB must not depend explicitly on the
c , as they are also optimized. Therefore, we cannot choose the loss function as the
objective for BOHB. However, a natural choice for the objective idLg from Tab. 2.1.

Figure 5.4: BOHB optimization of the hyperparameters for the con-
trol of a single qubit [Eq. (2.12)] in a magnetic eld with gure of
merit Lg [see Eqg. (2.3)]. (a) Frequency distribution as a function
of the BOHB objective for model-based picks (left) versus random-
con gurations (right) for three budgets (rows). The number n in each
cell indicates the total number of samples that fall into the category.
(b) Final state indelity, 1 F(ty), as a function of the duration of the
simulation (total wall time). The budgets and data are identical
to (a), as highlighted by the color code.

Figure 5.4(a) visualizes the frequency distribution as a function of the BOHB
objective, Lg, for model-based and random con gurations. As desired, nearly all
model-based picks have a very small value fdrg . For both distributions, an increase
of the budget leads to smaller values of.g on average, as expected. The di erences
between the three budgets can also be seen in the evolution of the nal state in delity,
1 F(tn), as a function of the wall clock time in Fig. 5.4(b). The wall clock time
refers to the actual run time of the optimization. In other words, it measures the
elapsed time between the start of the optimization and the end of a given task in
the BOHB iterations. Evidently, this time strongly depends on the hardware used
for the simulation. Note that the in delity is plotted in log-scale and that many
con gurations reach very large delity values.
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Figure 5.5: Preparation of the eigenstatejei of the drift term of the
Hamiltonian [Eq. (2.12)] for the optimized hyperparameters containing
the coe cients ¢, cen, € based on a REINFORCE implementation.
In the rst column, the evolution of the expected reward R during the
training phase is shown. The second column shows the mean value of
the nal state in delity as a function of the epochs. The third and
fourth columns show the performance of the agent when it is applied
to a test set of size 512. The red curve/blue shaded region indicate
the mean/standard deviation of the delity and the control values,
respectively. The black dashed line highlights the special case with
initial state given asj (to)i = jgi. All hyperparameters can be found
in Tab. B.1 in B.1.

Reinforcement learning

Adopting the terminology of RL, see Sec. 3.3.3 for a brief introduction, we now also
refer to the controller as agent and to the control drive values asactions. Here we
compare the performance of our@ method with a vanilla policy gradient algorithm
(REINFORCE) [Sutton and Barto, 2018; Achiam, 2018; Williams, 1992; Suttonet al.,
2000]. In a nutshell, our REINFORCE implementation is based on three substeps:

" First, trajectories are sampled from the current Gaussian policy

1((t) )
2

. +log(2 2 : (5.5)

log (( t)ifi (t)i; (4 19 =
where the variance 2 = 0:04 is determined by optimization via BOHB and the
mean = (fi (t)i; (tj 1)) is given as the output of the agent, which is
structured identically to the @P controller, see Tab. B.1 in B.1. We also tried to
predict directly as the output of the agent but obtained a worse performance.

Secondly, we approximate the gradient of the expected total reward over all
trajectories with respect to the parameters of the employed NNy R, as

"X\' #
r R=E rolog (Ct6)iff ()i (t )R ; (5.6)
i=0

where we de ned the rewards-to-go

X
Ri = ceih (ti))i wrii® cj(t)i®+ ioncenjh (tio)i wij®;  (5.7)

i0=i

based on the (properly adjusted) elementary loss functions from Sec. 2.1.2. Re-
call that while the loss function for the @ method are minimized, the expected
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reward in RL is maximized. Furthermore, it should be noted that the rewards-
to-go are normalized before they are included in the approximation of the gra-
dient [Karpathy, 2016].

~

Thirdly, we use the ADAM optimizer with a learning rate of 0:00025to update
the NN parameters in a series of epochs, each consisting 24 trajectories.

To have a fair comparison between RL andd@, we re-optimized also all previous
hyperparameters @, cg, Cen, C , and the learning rate) using BOHB. In Fig. 5.5, we
visualize the training procedure in the rst two columns and the application of the
trained RL agent on a test set in the last two columns, in analogy to Fig. 5.3. In
general, we get a more choppy evolution of the total expected reward during training,
compared to the (relatively) smooth appearance of training loss in the case of th@
method. Furthermore, the result is more sensitive to small changes in hyperparame-
ters, including the random seed used. Remarkably, the NN of th@® method is trained
only for 400 epochs, while more than 10,000 training epochs are needed in the case of
the REINFORCE algorithm due to the less accurate gradient estimate. After 10,000
epochs, the agent did not learn to set the control values to zero once the excited state
was prepared. We expect that more sophisticated approaches, such as trust-region
policy optimization [Schulman et al., 2015a] or proximal policy optimization [Schul-
man et al., 2017], in combination with generalized advantage estimation [Schulman
et al., 2015b] could improve the performance.

Figure 5.6: Optimal regions in the hyperparameter space consisting
of ¢, ¢ , ceny and learning rate Ir of ADAM as established by BOHB
for the @ (bottom row) and the RL approach (top row). The gures
show projections from the four-dimensional space onto the respective
two-dimensional subspaces. The color map encodes the main objec-
tive of BOHB to be minimized, i.e., the average in delity over the
entire time interval Lg. The brighter areas correspond to better per-
formance. The continuous map results from interpolating the discrete
set of sampled con gurations probed by the BOHB algorithm.

A comparison between the mean in delity L over all time steps as a function
of the hyperparameterscg, cen, € and the learning rate Ir for both approaches is
depicted in Fig. 5.6. We plot the two-dimensional projections ofLg onto the sub-
spaces of the respective pairs of hyperparameters, whereas brighter regions highlight
superior performance. Overall the landscapes for th@ method (lower panel) reach
signi cantly smaller in delities as compared to the REINFORCE implementation (top
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Figure 5.7: A chain of M qubits and associated control operations.
According to the Hamiltonian in Eq. (5.8), each qubit interacts with

its nearest neighbors with strengthJ. The control elds @, §,j) are
applied at each sitej . Therefore, any qubit can be rotated by an angle
prescribed by the respective eld strengths.

panel). In addition, the bright regions are more extended, implying better stability
with respect to changes in the hyperparameters. Consistent results are found in clas-
sical environments, such as a trebuchet or CartPole [Innest al., 2019b], where the
embedding of the physical model into the backpropagation pass also led to more ef-
fective control strategies and faster training.

5.3.2 Spin chain

We consider a chain ofM identical qubits (or spins %) with the control Hamiltonian

H=" 39 G0 P O Py P (5.8)
j=1

where {; ;' U) are the Pauli matrices acting on thej th site of the chain. For any
single qubit we have two independent control drives, Q)(t) and §,’)(t), that allow
us to rotate each spin by an arbitrary angle as illustrated in Fig. 5.7. The dimension
of the Hilbert space scales a® =2 and the set of vectors representing all possible
con gurations of the z projection at individual sites forms a basis. Therefore, a general
state vectorj i can be expanded as

j i=Cpjeee:::ee+ Crjeee:::ed+ :::+ Cp 1jggg:::qd ; (5.9)

has the form of a nearest-neighbor interaction. As we sel > 0, the ground state is
given by the doubly degenerate manifold spanned by the Néel states és = jege::i
and % =jgeg::i.

The GHZ state [Greenbergeret al., 1989] of anM qubit chain is de ned as

M M

. , 1 .- 1 . o :

JGHZi = % jei + joi = %(Jee::l +jgg::1): (5.10)

GHZ states play an important role, e.g., for multi-particle generalizations of super-

dense coding [Boset al., 1998] or in quantum secret sharing [Hilleryet al., 1999].
We aim at preparing the respective GHZ state for chains consisting of three to six

qubits. According to our goal, we setj i = jGHZi. The target state is composed

of two eigenstates of the drift Hamiltonian with identical eigenvalues. Therefore, once
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Figure 5.8: GHZ state preparation for various lengths M of the spin
chain. From top to bottom, the number of sites M increases from 3 to
6. The rst two columns show the progress of the loss functionL and
the nal state in delity averaged over b parallel trajectories 1 F(tn)
as a function of the training epochs. Columns three to ve show results
of the trained NN applied to a test set of 256 spin con gurations. The
coe cients C, plotted in the third column refer to Eq. (5.9). The
GHZ state corresponds to equal occupations of the leftmost and the
rightmost columns in the histogram, i.e., jCoj2 = jCp 1j2 =0:5. The
evolution of the mean delity F of the test set during the preparation
process for each step=1:::N is plotted in red in the fourth column.
The blue bands highlight one standard deviation. The last column
depicts the applied 2M independent control values averaged over the
test set for each stepi. All hyperparameters can be found in Tab. B.1
in B.1.

the GHZ state has been prepared, the control drive can be switched o, and the state
evolves trivially with the drift Hamiltonian. Similar to the single qubit case, we do
not launch from a xed state but instead sample noisy initial statesj (tg)i as follows:
Starting from one of the ground states of the drift Hamiltonian from Eq. (5.8), i.e., the
states gls and és , We ip any single qubit in the initial state with 10% probability.

We employ the BOHB method to optimize the coe cients ¢ of Eq. (2.3), and
other hyperparameters, such as the learning rate, the number of parallel trajectories
b, and the number of weights in each layer of the NN for any size of the syster .
The results of this optimization are summarized in Tab. B.1 in B.1.

The training phase of the NN, as well as examples of its performance on test
data sets, are shown in Fig. 5.8. In contrast to a typical learning behavior of the
expected reward in RL, the loss functiond. show rapid initial progress. They do not
display any strong oscillations across all considered chain lengths during the learning
process. We require that the controllers achieve a delity greater than99:9% by
the end of the control interval. As seen from the second column, the number of
training epochs required to accomplish this grows withM (see the second column
of Fig. 5.8). However, for all system sizes considered, we manage to train the NN
to achieve the desired performance as demonstrated in the third and fourth column
of Fig. 5.8. Even for the case withM = 6 qubits, where the initial noise leads to
larger uctuations in the test data, the nal average delity F(ty) (red line in the
bottom row, fourth column) meets our precision requirements and exhibits almost no
uctuations, as indicated by the vanishing blue region. The last column in Fig. 5.8
shows the averaged signals of the control drive. The NN has also learned to set all
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Figure 5.9: (a) Sketch of the quantum parametric oscillator setup.
We control a one-photon drive ( t). In addition, the cavity is subjected
to one-photon and two-photon losses, as well as a two-photon drive
G. The Kerr photon-photon interaction strength is denoted by U.
(b) Shape of the classical potential of the Hamiltonian from Eq. (5.11)
describing the quantum parametric oscillator. Both cases with the
control eld being switched o (solid blue line) and switched on
(red dashed line), where the double well gets tilted, are depicted.

control elds to zero once the GHZ state is prepared.

5.3.3 Quantum parametric oscillator

State-of-the-art experiments, such as semiconductor microcavities [Weisbuackt al.,
1992] or superconducting circuits [Schoelkopf and Girvin, 2008; You and Nori, 2011],
provide a platform for photonic resonators with considerably large nonlinear photon-
photon interactions [Carusotto and Ciuti, 2013]. Bartolo et al. [2016] described the
dynamics of such driven nonlinear optical resonators by the following Hamiltonian in
the rotating frame

H(t) = UdaYaa+ G &¥ay+aa + (t) a+a : (5.11)

The rst term is a Kerr (nonlinear) interaction between the photons. They are anni-
hilated and created using the respective operatora; @'. Figure 5.9(a) illustrates the
guantum parametric oscillator setup implementing Hamiltonian from Eq. (5.11).

We can represent a general stat¢ i in the Fock basis,i.e., the basis of photon
occupation number statesjni, as

ps
ji=  Cpjni; (5.12)
n=0

where C, hnj i. The mean photon number in the statej i is given asmi =
h ja¥aj i.

In our control experiments, we x the amplitude of the coherent two-photon drive
relative to the strength of the Kerr nonlinearity G = 4U. Our control scheme consists
of one tunable parameter( t) which controls the single-photon drive, see Hamiltonian
from Eq. (5.11). Its e ect can be intuitively understood from the classical counterpart
of the system. The classical potentialV (x) is obtained from Eq. (5.11) by writing
the operators asc-numbers  2a = x +ip and setting p = 0. Figure 5.9(b) reveals a
symmetric double-well potential when the controllable single-photon drive is switched
o . If the control drive is switched on, the potential becomes tilted.
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Figure 5.10: Eigen-cat state preparation in the quantum parametric
oscillator. The training of the NN and the performance on a test set
with 64 initial states are depicted. The noise bandwidth is2 = 0:8.
(a) Progress of the loss functionL during the training averaged over
b parallel trajectories. (b) Evolution of the mean of the delities F
(red line) of the test set and the associated standard deviation (blue
shaded region). (c) and (d) Fock distribution and the Wigner func-
tion of a randomly chosen state from the test set at the nal time
step ty . The coe cients C, refer to Eq. (5.12). (e) Mean actions
performed by the controller in the test run, the blue region shows one
standard error. The black dashed lines in panels (b) and (e) show the
special case with an unperturbed initial vacuum statej (to)i = jOi.
All hyperparameters can be found in Tab. B.1 in B.1.

We aim at the preparation of a specic eigenstate of the drift Hamiltonian of
Eqg. (5.11). Again, we consider a noisy initial state

X1
j (to)i = jOi + e 3 pjni: (5.13)
n=0

In our numerical implementation, we truncate the Hilbert space of photons to a nite
dimensionD by taking only the rst D Fock statesjni into account. Random noise
is uniformly sampled from an interval [ ; ], where is a xed parameter describing
the amount of randomness for the initial state preparation. The exponential factor
guarantees that the contribution of the highest-lying Fock states is reduced,.e.,
j (to)i is dominantly distributed among the low-lying Fock states.

Let j i be a coherent state, de ned asaj i = j i, with annihilation operator
a and complex [Glauber, 1963]. These states are often referred to as ‘the most
classical ones' because they satisfy the minimal Heisenberg uncertainty relation. We
consider an example of a Schrddinger cat statgcat i = p% (j i+j 1) [Leibfried

et al., 2005]. The respective Wigner quasi-probability distribution is formed by two
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Gaussians in phase space located at the coordinatgs = p? Re( );p= p? Im( )]
with a non-classical interference pattern between them. Such states can serve as
resources for quantum computing because they can encode a qubit protected against
phase- ip errors [Cochraneet al., 1999; Mirrahimi et al., 2014; Grimm et al., 2020].

Within our description of the system, a speci c cat state with =2 happens to
be (approximately) the rst excited eigenstate of the drift Hamiltonian. We further
refer to this state as the eigen-cat state The goal of this section is to transfer the
initial state j (tg)i tothe targetj i = jcatyi. We again take a loss functionL of the
form prescribed by Eq. (2.3). Together with other hyperparameters, the coe cients
c are presented in Tab. B.1 in B.1. Here, the hyperparameters have been found
empirically to achieve desirable performance. Hyperparameter optimization such as
BOHB could also be used. However, a relatively large minimum budget is required to
build a probabilistic model, making the task computationally intensive.

The results are collected in Fig. 5.10. As shown in panel (a), the controller starts
learning quickly after an initial phase of about 300 epochs. This learning process
is stable without any signi cant performance drops between subsequent epochs. The
performance of the trained NN is shown in panels (b) (e). The mean delity of the test
setreached  0:93with only a small variance. At the end of the control interval, the
state of a randomly chosen example from the test set is depicted in panels (c) and (d).
The corresponding control drive applied is shown in panel (e). The control values
oscillate nearly symmetrically around zero, which translates to oscillatory tilting of
the classical potential to the left and right, cf. Fig. 5.9(b). This qualitative behavior
re ects the “symmetry' of the control task, where the target state is evenly distributed
in both wells and the initial state (albeit slightly perturbed) is distributed at the top
of the barrier. As the accuracy approaches its nal value, ( t) decreases until only
small oscillations around 0 are visible.

Finally, we note that a well-known protocol for preparing the eigen-cat state exists;
it is based on an adiabatic attenuation of the amplitude G of the parametric drive
from Eq. (5.11), see Wanget al. [2019] for a recent experimental demonstration.
While this strategy is also quickly revealed by our agent, if we let the agent control
G, we assume the amplitudeG to be constant over time and allow the agent only
to control the additional single-photon drive. For this task, the drive is not easily
anticipated, but our control agent managed to nd a non-trivial sequence with nal
delities comparable to Wang et al. [2019].

5.4 Future work

So far, we have only used fully-connected layers, limiting the depth and thus the
representational power of the NN. Therefore, our current NN architecture is not well
suited for high-dimensional (more than1000 inputs. To handle larger inputs, mod-

i cations to the network architecture that exploit the structure of the input wave
function, such as correlations or convolutions, may become necessary. Attention lay-
ers, developed originally for sequence-to-sequence tasks like language translations, are
a powerful tool if such a structure is unknowna priori, and long-range dependencies
are essential [Vaswankt al., 2017].

Moreover, our current algorithm is based on a classical simulation of a quan-
tum many-body system and is limited by the resulting rapid growth of the Hilbert
space. More sophisticated representations of the wave function, such as matrix prod-
uct states [Wall and Carr, 2012] or the multicon gurational time-dependent Hartree
method for indistinguishable particles Mctdh-x ) [Lode et al., 2020; Schéferet al.,
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2020a], have the potential to further improve the scalability of the simulations. In
addition, it will be interesting to explore generalizations of our @ method towards
classical-quantum hybrid algorithms that incorporate near-term quantum devices [Mi-
tarai et al., 2018; Benedettiet al., 2019].

In contrast to so-calledin situ [Ferrie and Moussa, 2015], or plain black-box RL
approaches leveraging data from experimental measurements, we require a model of
the physical system to set up the forward simulation of the control tasks. However,
recent advantages in parameter estimation and system identi cation from data could
be employed to bridge this gap [Bruntonet al., 2016; Flurin et al., 2020; Krastanov
et al., 2019]. After inferring the system dynamics from data,@ can be used to train
the controller.

Furthermore, the robustness of the agent's performance against experimental im-
perfections could be investigated within the current scheme, for example, with respect
to noise in the applied control drive.

5.5 Summary

In summary, we have introduced a@ method for optimal quantum control that em-
ploys NNs as controllers and uses AD to compute an accurate gradient information by
direct di erentiation through the ordinary di erential equation modeling the unitary
dynamics of the closed system. The approach has been successfully demonstrated on
single- and many-body quantum models, and optimal protocols for eigenstate prepa-
ration have been reliably found for all systems tested.

These optimal strategies are obtained after only a few hundred training epochs.
Like RL, the method is intrinsically robust with respect to uncertainties in the input
data, thus providing signi cantly greater versatility than standard quantum control
algorithms. However, in contrast to RL, the convergence is smooth and stable with
respect to, e.g, dierent initial seeds and moderate hyperparameter variations. In
particular, we have found an immense performance improvement over vanilla policy-
based RL due to the accurately computed sensitivity of the loss function with respect
to the parameters.

Despite the uncertainty in the initial states, we have reached delities of 99:9%
for the preparation of a GHZ state in a chain ofM qubits and delities comparable to
those from Wanget al. [2019] for the preparation of the eigen-cat state in the quantum
parametric oscillator system.

In our current setting, the agent has complete information about the state at
each time step. Some form of photon eld measurement can be included to represent
experimental reality better. The evolution of the resulting measured, open system
is described by a stochastic Schrodinger or Master equation. Such an optimal con-
trol of stochastic dynamics has drawn attention recently, see Abdelhafeet al. [2019]
and Krastanov et al. [2019]. In the next section, we will show how our@ method
can be applied to open systems by (essentially) replacing the ODE with a stochastic
Schrédinger equation.

The results and gures presented in this chapter have been published in parts
in Schaferet al. [2020b]. In addition, the codes that support the ndings of this study
are openly available [Schafeet al., 2020c].
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Chapter 6

Control of Stochastic Quantum
Dynamics

The results presented in this chapter have been published in:

Control of stochastic quantum dynamics by di erentiable programming
F. Schéafer, P. Sekatski, M. Koppenhofer, C. Bruder, and M. Kloc
Mach. Learn.: Sci. Technol.2, 035004 (2021).

6.1 Motivation

The ability to precisely prepare and manipulate quantum degrees of freedom is a
prerequisite for most applications of quantum mechanics in sensing, computation, and
general information processing. Many relevant tasks in these areas can be formulated
as optimal control problems. Therefore,quantum control is a rich and very active
research eld, see D'Alessandro [2008] and Wiseman and Milburn [2009] for two recent
textbooks that provide theoretical background and Glaseret al. [2015] for a recent
review of important issues.

Typically, the goal is to nd a sequence of operations or parameter valuese(g.,,
external eld amplitudes) such that the quantum system under consideration is main-
tained in a particular target state or evolves in a desired fashion subjected to additional
boundary conditions (e.g, most rapid evolution for a prescribed maximal strength of
the control elds). We encode the control task and its various boundary conditions
by a set of loss functions. If the control sequence is determined based on a signal
coming from the system, the setup is called closed-loop control [Glaset al., 2015;
Zhang et al., 2017]. Then, one introduces a parametric ansatz for the controllers and
explores the parameter space to minimize the loss function.

Reinforcement learning (RL) [Sutton and Barto, 2018; Lillicrap et al., 2016] has
been proposed as a suitable framework to develop closed-loop control strategies. In
this framework, the controller (or agent), optimizes its strategy (the policy) based on
the loss function (the rewards) resulting from repeated interactions with the system
being controlled. We have argued in Ch. 5 that the lack of prior knowledge about the
structure of the system harms the optimization procedure. Having such a ( exible)
black-box approach is, however, not necessary, as optimal control strategies are rarely
done on an unknown systemn situ. In particular, we must have a physical model if
we use a computer simulation to train the controller. We have demonstrated that the
computation of accurate gradients of the loss function with respect to the controller's
parameters via sensitivity analysis methods can streamline the optimal control design
tremendously. Generally, the use of prior physical information leads to more data-
e cient gradient descent optimization [Schafer et al., 2020b; Rackauckast al., 2020b;
Coopmanset al., 2021].



80 6. Control of Stochastic Quantum Dynamics

Compatibility of the control scheme with a measurement setup is a mandatory next
step. In this chapter, we extend our physics-informed reinforcement learning frame-
work based on@ and NNs [Schéferet al., 2020b] to control the stochastic dynamics
of a quantum system under continuous monitoring [Wiseman and Milburn, 2009;
Breuer and Petruccione, 2002]. Continuous measurements, such as photon counting
and homodyne detection, allow us to obtain information on the stochastic evolution
of a dissipative quantum system [Wiseman and Milburn, 2009]. This information
can be used to estimate the state of the quantum system [Briangt al., 2003; Iwa-
sawaet al., 2013; Wieczoreket al., 2015], to implement feedback protocols [Wiseman
and Milburn, 1993; Mancini et al., 1998; Hofmannet al., 1998; Doherty and Jacobs,
1999; Wilsonet al., 2015], to generate nonclassical states [Nha and Carmichael, 2004;
Viviescaset al., 2010; Koppenhdoferet al., 2018, 2020], or to implement teleportation
protocols [Boseet al., 1999; Greplovaet al., 2016]. In experiments, continuous homo-
dyne detection is realized in the microwave [Ficheuxet al., 2018; Vijay et al., 2012]
and optical regime [Briant et al., 2003; Armenet al., 2002]. The time evolution of
a continuously monitored quantum system is described by quantum trajectories (see
Ch. 2), which are solutions of DEs driven by a Lévy process.

To illustrate our extended @ framework, we focus on a qubit subjected to con-
tinuous homodyne detection [Ficheuxet al., 2018; Naghilooet al., 2016] described by
a stochastic Schrédinger equation. We engineer a controller that provides a control
scheme based on the measured homodyne current to perform a speci ¢ state prepara-
tion task. The stochastic nature of the problem analyzed here makes the control task
more di cult since the control must adapt to the random evolution of the quantum
state in each trajectory, and sensitivity analysis of SDEs instead of ODEs must be
utilized. Moreover, the instantaneous value of the homodyne current does not deter-
mine the actual state of the qubit. It is correlated only to the projection of the state
onto the x-axis, and this signal is drowned by the noise dominating the measured
homodyne current [Bouten et al., 2007; Flurin et al., 2020]. Thus, the information
about the qubit's state at a given time must be Itered out from the time series of
measurement results.

This chapter is organized as follows: In Sec. 6.2, we describe the proposed setup
of a qubit in a leaky cavity subjected to homodyne detection and state the stochastic
Schrodinger equation describing its dynamics (see Ch. 2 for a derivation). We discuss
two ways to use the record of the homodyne detection signal in a generalized closed-
loop feedback scheme to engineer a drive that can be applied to the qubit to accomplish
the desired control task. Speci cally, we aim at the preparation and stabilization of the
excited state. We then introduce a simple and intuitive hand-crafted control scheme
hard-wired to our setup. Section 6.3 describes the rst feedback control scheme in
detail: Here, we assume that the controller has direct access to the quantum state,g.,
through a suitable Itering procedure applied to the measurement record. We compare
three strategies, viz., our hand-designed control scheme, a scheme in which a NN
continuously updates the control drive based on full knowledge of the quantum state,
and a numerically less demanding scheme with a piecewise-constant control drive.
Section 6.4 presents the second feedback scheme, where we omit the preprocessing
step of ltering and instead use the measurement record of the homodyne current
directly as input to the NN representing the controller. In this case, the NN must
rst learn to lter the data itself to extract information about the system's state and
propose an e cient control strategy. We conclude in Sec. 6.6 and discuss potential
future applications.
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Figure 6.1: (a) Sketch of the considered setup. A qubit coupled
to a leaky cavity is continuously monitored by a homodyne detection
measurement. The radiation emitted by the qubit is mixed with a local
oscillator laser with complex amplitude at a beamsplitter. The signal
J(t), which is the di erence of the photocurrents of the two detectors,
is used as an input for a controller, which applies a drive( t) to the
qubit to prepare and stabilize a target state launched from an arbitrary
initial state. (b) Dierent control scenarios considered in Secs. 6.3
and 6.4. (c) Example of a typical signalJ (t) of the homodyne detection
measurement. (d) The homodyne detection signal is proportional to
the quadrature h i, which is hidden in the noise of the measurement
[note the dierent axis scaling in (c) and (d)]. The data has been
integrated over a measurement intervalt =10 3 1. The parameters
of the physical model are =20 , =2

6.2 Control platform

6.2.1 Continuous monitoring of a qubit

Consider a driven two-level system with statesjgi and jei. In a rotating frame, its
Hamiltonian reads )
H=_ + (Y

2 2 X
where ; . are Pauli matrices, ( t) is the Rabi frequency of the drive laser, and
= leg !laser is the detuning between the qubit and the laser. Note the di erent
meaning of with respect to Eq. (2.12) because of the rotating frame.
The qubit can spontaneously emit a photon via the interaction Hamiltonian

pfh i
Hing = +a(t) al(t) ; (6.2)

(6.1)

with decay rate . The eld operators a(t) and a¥(t) satisfy the commutation relation
[a(t);a¥(t9] = (t tY. We assume that the eld is initially in the vacuum state,
haY(t)a(t9i = 0. Physical examples of such a system include a two-level atom in a
leaky single-mode cavity that can be adiabatically eliminated, or an arti cial atom,
e.g., a superconducting qubit coupled to a waveguide. The radiation emitted from the
two-level system is monitored with a continuous homodyne measurement, as sketched
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in Fig. 6.1(a).

We have derived in Sec. 2.2.3 (see also Wiseman and Milburn [2009]; Breuer
and Petruccione [2002]) that the evolution of the qubit is described by a stochas-
tic Schrodinger equation

n (0]
diTi=dt iH 5. +JO® T (6.3)

where i denotes an unnormalized qubit state. Recall that the instantaneous value
of the measured homodyne currentl (t) is a random variable satisfying

W= had o+ (6.4)

whereh i ) is the expectation value of « attime t, and (t) is a stochastic white-
noise term satisfyingE[ (t) (t9]1/ (t t9, which stems from the shot noise of the
local oscillator. Heuristically, (t) can be considered as the derivative of a stochastic
Wiener increment, (t) = d W (t)=dt, such that the contribution of the noise to the
current integrated over a short time interval dt is described by a Wiener process,

IWdt= hi i+ aw() : (6.5)

The ensemble averages of the stochastic Wiener incremediW satisfy E[dW (t)] =
0 and E[dW (t)?] = dt. To better understand the dynamics of the system, a few
comments are in order:

First, Eq. (6.3) implies that the in nitesimal time evolution and thus the quantum
trajectory is fully determined by the record of the measured homodyne currend; and
the values of the applied drive {, which are vectors containing the respective values
of J(t) and ( t) from the start time to = O until the time t. In Sec. 2.2.3, we have
derived a closed-form expression of the operatdd; = D¢[J¢; (], which leads to the
mapping

D¢ oD{

t: 7’
Tr[ D¢ thy]

between the states of the qubit at timestp = 0 and t. The operator D¢[J¢; (] can be
interpreted as a Iter determining the state of the qubit at time t from the values of
the measured homodyne currentl; and the applied drive (. Importantly, this Iter
can be used to simplify the control task, as depicted in Fig. 6.1(b).

Secondly, we can heuristically de ne the signal-to-noise ratio based on Eq. (6.5)
as

(6.6)

hui o dt i o dt p__
P = —p Do, dt (6.7)
E[ dW(1)?] dt

This ratio vanishes in the limit of small dt. Thus, the value of the current integrated
over a short interval J (t)dt contains only very little information about the state j (t)i
of the two-level system. Ifh i (1 Was a constant signal, one could straightforwardly
increase the signal-to-noise ratio by integrating the current] (t) over a time interval
longer than 1= . However, this is not possible because the relaxation changes the
qubit's state on the time scalel= . Thus, the low signal-to-noise ratio is an intrinsic
feature of the considered homodyne detection scheme. This is illustrated in Figs. 6.1(c)
and (d), where we show a simulation of the homodyne currend (t) together with the
respective valueh i 0 for a single quantum trajectory.

Thirdly, Eq. (6.3) does not preserve the norm of the statg i, as indicated by the
tilde. Numerically, we can still use Eq. (6.3) and re-normalize the state after each
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time step. In Sec. 2.2.5, we have shown that the norm of the state is preserved up
to second order indt, when some correction terms are added [Wiseman and Milburn,
2009; Breuer and Petruccione, 2002], such that the stochastic Schrédinger equation
for the normalized state reads

d i=K (t)dt+ M (t)dW(t) (6.8)
Here, the nonlinear drift and di usion terms are

1, A
thl SRR (6.9)

P— 1, . .
= éhxl o 10 (6.10)
Equation (6.8) is an SDE in the It6 sense with multiplicative scalar noise [Kloe-
den and Platen, 2013]. Having a scalar instead of non-diagonal or even a non-
commutative [Kloeden and Platen, 2013] noise process is particularly convenient be-

cause

" higher strong-order integrators, such as the stability optimized, adaptive strong-
order 1.5 and weak order 2.0 (SOSRI) method, can be used. Non-diagonal noise
processes would generally require the computation of stochastic iterated inte-
gral expressions [Kloederet al., 2012] and thus their implementation is rather
intricate.

higher weak-order integrators would also require the approximation of many
complicated integrals if a second noise process was present [Kloeden and Platen,
2013].

continuous-adjoint sensitivity methods are more e cient because the adjoint
SDE process also possesses scalar noisedlal., 2020; Kidgeret al., 2021b].

6.2.2 Generalized feedback control
Closed-loop control schemes

In our control setup, the record of the homodyne detection measurement determines
the drive ( t) to be applied to the qubit. Without loss of generality, we take the
target state j i = jei for our numerical experiments. We will consider two di erent
control schemes, which are illustrated in Fig. 6.1(b).

In the rst scheme, we lIter the homodyne signal to extract the system's actual
statej (t)i attime t. Equations (2.53) and (6.6) yield an explicit Itering procedure
D¢[J¢; (] to determine the state of the qubit at time t from the record of homodyne
measurements]; and the drive ¢, which are known in the experiment. The controller
formed by NNs receives this state as input and calculates the drivé t) to be applied
next. Since we train the controller on trajectories simulated by a computer program,
we know the system's state at each time step [to solve the SDE (6.8)]. In practice, we
can therefore skip the ltering routine in Fig. 6.1(b) and directly feed back the solution
of the SDE solver at every time step to our controller. This feedback of the complete
state information implies perfect Itering at any time. Thus, the rst scheme closely
resembles the closed-loop feedback scheme of Ch. 5, but the deterministic evolution
and the associated sensitivity analysis methods are replaced by the corresponding
stochastic ones. We use this control scheme in Sec. 6.3 to compare di erent sensitivity
methods on di erent control scenarios.
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We study a second control scheme in Sec. 6.4, which omits the Itering step. At
time t the controller receives the homodyne current record (t) measured over a time
interval [t ;t]. The controller, again formed by NNs, must simultaneously learn
to lter the signal from the noise and predict the next control value ( t). Such an
implementation of an J(t)-only control protocol is a di cult task because the signal
of the system quadratureh i 0 is hidden in the noise, as shown in Sec. 6.2.1.

Figure 6.2: Work ow of the learning scheme discussed in Sec. 6.2.2
to optimize the parameters of the controller. In the forward pass, a
controller, here implemented by a NN, maps the present quantum state
j (O)i (see Sec. 6.3) or a combination of a measurement of the homo-
dyne current J (t) and the last chosen drive values ; (see Sec. 6.4) to
adrive ( t). Then, an SDE is solved to determine the subsequent state
and homodyne currentJ(t). A loss function L (see Sec. 2.1.2) model-
ing the state preparation objective and constraints on the control drive
is evaluated based on a quantum trajectory,i.e., a sequence of states.
In the reverse pass, the gradient of the loss function with respect to
the parameters of the controller is computed by (adjoint) sensitivity
methods (see Sec. 3.2). This end-to-end di erentiation incorporates
physical knowledge about the system into the training process and is
numerically more e cient than model-blind gradient estimation, such
as REINFORCE [Williams, 1992]. The gradient of the loss function
with respect to the controller parameters is used to update the control
strategy in a series of training epochs.

Work ow

Figure 6.2 visualizes the learning scheme based a@ to control the stochastic dy-
namics of the continuously monitored qubit. Like the corresponding scheme in the
case of the closed system, see Fig. 5.1, we have three building blocks:

a parametrized controller C given by a NN,

a model of the dynamics of the system subjected to a homodyne detection
measurement,i.e., the SDE (6.8), and

a loss function with respect to the target statej i = jei and constraints for
the control drive according to Eq. (2.3).

At the beginning of each forward pass, we initialize the qubit to an arbitrary state
on the Bloch sphere, cf. Eqg. (2.13), to ensure that the controller works optimally for
each initial state.
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Figure 6.3: The NN architecture employed in Sec. 6.4 consists of
three segments of fully connected NNs. The state-aware NN maps
the vector J (tj) containing information on the quadrature h i, see
Sec. 6.2.1, over the time intervallt; ;ti] to an (high-dimensional)
output NNg(J (tj)). Similarly, the action-aware NN,, takes as an
input a vector (t;) of the last m control values taken prior to the
time t; and outputs NNg( m(ti)). The two outputs of NNg, and
NN, are concatenated and enter the the combination-aware N};.
The nal output of NN , is interpreted as the next drive value ( tj+1)
to be applied. The parameters of the NNs can be found in Tab. B.2.

In the rst scheme containing the ltering procedure being considered in Sec. 6.3,
a simple feed-forward NN with fully-connected layers is used as the controller. This
NN maps the quantum statej (t)i directly to the next value of the control drive
( t). In Sec. 6.4, the controller receives the last homodyne detection record in form
of a vector J (t) gathered over a time interval [t ;t] and the vector (t) of
the m last applied control actions. As in the rst scheme, the controller determines
( t). The architecture of the NN used in Sec. 6.4 is shown in Fig. 6.3. In all NNs,
we use RelLUs [Eg. (4.19)] as activation functions for hidden layers and the softsign
activation function for the last layer returning ( t). Modi cations of this simple
architecture, e.g. the application of recurrent NNs to capture temporal correlations
in the homodyne signal for SDE control in Sec. 6.4, could be essential for the control of
(complex) many-body quantum systems. To circumvent computations with complex
numbers, we use an isomorphism that maps all operators and states to real-valued
gquantities, analogous to Eq. (5.4) introduced in Ch. 5.

Givenj (t)i and ( t) attime t, we use the Runge-Kutta Milstein integrator [Kloe-
den and Platen, 2013] from the StochasticDi Eq package [Rackauckas and Nie, 2017b,a,
2020] solving the SDE (6.8) to compute the next statg (t +dt)i attime t+dt. This
loop between controller and SDE solver is run until the end of the simulationty is
reached. We store the quantum state§ (tj)i and the drive values ( t;j) in N uni-
formly distributed time steps ft;gl\,; to evaluate the loss function. In the following,
the setfj (tj)i; ( ti)g will be referred to as checkpoints.

We minimize a loss function satisfying Eq. (2.3) with contributions L correspond-
ing to the minimization of the delity [Eq. (2.6)] and L corresponding to the regu-
larization of the drive [Eq. (2.8)] evaluated on the checkpoints, where we choose the
weights cg and ¢ empirically based on typical values found in the previous chapter.

At this stage, we have a complete description of the forward pass, calculating a
quantum trajectory and evaluating its value of the loss function. Before optimizing
the NN, we want to manually engineer a control function to deepen our understanding
of the control task.

6.2.3 Hand-crafted strategy

Consider the scenario in which the controller maps the quantum statg¢ (t)i to a new
control parameter, C:j (1)i7! (t)2[ max; max] at every step of the integrator.
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From a learning perspective, insertion of the statej (t)i instead of the homodyne
current J(t) is a major simpli cation because the controller does not need to learn
the lter. From a practical controller design perspective, this approach assumes that a
Itering module is already in place that allows the system's state to be predicted from
the measurement record and past control actions. We have discussed the implemen-
tation of such a Iter for a qubit subjected to homodyne detection in Sections 2.2.3
and 6.2.1. If the initial state of the qubit is unknown, only a mixed state ; can be
obtained if the detection time is too short. However, it is always possible to obtain a
pure state estimate { !j (t)i and recover our scenariog.g., by projecting ; onto
the surface of the Bloch sphere. Alternatively, we have shown in Sec. 2.2.5 that our
approach can straightforwardly be generalized to the case of a stochastic quantum
master equation describing the evolution of the density matrix of the system in the
presence of homodyne detection.
For all numerical experiments, we x the parameters of the physical model as

=20 and max = 10 . We study the variation of these parameters and their

e ects on the reached delity in Sec. 6.3.4.

Figure 6.4: Preparation and stabilization of the target state jei for
the continuously monitored qubit described by the SDE (6.8). (a)
Mean delity (solid blue line) and standard deviation (shaded) for the
hand-crafted strategy summarized in Algorithm 2 as a function of the
time stepsi at which checkpoints are stored for 256 randomly initial-
ized trajectories. (b) Corresponding control drive values. The black
lines in (a,b) depict the time evolution of the initial state jgi. Stere-
ographic projection, Eq. (6.11), of the applied drive  with respect
to statesj i of the southern hemisphere of the Bloch sphere for (c)
the hand-crafted strategy and (d) the corresponding optimized NN
discussed in Fig 6.5(a-c) according to Algorithm 3. Note that panel
(d) is the stereographic projection of the Bloch sphere depicted in the
inset of Fig. 6.5(a).

The control operator  in Eq. (6.1) induces a rotation about thex-axis. Therefore,
a simple but very intuitive strategy to shift the state upwards in each time step is
to compute the expectation valueh yi B and to choose the direction of rotation
depending on its sign. Speci cally, ifh yi > 0 (or h yi < 0), the controller G4 should
rotate (counter-) clockwise about the x-axis (see Algorithm 1). This hand-crafted
control strategy is summarized in Algorithm 2.
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Algorithm 1 Hand-crafted controller Gy
/I Gy maps state (t) to control drive (1)

Input: ) /| state of the qubit
Result: (t) /I control drive value
/I rotate with maximum drive value about  Xx-axis

if hyi vp>0 /I check location on Bloch sphere
then

() max /I clockwise
else

(1) max /I counterclockwise
end

Algorithm 2 Hand-crafted control scheme

/I Forward pass according to Fig. 6.2.
Input:  (to), to, (to) =0
Result: L /I return scalar loss function value (2.3)
Il solve SDE (6.8) between checkpoints
fori=0: N 1do
/I compute and store checkpoints

/I evaluate Gy within the drift term (6.9) in each step of the solver
f o (tiv1); (tiva)g  solve( (ti), Gi) in [ti;tisa]
end

return L lossf (t); ( ti)g)

We visualize the delity and the associated drive for this control scheme in
Fig. 6.4(a,b). Although conceptually simple, this hand-crafted control function is
very e cient. The mean delity over the entire control interval is Fpc =0:90 0:13.
The Bloch sphere [with spherical coordinates#;' , see also Eq. (2.13)] is mapped
onto the tangential plane at z = 0, described by polar coordinates(R; ) , using a
stereographic projection

#
(R; ) = (cot E;' ): (6.11)
The stereographic projection maps the south pole tdR = 0 and the north pole to
R = 1 . We here truncate the value ofR to an interval [0; 1], so that the applied drive
values on the states of the southern hemisphere are displayed, cf. Fig. 6.4(c,d).

6.3 Control based on analytical ltering module

Let us now numerically optimize the control strategy for parametrized controllers by
gradient descent. The gradient of the loss functiom L with respect to the parameters
of the NN  provides a meaningful update rule towards a better control strategy
resulting in a smaller loss function value. As discussed in Secs. 3.2 and 4.2, this
quantity can be computed e ciently using discrete or continuous sensitivity methods
for SDEs.
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6.3.1 Continuously updated control drive

We rst consider a controller that changes ( t) at each time step of the solver based on
the current state j (t)i, in the style of the hand-crafted control strategy. According
to Sec. 2.1.1, this implements a high-frequency feedback loop where the controller
is invoked many times. Recall that discrete AD approaches are extremely memory
intensive because all parameters of the NN contribute to the feedback loop within the
solver in this case. Consequently, we use the continuous-adjoint sensitivity methods
for SDEs described in Sec. 3.2 to compute gradients of the loss function.

Algorithm 3  Continuously updated control scheme

/I Forward pass according to Fig. 6.2.
Input: (to), to, (tg) =0
Result: L /I return scalar loss function value (2.3)
/I solve SDE (6.8) between checkpoints
fori=0: N 1do
/I compute and store checkpoints
/I evaluate NN  within the drift term (6.9) in each step of the
solver
f (tiva); (tiva)g  solve( (ti), NN )in [tijtiv1]
end
return L lossf (tj); ( tj)Q)

To adapt the continuous-adjoint sensitivity method for SDEs in the Stratonovich
sense [Eq. (4.12)] to the I1t6 sense, we rst need to gure out how to reverse the
sampling path of an SDE,i.e., how to reconstruct the forward pass of the statg (t)i
from time to to ty by a reverse time evolution fromty to tg starting at j (ty)i. The
reversion of an SDE

dj i=K phdt+M ) dW(t); (6.12)

de ned in the Stratonovich sense, marked by the symbol, is given by [Li et al., 2020;
Kidger et al., 2021b,a]
Z t YA t
i Mi=j )i+ K odt®+ M o dW(t9; (6.13)

tn tn

with noise valuesW (t) identical to those sampled in the forward pass. This reversion is
akin to the well-known reversion in the case of an ODE. However, we need a module to
restore the noise values in Eqg. (6.13). In our studies, we took the simplest but fastest
approach: storing a pre-assigned dense grid of noise values sampled in the forward and
backward sweeps. Let al. [2020] proposed to use a virtual Brownian tree to reduce the
memory overhead of a noise grid by sacri cing speed. Kidgest al. [2021b] constructed
a Brownian interval that allows complete reconstruction of W (t) by storing very little
information such as the seed of the pseudo-random number generator used. Despite
the allocation of noise values, the continuous stochastic adjoint sensitivity method is
much more memory e cient than discrete backpropagation by AD through the solver
operations.
From the inverse Stratonovich SDE [Eg. (6.13)] we can readily obtain the inverse
It6 SDE
Z, Z,
i (M)i=j (ty)i+ K @y 2C'%, dt% M oqdw(t9 (6.14)
tN

tN
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Figure 6.5: Preparation of the state jei for the continuously moni-
tored qubit described by the SDE (6.8), based on (a-c) continuously
updated control parameters and (d-f) piecewise-constant control pa-
rameters. We compute the gradients of the loss function with respect
to the parameters of the NN using the continuous-adjoint sensitiv-
ity method in (a-c) and the nested discrete AD method in (d-f), see
Sec. 3.2. (a,d) Smooth evolution of the loss as a function of the train-
ing epochs. (b-f) Performance of the trained NN when it is applied to
a set of 256 randomly sampled initial states on the Bloch sphere. The
solid blue [red] line in (b,e) [(c,f)] shows the mean delity F (t;) [con-
trol drive ( tj)] as a function of the time stepst; at which checkpoints
are stored. The shaded areas represent the corresponding standard
deviation, which is large in panels (c) and (f) because the controller
chooses a di erent sequence of controls for each quantum state. The
black lines in (b-f) visualize the results for an initial state jgi. In-
set in Panel (a): Visualization of the control parameters (in color
code) as a function of the current statej (t)i on the Bloch sphere.
The color palette indicates rotation clockwise (blue) or anti-clockwise
(red) about the x-axis. The yellow points show the trajectory starting
with the initial state jgi, with the rst 50 points connected by a line.
Employed hyperparameters are listed in Tab. B.2.

of the monitored qubit [Eq. (6.8)] where we have inserted the standard conversion rule

1

IS _

Co=zMpr oMy (6.15)

to account for the required transformation from the Stratonovich to the 1t6 sense [Kloe-
den and Platen, 2013].
The adjoint process

a (t)=r L@ (t)ig) (6.16)
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to compute the gradients of the lossL with respect to the state | (t)i is de ned via
the strong solution [Kloeden and Platen, 2013] of the adjoint 1t6 SDE

da (t): ay(t) ) K (t) 2CIS(I) dt ay(t) r (o M (t)dW(t)
(6.17)

with the initial condition

a (tn)=r1 L@ (t)ig): (6.18)

As expected, it can be seen that the value of thg (t)i state of the forward pass
is embedded in the vector-Jacobian products of the backward pass and therefore,
knowledge of thej (t)i state along its trajectory is required. Using Eg. (6.14), we
can, however, recompute the statg¢ (t)i without having to store the whole trajectory
of the forward pass.

The SDE (6.17) can be augmented by an additional statea (t) to compute the
gradientsa (tp) = r L. The quantity a (tg) is then the solution of

da ()= a¥(t) r K@ 2% d a’(t)r M umdw() (6.19)

with initial condition
a (tn) = Opim( 1! (6.20)

The Equations (6.14), (6.17), and (6.19) together form our continuous-adjoint sensi-
tivity method used to compute the gradients for training the controller. As a conse-
guence of the scalar noise character of the forward SDE, Eq. (6.8), the adjoint SDE
with an augmented state according to Egs. (6.14), (6.17), and (6.19) also has scalar
noise. Similar to ODEs, the backward solution of SDEs is not guaranteed to be stable.
To improve stability, we modify this approach by resetting the backward integration
using the checkpointsfj (tjig. We have implemented this stabilized continuous back-
solve adjoint sensitivity method in the Julia language [Schafer, 2020; Bezansat al.,
2012] within the SciML ecosystem [Rackauckaet al., 2020b, 2019; Rackauckas and
Nie, 2017a].

Figure 6.5(a) shows the smooth evolution of the loss function during the training
of the (fully connected) NN, which converges to a con guration capable of quickly
achieving a delity with a mean of about 0:9 and a small standard deviation, see
Fig. 6.5(b). The mean delity over the entire control interval is F = 0:90 0:13.
Figure 6.5(c) illustrates the applied drive  during this time evolution. The inset in
Fig. 6.5(a) visualizes the control strategy on the Bloch sphere. The same is illustrated
in Fig. 6.4(d) using the stereographic projection, see Eqg. (6.11). The controlled evolu-
tion of the initial state j (tg)i = jgi, corresponding to the black lines in Fig. 6.5(b,c),
is indicated by the yellow dots. These dots depict how the controller rst transfers
the state from the south pole to the north pole region and then stabilizes it near the
target state jei.
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Algorithm 4 Piecewise-constant control scheme

/I Forward pass according to Fig. 6.2.
Input: (to), to, (tg) =0
Result: L /I return scalar loss function value (2.3)
I/l solve SDE (6.8) between checkpoints
fori=0: N 1do
/I compute and store checkpoints
(tis1) NN ( () /I evaluate NN at checkpointed time t;
/I Use ( ti+1) in each step of the solver
f o (tiva); (tivn)g  solve( (ti), ( tiv1))in [tijtisa]
end
return L loss@ (ti); ( t))Q)

6.3.2 Piecewise-constant control drive

In many physical situations, the control loop is, in fact, not fast enough to follow
high-frequency changes in the physical system. Suppose the controller can change the
action ( t) only every Ngy time steps now. In practice, this means that we evolve
the state for Ng,, substeps between two checkpoint§ (t;)i; ( tj)g with xed value

of ( tj). The resulting piecewise-constant control scheme with a reduced control fre-
guency invokes the controller only at the checkpoints, as depicted in Algorithm 4. Of
the sensitivity tools at our disposal, forward sensitivity methods for the SDE are the
most attractive because scaling with respect to the number of parameters is not a
concern anymore. Nevertheless, the NN must be di erentiated by adjoint methods.
The memory consumption of reverse-mode AD of the NN is, however, moderate in
this case because the number of parameterfs( tj)g and, therefore, the number of
NN applications grows only with the number of checkpoints andnot with the num-
ber of time steps. Without much e ort, we can nest the forward-mode sensitivity
method of the SDE solver with an outer reverse-mode AD through the rest of the
control loop, i.e., the NN and the computation of the loss function, using the SciML
ecosystem [Rackauckast al., 2020b, 2019; Rackauckas and Nie, 2017a].

Applying this re ned sensitivity method to the qubit again shows smooth and
fast learning. Although we have restricted the rate at which ( t) can change, the NN
converges to a similar control strategy with similar large delitiesF (t) as in Sec. 6.3.1,
see Fig. 6.5(e). The mean delity over the whole control interval isFpy = 0:89 0:10.

6.3.3 Comparison of the control strategies

All three control strategies have performed (almost) equally well regarding their aver-
age delities F 0.9 for 256 sampled trajectories. The piecewise-constant controller
marginally outperforms the other two approaches by having the smallest relative dis-
persion of the mean delity Fp,, which we attribute to the larger number of training
epochs and the larger NN, see Table B.2. The hand-crafted strategy achieves a consid-
erably large average delity but produces sudden jumps in the drive( t), as shown

in Fig. 6.4(b). Such a drive is hardly feasible experimentally. We nd that NNs
with moderate depth provide a smooth mapping between the input states and the
drive, see Fig. 6.4(c) vs. 6.4(d), while maintaining high delity in the control inter-
val. The signals generated by NN-based protocols are experimentally more accessible,
see Figs. 6.5(d) and (f). If needed, specic terms can be added tb in Eqg. (2.3)

to reinforce various controller performance requirements€.g., maximum changes of
the control values between subsequent time steps or power consumption limitation)
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as discussed in Sec. 2.1.2. This is not the case with hand-designed strategies, where
e cient implementation of these requirements may be impossible. Furthermore, in
some casese.g., the paradigmatic mountain car problem, it is not straightforward

to develop any hand-crafted strategy to start with. In contrast, the @ approach is
easily adaptable to di erent physical systems.

In view of quantum computation tasks, it is fair to ask why the delity F only
reaches about 0.9 in our setup. There are three main reasons: FirsE is a time
average, and the controller needs some time to transfer the qubit to a target state.
Second, the controlled qubit rotates about an axis in thex-z-plane whose direction
depends on the ratio = . This implies that even in the case when the qubit
rotates solely about thex-axis, the drive can bring the qubit up to the north pole of
the Bloch sphere only if the current state lies on a great circle perpendicular to this
axis. Third, the noise level as determined by the ratio=  sets an additional limit
on how close the qubit is to the target state on average, as we demonstrate in the
following section.

Figure 6.6: Comparison of the preparation of the statejei for the
continuously monitored qubit satisfying the SDE (6.8), based on con-
tinuously updated control parameters for di erent values of = . (a)
The solid red line shows the mean delity F(tj) as a function of the
time stepst; at which checkpoints are stored in the case o= =0 :001
and the NN controller of Algorithm 3 trained using the continuous-
adjoint sensitivity method with = =0 :05 (red). The shaded region
represents the corresponding standard deviation. (b) Average delity
over all time stepsi as a function of = for the NN from (a) (red)
and the hand-crafted control strategy of Sec. 6.2.3 (blue). (c) Average
nal-state in delity (solid lines) and corresponding standard deviation
(shaded regions) as a function of=  for the NN from (a) (red) and
the hand-crafted control strategy of Sec. 6.2.3 (blue). The mean val-
ues and standard deviations are computed for a set of 512 randomly
sampled initial states on the Bloch sphere. The hyperparameters are
listed in Tab. B.2.

6.3.4 The e ect of the cavity decay rate on the delity

Consider the scenario of a decreased decay ratewith respect to the detuning . In
Fig. 6.6, we demonstrate that the mean delity over the total time interval (b), as
well as the nal state in delity (c), can easily be improved until one recovers a delity
close to unity in the limit = ! 0, comparable to the closed-system case studied in
Sec. 5.3.1. We further observe that the di erence between the trained NN and the
hand-crafted strategy is more pronounced as decreases.
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We can thus conclude that the value of the delity F 0:9 is determined by
the physical parameters of the quantum system (, ) as well as by the experimen-
tal limitations of the control scheme, e.g, max and the feedback control frequency.
Therefore, the reported delity values are not limited by our control design but rather
originate from the limited capability of control operations considered here. We note
that these parameters are setup-specic and do not represent a hard limit for our
proposed control scheme.

6.4 Control based on homodyne detection signal

Suppose we have trained the controller with our Iter module, but the model (6.8)
does not perfectly describe the experiment we want to control. There could be pa-
rameters which are not knowna priori or missing terms. In principle, we can esti-
mate the parameters of SDEs by various techniques. To give some examples, Mider
et al. [2021]; van der Meulen and Schauer [2020] proposed the (automatic) backward
Itering forward guiding paradigm for Markov processes which backpropagates the
information provided by measurement observations through the model to transform
the generative (forward) SDE model into a pre-conditional model guided by the data,
see Appendix A.4 for details. Flurin et al. [2020] employed recurrent NNs, which
can capture temporal correlations in the data due to their specic structure. Such
ltering approaches are compatible with the two-step control approach described in
the previous Sec. 6.3.

Algorithm 5 Piecewise-constant control scheme based on homodyne current

/I Forward pass according to Fig. 6.2.
Input: (to), to, (tg) =0
Result: L /I return scalar loss function value (2.3)
/I solve SDE (6.8) between checkpoints
fori=0: N 1do
/I compute and store checkpoints
/[ evaluate NN at checkpointed time t; based onfJ (tj); m(ti)g

(tixa) NN (fJ (t)); m(t)g) Il 'use ( ti+1) in each step of the
solver
f (tiva); (tia)g  solve( (ti), ( tiva))in [ti;tisa]

end

return L lossf (t); ( ti)g)

However, ltering becomes costly if we cannot infer a parameter precisely. For
example, suppose the detuning were unknown. In that case, we could train the
controller on an ensemble oM randomly chosen parameters g, so that it learns
how to handle the general situation of any detuning. In this case, straightforward
Itering of the signals to determine the state is not feasible, as this would require
solving the lter for all possible values of the model parameters, cf. Eq. (2.53).

In this section, we construct a controller that directly gets the (noisy) measured
value of the homodyne current and some of the last drive values which were applied
as input. Based on this information the controller outputs the optimal control value
( t;) in each time interval [t;;tj+1]. To separate the last actions from the homodyne
current, we employ a slightly modi ed NN architecture with fully connected layers
(see Fig. 6.3). The acquisition of input data for the NN consists of the following
steps:
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1. The controller generates a piecewise-constant drive t;) between two check-
points at times t; and tj+;, as described in Sec. 6.3.2. In the time window
[ti; ti+1 ], we integrate the SDE (6.8) usingNgyp substeps of lengtht as sketched
in Fig. 6.7(a). We denote these substeps by the labdt. The input to the NN

= Ngyp t is the length of the time interval over which we collect the data.
Experimentally, t can be interpreted as the detection time window of the pho-
todetectors. According to Egs. (6.4) and (6.5), the homodyne measurement in
the kth substep is D
Jk = h Xiik t+ W i : (6.21)

The rst term corresponds to the quadrature signal h i, measured over the
detection window t, which we assume to be approximately constant on time
scales of the order oft. The second term Wi, W41y Wik is the Wiener
increment during the kth substep. Note that the quantity Jjk is dimension-
less and solely represents the number of detected photons, as discussed in the
theoretical basics, Sec. 2.2.3, around Eq. (2.43).

2. Moreover, we provide the NN with the information about the m last control
parameters m(ti) =[( t 1);:::; (ti m)]". This gives the NN a memory
of its own actions so that it can consider how a sequence of recent control drive
amplitudes has a ected performance. We empirically choosen such that the
length of the input vector ,(tj) is 1=10 of the length of J (t;).

Given these inputs, the task for the controller is to nd an optimal mapping
C:fJ (t); m(M)g7 (t)2[ max; max].- We found that adding a constraint term
[Eqg. (2.8)] for the drive to the loss function is essential to suppress the collapse of
the NN towards a strategy in which a constant maximum pulse is applied during
training. Figure 6.7(b) shows the evolution of the loss functionL during the learning
process as a function of the training epochs. We observe two distinct plateaus. After
a few hundred epochs, the NN develops a general strategy to prevent the qubit from
decaying to the ground state by a periodic drive. Figures 6.7(c,d) show examples
of the NN performance at epoch400 to illustrate this phase of the training. This
control strategy is state-independent and keeps the average delity of the simulated
trajectories at  0:5 over the entire control interval.

Around epoch 250Q after a transition period in which L uctuates strongly, the
NN begins to provide state-dependent control values. The nal performance of the
NN in Fig. 6.7(e,f) achieves the average delityF; = 0:79 0:17 over the entire control
interval. Over the last 50 time steps in the control interval, which we explicitly target
by training with the adjusted loss function term according to Eq. (2.5) for these steps,
the average delity is F?° = 0:86 0:12. At this stage, the NN has learned how
to extract the signal from the noisy data to achieve a similar control strategy as in
Sec. 6.3.

6.5 Future work

In future studies, the optimization of the loss function based on stochastic quantum
trajectories and sensitivity methods could be compared to alternative approaches.
First, the solution to the stochastic optimal control problem in the specic case of
Markovian feedback (as in Sec. 6.3) is a Hamilton-Jacobi-Bellman equation [Rack-
auckaset al., 2020b; Kloeden and Platen, 2013]. The solution of this partial DE, with
the same dimension as the original SDE, may directly give the optimal drive [Gough
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Figure 6.7: Preparation of the state jei using the piecewise-constant
control scheme with the discrete AD method to compute the gradients
r L, see Sections 3.2 and 6.3.2, where the homodyne curred(t) is
used as an input to the controller. (a) Sketch of the acquisition process
of the input data for the NN controller, see Sec. 6.4. (b) Evolution of
the loss function L as a function of the training epochs. (c) and (d)
Performance of the NN after 400 training epochs [in the rst plateau
of L in panel (b)] for a set of 256 trajectories: (c) Mean delity (solid
blue lines) and corresponding standard deviation (shaded area), (d)
corresponding drive amplitudes. (e),(f) Same quantities as in panels
(c) and (d), but for the fully trained NN, i.e., after 14000 training
epochs. Black lines in panels (c-f) show the results for an initial state
jgi. Employed hyperparameters are listed in Tab. B.2 in B.2.

et al., 2005]. However, solving this partial DE with a mesh-based technique is com-
putationally demanding. Sirignano and Spiliopoulos [2018] have pointed out that
mesh-free methods,e.g, based on NNs, also require a (potentially costly) training
procedure. Second, the expected values of the loss functions could be optimized by
leveraging the Koopman expectation for direct computation of expected values from
stochastic and uncertain models [Gerlachet al., 2020]. In addition, one could ap-
proach this control problem by using an SDE moment expansion to generate ODEs
for the moments and apply a closure relationship [Lamperskét al., 2018]. Additional
research is needed to ascertain the e ciency of these approaches compared to a@®
method.

6.6 Summary

In this chapter, we have proposed a closed-loop optimal control framework based on
di erentiable programming ( @) to design feedback control protocols for stochastic
quantum dynamics automatically. As a paradigmatic example, we considered a qubit
subjected to homodyne detection, whose dynamics is given by a stochastic Schrodinger
equation. However, it should be noted that our method can be readily applied to other
physical systems and that it can be generalized to the case of stochastic quantum
equations. In Sec. 6.3, we showed that a controller formed by a NN can be trained to
prepare and stabilize a target state starting from an arbitrary initial state of the system
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if the NN is given full knowledge of the current state at each instant. The method
generates a smooth drive( t) while maintaining a high delity with the target state
throughout the control interval. By adding more terms to the loss function, additional
constraints on the controller's performance can be implemented. This makes th@
approach more versatile than tailoring control functions manually, which requires a
unique approach for each new system and can be infeasible for large quantum systems.
The key feature of our@ framework is the inclusion of an explicit model of the system
dynamics in the calculation of the gradients of the loss function with respect to the
parameters of the NN, i.e., of the controller. In particular, in Sec. 6.3.1 we have used
the recently developed continuous-adjoint sensitivity method for gradient computation
through an SDE integration, which is memory e cient and therefore allows us to study
a high-frequency controller.

In Sec. 6.4, we have demonstrated that the feedback control can be based directly
on the record of homodyne current measurements without explicit Itering for the
information about the actual quantum state. In this case, the NN must rst learn to
Iter the input data (with a poor signal-to-noise ratio) before it can predict a state-
dependent control drive. Ultimately, the trained NN achieved a delity of over 85%
for random initial conditions in a target time interval.

The results and gures presented in this chapter have been published in Schéafer
et al. [2021]. The author implemented the continuous-adjoint sensitivity methods
in the Di EqSensitivity package within the open-source SciML ecosystem [Schéfer,
2020]. The codes that support the ndings of this study are openly available [Schafer
et al., 2021].
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Chapter 7

Intermezzo: Phases & Phase
Boundaries

In the second part of this thesis, we will develop ML tools to detect phase bound-
aries using data sampled from physical systems. This chapter is devoted to a (rough)
introduction to the main concepts and terms that will be used in later chapters, fol-
lowing mainly the textbooks of Sethna [2021] and Goldenfeld [2018]. In addition,
this chapter serves as a necessary background to motivate the use of ML to identify
phase boundaries. In particular, we will introduce the concept of phases and phase
boundaries (or phase transitions) in condensed matter physics.In Sec. 7.1, we reca-
pitulate what phases are and provide a formal de nition. Section 7.2 presents general
ideas regarding the identi cation and classi cation of phase transitions. Moreover, we
discuss the origins of phase transitions as a competition of terms favoring di erent
orderings. This discussion leads us to the concept of order parameters and collective
variables, as outlined in Sec. 7.3.

7.1 What is a phase?

This question seems to be lightweight. However, as we will see in the following,
the question what is a phase? and its consequences, in fact, already captures the
essence of why data-driven methods could be a necessary completion to the powerful
theoretical physics tools available to our disposal. The seminal contributions from
Wilson [1983], in which the renormalization group theory was developed [Sethna,
2021; Goldenfeld, 2018] form a cornerstone of these standard tools.

We all know examples of phases of matter, and most likely, we have been told early
on that there are three distinct phases of matter: solid, liquid, and gas. In our daily
lives, we witness the di erent phases of water that consist of these three states. Water
is in a liquid phase between 0C and 100 C at atmospheric pressure. Below OC, water
freezes and becomes a solid (ice). Above 1@D, water vaporizes and becomes a gas.
We also know that the temperature at which water boils increases in a pressure cooker
and decreases on the top of a mountain. The phase diagram is, therefore, typically
drawn as a function of temperature and pressure and is sketched in Fig. 7.1(a). It
turns out there is a variety of other phases of matter, and we need meaningful ways
to distinguish them. One general feature, however, remains the same. Within a single
physical model or material, di erent phases are observed as a function of a variation of
external tuning parameters, such as the temperature, pressure, or coupling strengths.

From a statistical physics course, one has certainly heard about magnetic critical
points and that as a function of temperature, we may obtain di erent phases in spin

1One can encounter phase transitions also, e.g., in dynamical systems, where such phenomena
are called bifurcations [Sethna, 2021], the coloring of random graphs [Zdeborova and Krzijka®a, 2007],
or optimization problems [Bukov et al., 2018].
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Figure 7.1. (a) Sketch of the phase diagram of water as a function of
temperature and pressure, exhibiting a liquid (orange), a gas (grey),
and a solid (blue) phase. Black lines show the transitions between
the three phases. TP and CP denote the triple and critical point, re-
spectively. At TP, all three phases coexist. The critical point is given
by a critical temperature Tc and critical pressure. For temperature
values aboveTc, no phase transition between the gas and the liquid
phase is found. Thus, we can choose a path in pressure-temperature
space €.g. the red dashed line) going from liquid to gas without en-
countering any singular behavior according to De nition 7.1.1. The
dashed black line highlights a restricted domain in the phase diagram
with the (coarse) classi cation of water into three phases. (b) Sketch
of the liquid-to-gas transition at a xed pressure. We observe a phase
coexistence as a function of the density and temperature belowc .
The coexistence curve is shown in black.

systems. As an example, consider the Ising model [Ising, 1925]
X
Hising = J i (7.1)
hij i

for a vanishing external magnetic eld and nearest-neighbour interactions modulated
via the coupling constantJ, where each spin ; can only point upwards or downwards
along a chosen axis (cf. Sec. 8.4.1). Here, we take thalirection. At high temperature,
the system is in a paramagnetic phase, where no direction-speci c orientation of the
spins is singled out. Below a critical temperature, the spins tend to align along the
positive or negative z-direction. Despite the absence of a magnetic eld, this gives
rise to a net magnetization, and the system is a ferromagnetic phase. Thus, we can
de ne the magnetization X
M/ h i (7.2)

|
to distinguish the two phases. Similarly, net magnetizations arise in more complicated
models, such as the Heisenberg model, where the system is also ordered below a critical
temperature such that the net magnetization points in an arbitrary direction [Gold-
enfeld, 2018]. In this context, the dimension of the lattice of the physical system plays
a key role. Mermin and Wagner [1966] rigorously proved that there is no spontaneous
magnetization at nite temperature for one- and two-dimensional isotropic Heisenberg
models with nite-range interactions. There is a plethora of other phases. To give one
last example: superconductors di er signi cantly from metals and insulators, all of



7.2. Phase transitions 101

which have fundamentally di erent physical properties which is re ected in their elec-
trical conductivity and resistivity. Generally speaking, phases are states of matter
characterized by distinct macroscopic properties

To approach the question of how far a phase extends, we de ne a phase as the
region in the space of external tuning parameters where the physical properties do
not change in a singular way. In other words, samples originating from two points
in parameter space are in the same phase if the physical properties are analyticg.,
have convergent Taylor series expansions, as a function of the parameters. Following
Goldenfeld [2018], we state this more formally.

De nition 7.1.1  Let be some sample region, in which the Hamiltoniak is de-
ned, and let V() denote the volume of the region, andl the associated length scale.
The free energy depends on thd tuning parametersp and is de ned as

F (p)=E TS= TlogZ ; (7.3)

where we set the Boltzmann constarkg = 1. For a nite system in D dimensions,
we can expand= as

F @ 29 v e+ ol b, (7.4)
where .
fulp) = | fm. V(()p)

is the bulk free energy per unit volume.fy(p) is continuous and almost everywhere
analytical. Non-analyticities of f(p) that have an associated dimension af 1 are
phase boundaries of tha-dimensional phase diagrant.

In this picture, a phase is thus de ned as a region in parameter space where per-
turbation theory can be applied. Although this de nition (perhaps) sounds rather
formal and abstract, it is already ambiguous (or at the very least odd) for simple
phase diagrams. If we were to examine the phase diagram of water for larger temper-
atures and pressures, we would indeed nd that there is a path connecting the liquid
to the gas phase along the red dashed line in Fig. 7.1(a) without encountering any
non-analyticities, thus technically belonging to the same phase according to our de -
nition above. Given their very distinct macroscopic and thermodynamic properties if
the restricted domain Fig. 7.1(a) is considered, Sethna [2021] calls this an awkward
problem (Ch. 8.3).

7.2 Phase transitions

Since there are many di erent types of phases and it is di cult to formulate a generic,
mathematically precise de nition of a phase, we will now discuss the typical terminol-
ogy used to classify di erent phase transitions. In general, we distinguish two types
of phase transitions:

Abrupt (rst-order) phase transitions. In this case, % is discontinuous. These
transitions involve the generation of latent heat. The liquid-to-gas transition
shown in Fig. 7.1(a) is an example of this rst type of phase transition. Below

2For liquids, the additional condition that the density remains constant must be taken into account
in the limit. For a system de ned on a lattice, the limit in which the number of lattice sites approaches
in nity must be considered instead.
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the critical point, it is not possible to pass from the liquid phase to the gas phase
without forming an intermediate mixture containing both phases, as depicted
in Fig. 7.1(b).

Continuous phase transitions. In this case, all partial derivativesf %%F;) gﬂ:l are
continuous across the phase boundary. In vicinity of the critical point, the liquid-
to-gas phase transition becomes continuous, see Fig. 7.1(b). For the densities

approaching the coexistence curve at constant pressure in this regime, we
obtain the relation
j o+ T Tcj
The exponent is an example of acritical exponent. Surprisingly, Holmeset al.
[1971] have found experimentally that the critical exponent of the ferromagnetic
critical point in a three-dimensional Ising antiferromagnet

M/ (T Tc)

has the same numerical value as the critical exponent of the liquid-gas transition
in water within the accuracy of the associated experiments. Remarkably, this
phenomenon holds more generally: Continuous phase transitions in di erent
systems share auniversal behaviour. The critical exponents depend on only
three features: the symmetry group of the Hamiltonian (not of the lattice),
the dimensionality, and whether the forces are short-range or not [Goldenfeld,
2018]. Much of the previous work on phase transitions has thus focused on the
computation of critical exponents [because (cheap) mean- eld descriptions are
not su cient]. Renormalization group theory and scaling methods are used to
study the transitions [Goldenfeld, 2018].

The existence of phase transitions can be traced back to competing mechanisms.
In this dissertation, we will focus on transitions driven by thermal and quantum
uctuations.

Equilibrium criticality: energy-entropy argument

The reason for the occurrence of a phase transition in equilibrium systems at non-zero
temperature T is the competition between minimization of the internal energyE for
small temperature values and the maximization of the entropyS, which dominates
at high temperatures, see Eq. (7.3). If the macroscopic states of the system obtained
by these two optimizations are di erent, then, there will be a phase transition at
some intermediate temperature. Usually,E favors ordered phases, whilé&s destroys
order becauseS is maximized for disordered phases, as in the Ising or Heisenberg
models [Goldenfeld, 2018]. Because of the dominance of the entropy term at increasing
temperatures and the occurrence of a phase transition by exclusively changing the
temperature, this energy-entropy argument is often referred to as thermal uctuations.

Quantum criticality: zero-temperature phase diagrams

At zero temperature, there are no thermal uctuations. In this quantum case, the
individual terms in the Hamiltonian compete with each other when varying the tun-

ing parameters. Dierent orders are obtained when di erent limiting cases of the
parameters are examined. The transverse- eld Ising model is one example where this
phenomenon arises [Sachdev, 2011]. In general, we investigate the energy spectrum
as a function of the tuning parameters and search for (avoided) crossings that lead to
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a change of the ground state. Goldenfeld [2018] argues that crossings lead to kinks in
the spectrum and thus typically result in rst-order phase transitions.

7.3 Order parameters

If two states of matter have di erent symmetries, it follows that they are in di erent
phases. Consider the liquid-to-solid transition. A liquid has a higher degree of sym-
metry than a solid because the solid state breaks (at least) translational invariance.
However, the opposite is not necessarily true: there can be a phase transition without
breaking any symmetry. The liquid and gaseous phases discussed above belong to
the same symmetry class otherwise, no analytical continuation of the free energy
connecting both phases would exist. Nevertheless, identi cation of broken symmetry

is a common rst step towards identifying an order parameter, measuring the order

of a phase across the boundaries in phase diagrams.

We can unequivocally determine the phase boundaries if we nd an order pa-
rameter. All order parameters share a common set of desired properties [Chau and
Hardwick, 1998]. In particular, order parameters remain unchanged when the con g-
uration samples are subjected to transformations belonging to the symmetry class of
the respective phase. Furthermore, the maximum value of an order parameter mea-
sures perfect ordering within a phase. In many cases, we can use real, scalar-valued
order parameters taking values between 0 and 1, such that it is su cient to represent
(complex) states of a many-body system with only a few variables. However, order
parameters are not uniquely de ned and, in general, the order parameter can also be
a pseudo-scalar, a tensoretc.

Let us consider a concrete example. The magnetizatiol (x) [EQ. (7.2)] of a sam-
ple (spin con guration) x = f ;g in the Ising model is an order parameter that allows
us to distinguish between the ordered (ferromagnetic) and disordered (paramagnetic)
phase. Note that we could also have takeM 17(x) as the order parameter. Golden-
feld [2018] demonstrates how the magnetization is obtained as an appropriate order
parameter for the Ising model [Eq. (7.1)], identifying the broken symmetry. While
the Hamiltonian is invariant under the map f g ! f i0, the statistical expecta-
tion value in Eq. (7.2) is not invariant under time-reversal symmetry (h ;i & 0 and
limp olimyy n M 80 whereN() denotes the number of spins andh is a nite
magnetic eld) below the critical temperature. Thus, the magnetization M allows us
to identify this (spontaneously) broken symmetry.

In general, nding an order parameter implies learning a suitable representation.
Depending on the complexity of the physical system and the samples drawn from it,
choosing a meaningful order parameteri.e., the collective variable that unequivocally
tells us whether we are in a given phase or not, is an art [Sethna, 2021](Ch. 8.3)
and highly non-trivial. A particular challenge is posed by situations in which the
order parameter can only be de ned in an elusive non-local way [Wen, 2004], seqy.,
Wilson loops [Kogut, 1979] discussed later in Sec. 8.4.2. Also, in the case eXotic
phase transitions such as the transition between an ergodic to a many-body localized
phase, it is complicated to nd the critical point because the underlying physics is not
yet fully understood, quantum many-body simulations are expensive, and therefore
the use of experimentally accessible data is required [Bohrdit al., 2021].

However, instead of manually reviewing the patterns and determining the most
important features ourselves, as in an image recognition task, we can use machine
learning to identify salient patterns, essential di erences, and more. In the subsequent

3Recall that symmetry cannot be broken continuously.
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chapters, we will develop machine-learning algorithms that automatically generate
the phase diagram without requiring much prior knowledge about the phases under
study. In particular, we will demonstrate our methods on examples that do not have
a local order parameter and on phase diagrams that have so many phases that manual
inspection is infeasible.
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Chapter 8

The Prediction-Based Method

The results presented in this chapter are based on the following publications:

Interpretable and unsupervised phase classi cation
J. Arnold, F. Schéafer, M. Sonda, and A. U. J. Lode
Phys. Rev. ResearclB, 033052 (2021).

Unsupervised identi cation of topological order using predictive models
E. Greplova, A. Valenti, G. Boschung, F. Schéfer, N. Lorch, and S. Huber
New J. Phys. 22, 045003 (2020).

Vector eld divergence of predictive model output as indication of phase transitions
F. Schafer and N. Lérch
Phys. Rev. E99, 062197 (2019).

8.1 Motivation

Identifying phase boundaries is one of the key tasks in theoretical and experimental
condensed matter physics [Sachdev, 2011; Goldenfeld, 2018]. While many-body sys-
tems have a large number of degrees of freedom, their phases are usually characterized
by a small set of physically motivated collective variables such as response functions
or order parameters. However, the identi cation of phases and their order parameters
is often a complex problem involving a large state space [Sethna, 2021; Chaikin and
Lubensky, 1995].

For the experimental characterization of thermodynamic phase transitions, there
are many possible tools, ranging from system-speci ¢, such as the study of conductiv-
ity in an electronic system, to very general quantities, such as the speci ¢ heat. The
speci ¢ heat is particularly appealing because it does not require any prior knowl-
edge: for instance, structural transitions, the onset of magnetism, or the transition to
superconductivity can be detected with this generic probe. The speci ¢ heat is also a
standard tool for theoretical physicists, primarily because of its generic power.

For quantum phase transitions [Sachdev, 2011], an equally generic tool as the spe-
ci ¢ heat for thermal transitions is the delity susceptibility, which is determined by
the derivative of the overlap @h (p+ )j (p)i [You et al., 2007] of two in nitesimally
separated ground state§ (p)i as a function of some tuning parametemp. Although
this probe is in principle extremely powerful [Venuti and Zanardi, 2007; Gu and Lin,
2009; Zanardi and Paunkovi¢, 2006; Abast@t al., 2008], computing the delity sus-
ceptibility is inherently di cult because one rarely has access to the complete wave
function. This accessibility raises the question of whether one can replace the specic
heat and the delity susceptibility with a tool that is equally unbiased, generic, and
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accessible to typical numerical and experimental techniques as well as sensitive to
various kinds of phase transitions.

Machine-learning methods are apt for this task [Carrasquilla and Melko, 2017;
Van Nieuwenburg et al., 2017; Ch'ng et al., 2017; Wang, 2016; Remet al., 2019;
Bohrdt et al., 2019; Dunjko and Briegel, 2018; Ohtsuki and Ohtsuki, 2017; Carleo
et al.,, 2019; Carrasquilla, 2020; Bohrdtet al., 2021] because they can handle large
data sets and e ciently compress the contained information by learning a lower-
dimensional representation of the original data. Ideally, such ML methods should not
require prior knowledge about the phasesg.g. in the form of samples labeled by their
correct phase or even the number of distinct phases. That is, the methods should
be unsupervised [Wang, 2016; Van Nieuwenburgt al., 2017; Wetzel, 2017; Liu and
van Nieuwenburg, 2018; Huembelet al., 2018; Rodriguez-Nieva and Scheurer, 2019;
Liu et al., 2019; Cheet al., 2020; Scheurer and Slager, 2020; Balabanov and Granath,
2020; Longet al., 2020; Kaminget al., 2021; Casertet al., 2019; Bliicheret al., 2020;
Zhang et al., 2020; Dawidet al., 2020; Coleet al., 2021; Raoet al., 2021; Singhet al.,
2021].

Here we introduce a new method [Schafer and Lorch, 2019; Greploed al., 2020;
Arnold et al., 2021] that can naturally predict arbitrary-dimensional phase diagrams
without any prior knowledge of phase labels. Moreover, the method is economical
in computational resources and only requires a single training procedure, where any
suitable predictive model is taught to infer the parameters of a physical system from
numerical or experimental input data characterizing the system's state. For the pre-
dictive model to be considered appropriate, it must be expressive enough to distinguish
between di erent phases of the system under consideration. However, neither a spe-
ci ¢ model (e.g, a NN or a support vector machine) nor a precise resolution within a
speci ¢ phase is required. The deviation of the inferred parameters from the correct
underlying parameters can then be used to predict phase transitions: Since the model
predictions are (typically) most sensitive to the change of system parameters near
phase boundaries, the vector- eld divergence of the deviations will exhibit a peak at
the boundary, thereby indicating phase transitions. This susceptibility of the predic-
tions is not directly related to and must be distinguished from the model's uncertainty
or confusion in the vicinity of a phase transition as investigated by Van Nieuwenburg
et al. [2017]. We refer to our new approach as th@rediction-based method in the
following. As the prediction-based method does not require prior knowledge of the
labels or even the number of di erent phases, our algorithm constitutes an unsuper-
vised learning scheme that employs a supervised subroutine learning to predict the
labeled system parameters.

We demonstrate the feasibility of the prediction-based method for several models
featuring fundamentally di erent phase transitions:

The Ising model on a two-dimensional lattice, with a potential, anisotropic vari-
ation of the coupling in the horizontal and vertical direction, has symmetry-
breaking, second-order phase transitions [Schafer and Lorch, 2019; Sethna, 2021].

Wegner's Ising gauge theory  on a two-dimensional lattice with spins placed on
the lattice bonds has a nite temperature crossover that cannot be described by
a local order parameter [Greplovaet al., 2020; Wegner, 1971].

The generalized toric code problem has a quantum phase transition without a
local order parameter [Greplovaet al., 2020; Valenti et al., 2019].
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The Falicov-Kimball model is a limiting case of the Hubbard model and has an
extremely rich phase diagram including charge stripes and various regions in
which phase separation occurs [Arnolcet al., 2021; Falicov and Kimball, 1969].

The Kuramoto-Hopf model describing the e ective dynamics of weakly coupled
nonlinear self-oscillators on a two-dimensional lattice shows a dissipative nonequi-
librium phase transition [Schafer and Lorch, 2019; Lauteret al., 2015].

The structure of this chapter is as follows: In the subsequent section, we introduce
the prediction-based method for the automated detection of phase boundaries and
explain its mechanism in theory. In Sec. 8.3, we derive the form of its optimal pre-
dictive model and discuss how this analytical expression renders the prediction-based
method and its corresponding phase classi cation interpretable. We will then review
the physical systems and apply the method to them in Sec. 8.4. Finally, we discuss
the potential and limitations of the method and provide an outlook for exciting future
developments.

8.2 Learning scheme

The prediction-based method requires to sample instancds g of the state of a physi-

on an equidistant grid with grid spacings p=( p®; p@;:::: p@). For exam-
ple, x(p) can be a spin con guration x of the Ising model sampled as a function of
temperature T and coupling strength J as the parametersp = (T;J).

Predictions

The learning scheme is illustrated in Fig. 8.1(a). A predictive modelm : x ! pB(x)
is trained to produce predictions(x) of the system parameters from single samples
X, such that the dierence between the predictions and the correct labels of the
parameters

p()=pP(P) p (8.1)

is minimized on average, where the predictiong as a function of the system parame-
ters p are obtained by averaging over the predictions for alNy inputs fxg drawn at

P X
1
pp) = o PXX): (8:2)
X x
In all our studies, we will choose to employ a NN as the predictive model mapping

sample instances and functions thereof to predictions of the parameters due to their
unique properties discussed in Sec. 3.3.1.

Loss function

To minimize Eq. (8.1), we train the respective NN to minimize a mean-squared error
(MSE) loss function

X X

L = ij p(x "2; 8.3
MSE NN jiB(x)  pij (8.3)

where the sum runs over allN, sampled pointsfpg in parameter space and allNy
inputs fx g at each point p. We incorporate con gurations related through symmetry
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Figure 8.1: lllustration of the prediction-based method to nd phase
boundaries. (a) The parameter space is sampled on an equidistant
grid, which yields a set of pointsfpg = fp1;p2;:::g of xed system
parameters. At each such pointp; a set of sampleg x;gis generated. A
predictive model is optimized to recognize the parameters for a given
sample, such that the deviation p (p) of the resulting prediction p
from the underlying true p is minimized on average. If the predic-
tive model can distinguish parameters between di erent phases better
than within a phase, crossing the border between di erent phases re-
sults in diverging predictions, providing a signature of a phase tran-
sition. Panel (b) shows the vector eld p (p) associated with this
phenomenon in the presence of two phases (blue and red) for the limit
of a low resolution within a phase, where all predictions within a phase
will be placed at its center of mass. The analytical argument leading to
Eqg. (8.6) for the opposite limiting case of high resolution is visualized
in panel (c), where the black bars correspond to the range of possible
estimates of the order parameter at points on opposite sites of a phase
transition, and the colored bars indicate the overlap to the adjacent
bars. In this limit, the prediction will deviate towards the direction of
higher overlap.

transformations by applying symmetry operations to the samples, such as rotations,
ips, or translations, before entering the NN as anonline data augmentation proce-
dure. While other choices ofL are possible, it is essential that the error is measured
as a distance in parameter space, as will become evident in a moment.

Vector- eld divergence

The idea of our method is then to look at the vector eld p (p) [Eq. (8.1)] of pre-
diction deviations as a function of the true underlying parameters and nd structure
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in it. Let us discuss two idealized situations to build some intuition about the ra-
tionale behind the method. Assume rst alow prediction resolution regime in which
the predictive model can fully distinguish between di erent phases, but each phase
looks indistinguishable to the predictive model. The best strategy to minimize the
MSE loss function of Eq. (8.3) is the following: Within a patch of parameter space
that looks indistinguishable to the predictive model, every prediction is placed at
its center of mass. This choice is optimal due to the MSE loss function, because
for such a patch consisting ofN "N 2" uniformly sampled instances of indistin-
guishable samples for di erent physical parameterg, the model necessarily predicts
the same outputpvaIH,e p(x) = p‘ As a consequence, the MSE loss [EQ. (8.3)] reads
L = W o xIiP pji® with P independent of the samplex and point in

parameter spacep. The optimal value for theppredlctlon, found by minimizing the

loss with respect to g, results in g = Np% p P and therefore within this limit,

the predictions are placed at the center (;f each phase. As predictions within a phase
are shifted towards its center of mass, two neighboring phases will have predictions
pointing in opposite directions in the vicinity of the border separating them. This
argument is illustrated in Fig. 8.1(b).

Having explained the qualitative mechanism of the scheme based on oppositely-
oriented predictions near a phase transition, we now introduce a measure to quantify
this property. For this purpose, we take the vector- eld divergence

xd @ r§n) .
., @)

wheren denotes the index of the vector andd is the dimension of the parameter space.
This is the standard vector- eld divergence from vector calculus known,e.g, from
Maxwell's equations in electrodynamics. It must not be confused with divergence as
in diverging to in nity. In other words, we are not referring to some error or quantity
going to in nity, but, roughly speaking, quantify if the p pointin opposite directions
in a given area. We note that, asdiv,(p) is constant, we could equivalently use the
maxima of divp () = div p( p ) +div p(p).

Equation (8.4) will generally exhibit local maxima at the parameter values where
the system state is most susceptible to a change of system parameters. This sus-
ceptibility implies that the system undergoes a phase transition at those parameters.
In practice, the derivatives in Eq. (8.4) are computed using the symmetric di erence
quotient from the uniformly sampled grid in parameter space. At a grid pointp, we
have

divp(p)=r, p = (8.4)

@’ pWp+ p™ M p®p  p" eM]

where p(" is the distance between neighboring grid points an@™ is the n-th unit
vector in parameter space.

So far, we have considered only the regime of low prediction resolution, where the
model's predictive power is su cient to distinguish between phases but not within a
phase (or put di erently, the samples look identical to the model within a given phase).
We now turn to the opposite limit of a predictive model with extremely high resolution,
where we quantify the expected value ofp after making a few idealized assumptions.
While this quanti cation helps to understand the prediction-based method better, one
should also keep in mind that it describes a particular idealized situation.
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For our argument, we assume that the phase transitions of the considered sys-
tem can be described with an order parametey(p), which will be a real number for
simplicity in the following. We further assume that the predictive model essentially
estimates this order parametery(p) to reconstruct the physical parameters of the sys-
tem, i.e., make the prediction . As illustrated in Fig. 8.1(c), let us consider three
neighboring points p1, p2 and p3 on an equidistant grid along one parameter dimen-
sion. As the sampling in parameter space is uniform by construction, the probability
W of each of these points is the sama,e., W(p = p1) = W(p = p2) = W(p = p3).

If the resolution of the predictive model is on the order of the distance between these
points, we can neglectlg,he probabilities of the model to err by more than one point on
the given grid so that ;| _; W(P = pnjp = p2) =1 for the probability conditioned
onp= pz.

Probabilistic sampling of the physical system introduces randomness. Further-
more, the predictive model will typicaly have random errors. Therefore, the estimation
¥(x) of the order parameter as inferred by the model for di erent samples at a param-
eter p will generally vary probabilistically around the expectation value hy(p)i. For
a simpli ed description, we assume the deviationg h y(p)i to be symmetric around
zero with lower probability density for higher deviations and to follow independent
identical distributions at all points. The rst condition corresponds to the reasonable
assumption of an unbiased estimator. The second condition is required to establish
a concrete analytical model but could be modi ed in the interest of a more general
description. Under these conditions the predictive model will bias its predictions in
the direction where the order parameter varies less

W (P = pajp = p2) >W (B = psjp = p2)
0 y(P1)  y(p2)i < jy(p3)  Y(p2)i: (8.6)

Equation (8.6) implies diverging deviations p at a (rst-order) phase transition,
wherey jumps discontinuously.

8.3 Optimal predictive model

Even if these idealized assumptions are lifted, we can, in fact, derive the analyti-
cal form of the optimal model predictions when using the prediction-based method
for phase classi cation in the limit of large predictive-model expressivity. De ne an
optimal predictive model mg,: as any modelm which minimizes the MSE loss in
Eq. (8.3). At each of the N grid points p; in parameter space, we haveNy inputs
fx g which constitute our training data and we train a predictive modelm : x ! p(x)
to minimize the MSE loss function L ysg speci ed in Eg. (8.3).

Optimal predictions

Consider a particular input x;. The optimal model prediction fopt (Xj) for this input
minimizing the loss function in Eq. (8.3) with respect to 3(x;j), is determined by the
solution of

@Qmse _ 2

@(x;)  NpNy

NJ(p)(Popt(Xj) P)=0: (8.7)
p

Here, N} (pi) denotes the number of times the particular inputx; is drawn at point
pi, and Wi (xj) N (pi)=Ny is the associated probability of drawing the inputx; at
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p;. Solving Eqg. (8.7) yields

P
i Wi () pi .

i Wi (Xj) , (6.8)

Bopt (Xj) =

where the sum runs over all sampled point$ p;g in parameter space. Repeating this
step for all available training data f x g, we obtain

P
;Wi (X)pi:

Wi () (8.9)

Bopt (X) =

Consequently, the Brediction of an optimal modelmgp: at a sampled pointp is given

by Bopt(P) =1=Nyx , Popt(X) [see Eq. (8.2)], where the sum runs over aly inputs

fxg at p. The optimal divergence signal at a pointp is thus given by r ,  p opt,

where p opt = Popt P and the derivatives are approximated using the symmetric
di erence quotient [see Eq. (8.5)].

Important remarks

The key aspect of this analytical analysis of the prediction-based method is that
we may choose to evaluate the method only on the training data, both during the
training phase and when calculating the vector- eld divergence based on the output
of the predictive model. We do not split the data into training and test set, as is
typical in other ML applications, which made the analysis straightforward. As such,
the predictions for inputs that are not contained within the training data, i.e., where
the model has to generalize, do not need to be analyzed. This assumption comes with
one major downside: splitting the data into training and test sets generally prevents
over tting. Thus, avoiding a separate test set limits the generalization properties of
the predictive model.

Equation (8.9) implies that an optimal model mqp; predicts the center of mass for a
particular input Xx;, where each grid poilgti is weighted according to the probability of
drawing the input x; given by W; (xj) = ; Wi (Xj). When the same input is sampled
from di erent values of the parameters p, the accuracy of the prediction thus carries
information about the overlap of the underlying probability distributions at di erent
points. The vector- eld divergence then highlights the points in parameter space at
which the average predictions change the most.

As an illustrative example, consider the distribution of two distinct inputs X,
over the parameter space according to

1fx; = xj9 8p2 1

Wi (xi) = ;
1) 1fx; = xg8p2ll

(8.10)

where1f g denotes the indicator function, corresponding to the low resolution regime
discussed in the previous section, along a one-dimensional tuning parameter At all
points in the interior of a phase region, the optimal divergence signal is then given by

"o Popt 1: (8.11)

At the two points in parameter space which make up theboundary of two neighboring
regions alongp, labelled | and Il, the divergence signal is

"o Popt fpiu_h piy 1 O; (8.12)

2 p
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where X
hpi oy = 1=Ng ™" p
p21=ll

denotes the center of mass irp of the two regions which each containN,'J=II 2

grid points. As such, the value ofr , p opt exhibits a peak at the points that form
the boundary of a region. Thus, the prediction-based method classi es these regions
in parameter space as distinct phases. Equation (8.12) shows that the divergence
signal at the phase boundaries measures the mean extent of the two neighboring
phases (alongp). Equivalently, it assesses the stability of the two phasesi.e., their
robustness against variations in the system parameters.

8.4 Applications

To evaluate how the prediction-based method translates to non-ideal settings, we ap-
ply it to several physical systems in this section. The NNs as ansatz for the predictive
model are built as follows: if the inputs are image-like, such as spin con gurations,
we employ convolutional NNs, where the rst few layers use convolutional lters,
and subsequent layers have all-to-all connectivity. We use RelLU activation functions
[Eq. (4.19)] for all but the nal layer. In the case of vector-like inputs, we exclu-
sively use fully-connected layers. While these architectures remain to be optimized
systematically to achieve a similar or improved accuracy at lower computational cost,
such NNs satisfy a universal approximation theorem, see Sec. 3.3.1. The relevant
hyperparameters can be found in Appendix B.3.
For training the deep NNs, each inputx = fx;g is standardized by the map
S :x ! x%whose element-wise action is given by the following a ne transformation
xP= Xi_hxi . (8.13)
Xi
Each output p = fpig is normalized by the mapN : p ! p° where each element is
transformed as _
P= P (8.14)
pi
Here, fhxjig (fhpiig) and f 4, g (f p0) denote the mean values and standard de-
viations of the distributions of the inputs (outputs) over the entire training data,
respectively. Standardization ensures that the distribution of each transformed input
x? over the entire training data is characterized by (k% = 0; X?)' Normalization
ensures that the distribution of each transformed output p® over the entire training
data is characterized by(hoioi = hpii= p; po = 1). Scaling of the inputs, here through
standardization, is common practice in the data pre-processing step of ML tasks re-
lying on gradient descent for optimization, because it generally leads to a faster rate
of convergence [LeCuret al., 2012]. The additional normalization of the outputs can
improve the model accuracy when training with a MSE loss function, as it ensures
that the outputs do not di er in size or spread and consequently enter the problem
with equal weight during the optimization. Here, the MSE loss function is de ned as

- 1
SE — NpNX

pAS(x) N(p) %; (8.15)

0
LM
p X

where the sum runs over alN, sampled pointsp in parameter space and alNy inputs
x at each point p. Here, p9x 9 denotes the prediction of theNN : x°1  pYx9 given a
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transformed input x°= S (x). The function compositonm =N 1 NN S :x ! p(x)
then yields the desired predictive model which maps an untransformed inpuk to a
prediction g that approximates the underlying system parametersp. In particular,
given a deep NN that minimizes the MSE loss function in Eq. (8.15) NINgpt) the
resulting predictive model m minimizes the MSE loss function in Eq. (8.3): mopt =
N 1 NNgp S.

The NNs are implemented in PyTorch [Paszkeet al., 2019] or Tensor ow [Abadi
et al., 2016], where the weights and biases are optimized using Adam [Kingma and
Ba, 2014] to minimize the loss function [Eq. (8.15)] over a series of training epochs.
We employ di erent learning rate schedulers. We halve the learning rate every ve
epochs for the Ising and the Kuramoto-Hopf model. For the Falicov-Kimball model,
the learning rate is reduced by a xed factorf, if the loss Lz does not fall below a
(relative) threshold value within a certain number of epochs, referred to as patience .
No learning rate scheduler is used for the Ising gauge theory and the toric code exam-
ples. Gradients are calculated using the backpropagation algorithm. During training,
we update the weights and biases in (mini)batchesi.e., the entire training data is
randomly split into batches of equal size during each epoch. The predictions and the
resulting loss are calculated for each batch, and the NN parameters are then updated
accordingly. To incorporate con gurations related via symmetry transformations, we
used the respective symmetries of the systems. We applied a series of ips, rotations
by multiples of 90 , as well as random translations along both the x- and y-axes with
periodic boundary conditions.

8.4.1 Ising model

As a rst example to demonstrate our method, we apply it to the well-known Ising
model [Ising, 1925]. We consider the case of ferromagnetically coupled spins on a
two-dimensional lattice without bias elds and isotropic coupling. The Hamiltonian

of the Ising model is

XX
Hishe = 9 (g jket + jeiik k) ; (8.16)
sing jk jk+1 j+1k jik ) o .
j=1 k=1

where the i describe spin con gurations that can take on the values jx = 1and
J > 0denotes the coupling energy bew\fgen adjacent spins. For temperatures above the
critical value, the magnetization M =, jx =N? vanishes in the thermodynamic
limit N !'1 . At Tg the system undergoes a symmetry-breaking phase transition,
with a net magnetization building up that reachesijiMj=1 at T =0.
In addition, we will consider the natural generalization described by the Hamilto-
nian
. XX
"'Ialsri]r:?:;0 = (Ix jk jk+1 * Jdy j+1:k jk)s (8.17)
j=1 k=1
allowing for di erent coupling strengths Jx and Jy in horizontal and vertical direc-
tion, as well as negative values for the coupling, leading to one disordered and four
ordered regions. The threshold for the absolute value of the coupling strength above
which the ordered (ferromagnetic) phase emerges, now depends on balh and Jy
and was derived analytically by Onsager [1944] to bdy=T = log(tanh(Jx=T))=2
for Jx;Jy > 0. The other three ordered sectors, where the sign of at least one of
the colgplings is negative, behave analogously with the adjusted order parameter
M = ik sign(Jx)sign(Jy)=N2, measuring anti-alignment instead of alignment
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Figure 8.2: (&) Ising model on a two-dimensional lattice with cou-
pling Jy in the horizontal direction (red) and coupling Jy in the vertical
direction (blue). For large enough coupling strength compared to the
temperature, the system will be in an ordered phase, whose spin con-
guration depends on the sign of couplings. The four di erent ordered
phases are displayed withJx > 0 on the right, Jx < O on the left,
Jy > 0 on top, and J, < O at the bottom, cf. Eq. (8.17). For the
anisotropic Ising model [Eq. (8.17)], panel (b) shows the scaled devia-
tions J (white arrows) after the rst training epoch and the resulting
divergence as a function oflx and J,. The dashed yellow lines indi-
cate the Onsager result for the phase transition. Here, 100 samples per
point were split into ten independent data sets. The resulting devia-
tion of the predictions (blue) and their divergence (red) from Eq. (8.4)
for the coupling constant J of the isotropic Ising model [Eq. (8.16)]
are plotted in panel (c) after one learning epoch and panel (d) af-
ter 60 epochs. The dashed black line indicates the analytical value
J=T = 0:44 of the phase transition. The error bars are computed by
splitting a total of 442 samples per point into 7 independent data sets.
Each data set is in turn split in half into a training and an evalua-
tion set. For all cases (b-d), we trained the predictive model 50 times
from scratch on each data set for further averaging. The employed NN
architectures are reported in Table B.3.

of spins, where appropriate. Note that these sectors are related via a gauge transfor-
mation [Kadano, 2000]. The di erent couplings and the corresponding ideal con g-
urations at T =0 are illustrated in Fig. 8.2(a).

Numerically, we generate samples of the Ising model on%l2 512lattice using the
Metropolis algorithm [Metropolis et al., 1953]: We initialize the lattice in a random
con guration and then update the con guration many times by drawing a random
spin, which is then ipped with probability min 1;e &  where E is the energy
di erence resulting from the considered ip. To ensure that the system is su ciently
thermalized, we sweep the complete latticel0° times, updating each lattice site once
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per sweep.

The samples at each point in parameter space are split in half: a training set for
training the NN, and a test set, on which the NN is evaluated. We repeated this
process and created several independent data sets, each consisting of training and test
sets of equal size. The independence of these data sets allows us to use standard error
analysis to obtain error bars given by the unbiased sample standard deviation. The
results are shown in Fig. 8.2(b-d).

Panel (b) shows the output of the NN after one training epoch for the Ising model
from Eq. (8.17) with independent couplings(Jy; Jy) sampled on a40 40 grid with
each parameter ranging from 1.5 to +1:5. The peak of the divergence is in good
agreement with the Onsager result given below Eq. (8.17), which is represented by
the yellow lines. The arrows show scaled deviations] to indicate their direction.

A closer inspection of the predictionsJ'(J) suggests that the NN's behavior is well
described by the scenario explained in Fig. 8.1(b) at this epoch. Namely, the NN
recognizes whether the sample is in the ferromagnetic or the paramagnetic phase but
cannot resolve satisfactorily within the phases.

Panel (c) shows the NN's output after one epoch for the isotropic Ising model
from Eqg. (8.16). Samples as a function od=T are generated on a linearly spaced grid
of 80 points on the interval [0; 2], where each point was sampled 442 times. A clear
peak of the divergence [Eq. (8.4)] emerges close to the analytically expected value
for the Ising phase transition at J=T  0:44. The predictions themselves are again
clustered at the center of the di erent phases, akin to the situation expected from
Fig. 8.1(b). Therefore, we essentially obtain two plateaus for the NN's predictions
(black curve). Accordingly, the deviations J of the predictions with respect to the
ground truth (blue curve) are only close to zero at the center of estimated phases
and at the transition point where the model separates the di erent phases. Their
derivative @ J is positive at the transition point and negative within the phases, as
expected.

Panel (d) shows the predictions after the nal training epoch, where the NN has
learned to resolve the parameters even within a phase in the regioh < T.. The
higher resolution suppresses the size of the peak. However, the maximum is still in
the vicinity of the phase transition, as we would expect from the arguments illus-
trated by Fig. 8.1(c). Furthermore, a second peak is formed at around = T, where
the magnetization (shown in the same plot) approximately starts to saturate. Af-
ter saturation, the states become indistinguishable to the model, leading to constant
predictions for J>T.

8.4.2 Ising gauge theory

Wegner's Ising gauge theory (IGT) is a spin model de ned on & N square lattice
with spins placed on the lattice bonds [Wegner, 1971; Fradkin and Susskind, 1978;
Kogut, 1979; Sachdev, 2011]. The Hamiltonian reads
XY
Hgegtr = J iz; (818)
P i2p

whereJ is a coupling constant,p refers to plaquettes on the lattice [see Fig. 8.3(a)], and
Z is the Pauli matrix describing a single spin-1/2. The ground state of this Hamilto-
nian is a highly degenerate manifold, an arbitrary superposition of all states that obey
the condition that the product of spins alo(sg each plaquette is equal tdl. At a nite
temperature T > 0 the local constraints i2p Z =1 are violated [see Fig. 8.3(a)].
While the IGT does not have a nite temperature phase transition, for nite system
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Figure 8.3: (a) Local constraint of Ising gauge theory. The upper-left
E;mel shows an example of th& =0 state where the gauge condition

i £ =1 is met for all plaquettes. The lower-left panel shows the
corresponding dual map, where spins are mapped on Wilson loops
that are uninterrupted in this case. The upper-right panel shows an
example of aT = 1 state, where the gauge condition is violated. The
corresponding lower-right panel shows the Wilson loops with breakages
where the plaquette condition is not satis ed. (b) Di erence of the NN
prediction of “( ) and assigned label , , see Eq. (8.1), as a function
of for system sizesN =4 to N =28. The dashed lines indicate the
position of the crossover inverse temperature as determined by the
density of states method, see Fig. 8.4. (c) Derivative of the output of
the predictive model, r (), as a function of assigned labels for
system sizesdN =4 to N =28. The dashed lines indicate the position
of the crossover inverse temperature as determined by the density
of states method. (d) Positions of the critical value  as a function of
system sizeN . We show the scaling obtained from the prediction-based
method and the scaling obtained from the density of states approach
in blue and orange, respectively. The shaded areas depict the error
bars. Error bars correspond to standard deviation from the mean
evaluated by averaging over predicted by ve independently trained
NNs. The employed NN architecture is reported in Table B.3.

sizes, one can (Se ne a crossover temperaturd, = 1= , by the appearance of one
plaquette with =, , # = 1, resulting in the scaling T 1=In(2N ?) [Carrasquilla
and Melko, 2017]. Interestingly, the ground-state manifold cannot be characterized
by a local order parameter [Kogut, 1979] owing to a local gauge degree of freedom.
To analyze whether acgiven spin state is in the IGT ground-state manifold, we
verify that the condition ~;,, ¢ = 1 is satised for all plaquettes in the lattice.
Equivalently, we can use the duality map to analyze the phase transition: We connect
the lattice edges that contain spins with the same orientation and form loops, called

Wilson loops Then, the constrained phase of the IGT has the property that all loops
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are closed. The violation of a constraint results in an open loop [Kogut, 1979], see
Fig. 8.3(a).

The high- and low-temperature states of the model [Eq. (8.18)] have been dis-
tinguished using ML methods by Carrasquilla and Melko [2017]. As one can see
from Fig. 8.3, IGT constitutes an interesting example where the phases are di cult
to distinguish visually without being a priori familiar with local restrictions or the
dual map. While the supervised approach by Carrasquilla and Melko [2017] imme-
diately distinguishes the high- and low-temperature phases, unsupervised approaches
did not succeed without an explicit recipe for what type of restriction to look at.
Despite signi cant progress in this direction, a fully general approach is yet to be
found [Rodriguez-Nieva and Scheurer, 2019]. While methods like PCA, clustering,
and variational auto-encoders have proven to be successful in determining the phase
transitions in spin models possessing an order parameter [Wetzel, 2017], systems with-
out order parameters still represent a challenge. Most current studies regarding topo-
logical phase transitions employ di usion maps with retrieved paths of adiabatic de-
formations [Scheurer and Slager, 2020] or the Chebyshev distance between two data
points [Che et al., 2020].

Let us now apply the prediction-based method to investigate if the method can
identify the crossover temperature for phases of matter that do not possess an order
parameter or a nite temperature phase transition. We generate sample con gurations
of the IGT model and label them with the parameter = 1=T. Then, we employ a
convolutional NN to predict “( ) given a spin con guration as an input.

The NN was trained on2 10° con gurations for 100di erent values of  using the
MSE loss function, see Eq. (8.3). Again, we use the local maxima of () as an
indicator of a phase transition or cross-over temperature . Here,r ( ) denotes
the derivative with respectto because we consider only the single tuning parameter

, cf. Eq. (8.4). To evaluate error bars of the NN predictions, we repeat the training
procedure for5 separate models (identical construction, separately generated training
sets). Then, we compute the standard deviation of the critical

In Fig. 8.3(b), we show how the di erence between the true and predicted inverse
temperatures  behaves as a function of the true for seven di erent system sizes
N = 4;8;12, 16; 20; 24; 28 (the total number of spins is 2N 2). We see that the pre-
dictions are not uniform for all inputs and for all systems sizes there exist di erent
nite values of above which the NN has di culties to identify the correct . In
Fig. 8.3(c), we showr ( ) evaluated via Eq. (3.10), for the equidistantly sampled
values of . The divergence exhibits a peak for all system sizes, indicating the most
signi cant change in the di erence between actual and predicted . We present the
determined crossover temperature as a function of system size in Fig. 8.3(d). For
the system sizes tested, we recover a logarithmic scaling as expected for the crossover
temperature [Carrasquilla and Melko, 2017; Castelnovo and Chamon, 2008].

To conrm the NN predictions and assess convergence of the training, we can
analyze what physics the NN has learned by reproducing its predictions by another
physical model. Let us consider lattice con gurations (training samples)x, with their
assigned inverse-temperature labels,. We can evaluate an energykE,, of each of these
con gurations using the equation

E= J ik (8.19)
P i2p

where the rst summation runs over all plaquettes, p, whereas the second summation
runs over spins within each plaquette. We choosd = 1 for convenience. Then, we
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Figure 8.4: (a) Energy distribution (;E ) of the training set as
a function of inverse temperature and energy E generated for the
system sizeN = 8. (b) Derivative of the density-of-states-based pre-
diction, r ( ), as a function of .

can construct the density-of-states distribution of the training-data set
P N
(;E)= L EEn i n. (8.20)

"N
n=1  n

Here, ap is the Kronecker delta symbol (a, =1 fora= band ,, =0 for a6 b),
E. is the energy for the con guration x, computed using Eq. (8.19) andN is humber
of con gurations X in the training set. We can write the energy distribution in this
form because both the energy of the lattice con guration,E, and the parameter are
discrete by construction. An example of this distribution is plotted in Fig. 8.4(a) for
the system sizeN =8 (128 spins).

We use the distribution in Eq. (8.20) to compute the most likely for each con g-
uration at a given energy and use it as the prediction”( ). Speci cally, we compute
the average of all states with energy E, which we denote byh i

PN
hi(E)= 5L EEn 1, (8.21)
n=1 EEn
Equation (8.21) predicts the value of , which is most likely for a given energyE , given
the energy distribution of the training set. Therefore, we use the model in Eq. (8.21)

to determine the relation between assigned labels, and values of predicted by our
model

A M hi(Em) ;.
()= #M' ; (8.22)

m=1 7 m

where M is the number of con gurations x, in an arbitrarily chosen test set. Note
that the construction of the optimal prediction [EqQ. (8.22)] via the energy distribution
[Eq. (8.20)] is identical to our derived optimal predictions [Eq. (8.9)], applied to IGT.

Using Eq. (8.22), we are able to reproduce the behavior shown in Fig. 8.3(c). In
Fig. 8.4(b), we plot the derivative of the estimated " as a function of true . This
equips us with numerical evidence that the NN is indeed learning the density-of-
states distribution shown in Fig. 8.4(a). We identify the logarithmic scaling with the
system size of the critical predicted from Eq. (8.22) [shown in blue in Fig. 8.3(d)]
analogously to the predictions obtained from the NN.
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8.4.3 A generalized version of the toric code

So far, we have investigated phase boundaries ofassicalspin-1=2 models. Let us now
study a quantum model, where two complications regarding the input and output of
the predictive model arise. Basic spin con gurations are the natural, measurable
input for classical spin systems. In quantum systems, entanglement in non-classically
correlated con gurations plays an important role. Consequently, the choice of training
data must either re ect some prior knowledge of the system or query various classical
projections of the entangled wave function. Regarding the output, we can either
investigate a transition at a nite temperature or a quantum phase transition at zero
temperature. We now focus on a quantum phase transition, where we predict a tuning
parameter of the Hamiltonian instead of the (inverse) temperature.

Castelnovo and Chamon [2007] have introduced a generalized, exactly solvable ver-
sion of the toric code based on additional background elds [Castelnovo and Chamon,
2008; Tsomokoset al., 2011; Valenti et al., 2019]

X i X
H=Hy + e izrp
s b I
X X X g
= A+ Bp+ e i2p ; (8.23)
S o] S
where Ag = Q X and Bp = Q ¢ are the so-called stabilizer operators correspond-
i2s i2p

ing to the vertices (s) and plaquettes (p) of the lattice, respectively, ; 2 [ 1;1]
describes the particular con guration of added background elds, and > 0 charac-
terizes their amplitude. The geometry of the vertex operatorAg = X is illustrated
i2s

in Fig. 8.5(a). The generalized version of the toric code [EqQ. (8.23)] exhibits a transi-
tion to a topologically trivial phase that occurs at a critical value of the eld strength

, i.e., the model allows us to characterize how the ground state loses its ordered
characteristics as a function of the eld strengths . Additionally, the eld con gura-
tion i inuences the critical value .. A detailed analysis of this phase transition has
been carried out by Valenti et al. [2019]. Remarkably, the system has no local order
parameter.

Let H be the abelian group whose elementk are all possible operations de ned
by the action of products of plaquette operators on an initial (reference) spin con-
guration jOxi with all spins up in the  basis. Let *(h) denote the eigenvalue of
the operator  on the eigenstatehjOi. As a consequence, the term*(h) takes the
values 1. The ground state of the exactly solveable model [Eq. (8.23)] then satis es

P

j izplgezi " jTCi
X S0 rm
= pli e’ i hjOxi ; (8.24)
Z h2H
where jTCi = %Q(l + Bp)jOxi is the ground state of the unmodied toric code

S
Hamiltonian [Castelnovo and Chamon, 2008]. The ground state in Eq. (8.24) is four-
fold degenerate when periodic boundary conditions are considered [Kitaev, 2003]. The
normalization factor Z corresponds to the partition function for this ground state and
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Figure 8.5: (&) lllustration of plaquette, By, and vertex, As, op-
erators on the lattice. (b) Phase transition of the toric code model
[Eq. (8.23)] extracted from the prediction-based method applied on
x con gurations of the ground states. The derivative r () of
the NN predictions for the eld strength  is shown for six di erent

eld con gurations. These con gurations are illustrated in the bot-
tom panel of the gure. Black circles indicate a eld in the positive
direction (shades of gray indicate strength), red circles indicate a eld
in the negative direction, and empty circles indicate no eld. The
dashed vertical lines indicate the position of the phase transition for
a given eld con guration computed by the delity susceptibility, see
Eq. (8.28). (c) and (d): Same as in (b) but using , con gurations and
expectation values of a stabilizer operator,hBi, in the ground state
as input to the NN, respectively. The employed NN architectures are
reported in Table B.3.

is given by X P
Z = e i

h2H

HOE

Unlike in the IGT, see Sec. 8.4.2, the highly entangled ground states of the modi ed
toric code model [Eg. (8.24)] are not entirely characterized by a spin con guration

alone. However, to our advantage, Eq. (8.24) provides a closed analytic form for the
ground states of the family of Hamiltonians according to Eq. (8.23).

Projection onto spin con gurations

We consider projections of the ground states [Eq. (8.24)] of the Hamiltonian [Eqg. (8.23)]
onto the y and ; bases. These two types of projections correspond to experimen-
tally accessible measurements. Here, we demonstrate that both allow us to detect the
topological phase transition of the full quantum model. Thanks to the projections,
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